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Abstract

Facial analysis tasks are of pivotal importance in social interaction, thus gaining extensive
attention among the scientific community. With the increased popularity of deep learning
models and the availability of high-performance infrastructure, it has become the de-facto tool
for different facial analysis applications. However, when it comes to 3D facial analysis tasks
like 3D face alignment, face reconstruction, facial expression analysis, etc., the availability
of high-quality 3D face data is the biggest bottleneck. Particularly collecting accurate real
ground truth pose and depth information is very challenging because of the limitations of
real-world sensors. Furthermore, with the recent introduction of data privacy laws like GDPR
and their associated restrictions, collecting face datasets has become more challenging, as it
involves human subjects. With the advancement of computer graphics tools, domain-specific
data generation with accurate annotations has provided a feasible alternative to real data.
Though synthetic data can be a choice for deep learning training, the resulting domain gap
between synthetic and real environments is still a challenge for the trained model to perform
well in a real-world scenario. As a result, another type of approach has gained popularity:
unsupervised learning, where the model tries to learn the objective without any annotated
data.

In this dissertation, we address the issue of the unavailability of high-quality, accurate real-
face data by applying these two approaches. With the help of low-cost digital asset creation
software and an open-source computer graphics tool, we first build a pipeline to create a
large synthetic face dataset. We rendered around 300k synthetic face images with extensive
data diversity, such as different scene illuminations, backgrounds, facial expressions, etc.,
with their ground truth annotations like the 3D head pose and facial raw depth. We validate
the synthetic data with two different facial analysis tasks - head pose estimation and face
depth estimation. While learning the head pose from the synthetic images, we propose an
unsupervised domain adversarial learning methodology to reduce the domain gap between
the real and synthetic face images. We show that using our method, we can achieve near-state-
of-the-art (SOTA) results with unsupervised training compared to the supervised methods
that solely use real data to train their model.
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Furthermore, to solve the scarcity of 3D face data, we propose a weakly supervised
approach to extract the 3D face information from a single 2D face image. For this 3D
face reconstruction task, we use the popular vision transformer with hierarchical feature
fusion as the feature extractor module and train our network with a differential renderer in
an unsupervised fashion without any real 3D face scan data. Though this approach is able
to generate accurate 3D face shape from a single 2D face image, the model size is large
and requires high computational resources. This makes it unsuitable for low-cost consumer
electronic devices or processing at the edge. So in the last section of this thesis, we propose
a pipeline to build 3D facial dense landmarks with 520 key points that cover the entire
face as well as carry the information of the overall facial structure. To show that the data
generated by our proposed method is able to preserve the 3D information, we train a dense
face landmark predictor with this data. The trained model achieves comparable results to
other SOTA methods in the sparse 3D facial alignment task.
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Chapter 1

Introduction

1.1 Introduction

With the world population ever increasing, there is no doubt that with more than 7 billion

unique samples, human faces are one of the most complex data types in computer vision.

Though the base structure of human faces is similar to each other, the detailed character-

istics and deformation vary signi�cantly with the variation of age, ethnicity, and gender.

Thus human faces are always a prevalent subject among computer vision researchers in

different tasks such as face detection [91], identity [145] and expression [94] recognition,

face re-enactments/swapping [42], random face generation [164, 144], face modeling or

reconstruction [99, 170] etc. These facial analysis tasks are extensively exploited in dif-

ferent applications, which include security [125, 119, 72, 74], human-computer interaction

[33, 124], animation [46, 149, 37] and even health [105, 154]. With the advancement of

deep neural networks (DNN), it is now possible to produce human-level performance in

different computer vision tasks, which makes it the obvious choice for facial analysis tasks

too [170, 146, 145, 94, 164]. Though the performance of these DNN models largely depends

on the massive amount of accurate ground truth training data. Due to the availability of

large-scale 2D face data, 2D facial analysis has been used widely for many years. But

because of the 3D nature of the human face, 2D images fail to accurately capture the complex

geometry, as its collapses into one dimension. Also, 3D imaging comes with a geometrical

representation invariant to pose and scene illumination, a signi�cant drawback of 2D imaging.

These recent advancements have made 3D deep learning popular among researchers. But

it comes with its own price of the scarcity of the 3D ground truth data, which often limits its

scope. 3D facial data can be produced by 3D scanners, stereo-vision systems, or RGB-D

sensors (e.g., Microsoft Kinect). The �rst two methods can acquire high-quality 3D face data
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but require a controlled environment and expensive equipment. On the other hand, RGB-D

cameras are comparatively cheaper, but the captured data is of limited quality. Overall all

these methods have a signi�cant issue of not covering all the variations across ethnicities

and age groups, as the data is mainly acquired in a controlled setup. Thus machine learning

models trained with these data fail to generalize enough to work in real-world industrial

use cases and limit the fairness of the model [60]. So instead of collecting and labeling

real data, which is an expensive task that can be subject to bias, an alternative solution, the

synthesizing of training data using computer graphics (CG) tools, has been introduced. With

synthetic data, we have complete control over the variations of the data, thus eliminating

biases. This also ensures perfect labels without any annotation noise, which is otherwise

impossible to label by hand. The computer vision community has studied synthetic data

in different tasks like scene understanding [114, 53, 36], eye tracking [150, 117, 22], hand

tracking [162, 141], object recognition [75], full body analysis [78, 73] and many others

[102]. Though advancements in generative deep learning models, GAN and diffusion models

can create high-quality and realistic 2D face data. However, very few previous works have

attempted to synthesize a full 3D human face due to the human face's complexity. So there is

a signi�cant gap in the current research on creating and utilizing synthetic 3D face databases

using the available CG toolchains.

With CG tools, we can generate pixel-perfect synthetic data for most computer vision

tasks that can be used to train deep learning models. But when it comes to the problem of

high-level computer vision tasks like object detection, object or scene segmentation, 3D

pose, viewpoint- and depth estimation, research has shown that the domain gap between

the synthetic and real data does not allow for achieving SOTA results by training only on

synthetic data. So researchers have tested hybrid datasets, a mix of real and synthetic data,

and achieved better results. Also, Movshovitz-Attias et al. [100], and Tsirikoglou et al.

[136] showed that making the synthetic data more realistic with advanced CG tools helped

to improve the results in tasks like viewpoint estimation and object detection. Particularly

when it comes to the problem of human facial analysis, photo-realism of synthetic data is a

major issue. This domain gap (or domain shift) between the real and synthetic data can be

eliminated by domain adaptation (DA) techniques. DA is a subcategory of transfer learning

where we try to make the model trained on one domain of data which we called the source

domain, so that the trained model will perform well on a different domain or the target

domain. Unlike other transfer learning methods here the feature space of both the domains

remains the same but the distribution of the data differs from each other. Synthetic 3D face

data can be a good candidate for DA as we can try to train the models with synthetic data and
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evaluate the performance against real face data. However, such direct transfer of knowledge

may not work well due to domain shift or dataset bias. Fine-tuning the pre-trained source

model with a small sample of the target labeled data can be a solution. But �ne-tuning still

requires a considerable amount of target domain data, which is not available when it comes

to 3D facial analysis tasks. Additionally, almost all these domain adaptation methods are

studied for classi�cation tasks where some classes do not exist in the target domain. But

most facial analysis tasks like head pose estimation or learning the 3D face data from the

depth queues fall under regression problems where the DA is not yet studied extensively.

The use of synthetic data for 3D facial analysis can solve some of the data scarcity issues.

However, still, it fails to replicate the distributions of the intrinsic characteristics of real

faces. On the other hand, capturing high-volume 3D scans is expensive and such datasets are

unavailable for model training. So an easy and feasible alternative to capturing a 3D scan

of a face is to estimate the face geometry from uncalibrated 2D face images. But due to the

complex nature of the human face, this approach of 3D-from-2D reconstruction is inherently

ill-posed, as we need to recover the facial geometry, head pose, and texture information

(including the color and illumination) from a single 2D face image. Also, a single 2D picture

can be generated from the different 3D models as long as the texture matches the 2D image,

so it generates ambiguities in these 2D-to-3D solutions. A well-agreeable solution is to add

prior knowledge to resolve these ambiguities. As the human face has a common base shape,

this can be used as prior knowledge for any face reconstruction task. So statistical 3D face

models are the most popular way to add this prior knowledge, as they have the ability to

encode geometric variations with appearance properties. The most commonly used statistical

face model is the 3D Morphable Model (3DMM) proposed by Blanz and Vetter [20], which

consists of the shape (geometry) and the albedo (texture or color) model constructed from

a set of high-quality 3D face scans using Principle Component Analysis (PCA). But in

order to train the model with 3DMM data, we need a set of ground truth images and their

corresponding 3DMM parameters, which is often not available.

So a new strategy has become popular: self-supervised training - at �rst, the 3DMM

parameters are predicted through a backbone network, then a 3D face model is built with the

help of those predicted 3DMM parameters and fed to a differential renderer layer that renders

the predicted 3D face model to the image plane. Finally, the rendered 2D image is compared

with the ground truth image. Most of these self-supervised networks trained a CNN backbone

to learn the 3DMM parameters. By its fundamental characteristics, convolutions are local

operations. Thus sometimes Convolution Neural Networks (CNN) fail to learn the global
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features, which is essential when it comes to face reconstruction tasks. To overcome this

shortcoming of CNN in the computer vision community, transformer-based architectures

have gained immense popularity due to their ability to capture long-term dependencies.

Though these vision transformers (ViTs) have achieved SOTA results in different computer

vision tasks like image classi�cation [143, 97, 44, 147], object detection [160, 48], and image

segmentation [163, 43, 62], transformers are not studied in face reconstruction tasks. This

opens up a new area where the effectiveness of different vision transformer networks can be

studied to face reconstruction problems.

In the analysis-by-synthesis method, which is discussed above, the model is learned by

reducing the photometric error [65] between a generative 3D face model and a ground truth

image using differentiable rendering techniques. But to make this differentiable rendering

computationally feasible, it depends on a number of approximations. It assumes the human

face as a Lambertian object, and the re�ectance model and the scene illumination as spherical

harmonics alone [151]. But in reality, the complexity of the human face can not be modeled

as a linear Lambertian object. Also, the illumination effects, such as shadows cast by the

nose or the ambient occlusion, can not be modeled by spherical harmonics. To alleviate these

limitations, either we have to rely on the �t-and-render strategy, where the face is �tted to

a 3DMM, or we need to train a more complex and large deep learning model. Both these

approaches make the model computationally expensive and inappropriate for edge and IoT

devices. An alternative to this is extracting the facial landmarks, which are the points of

correspondence across the faces. Almost all of the publicly available facial landmark datasets

have only 68 key points. But the overall facial expressions and identities can not be encoded

by only 68 sparse landmarks. When it comes to reconstructing the whole face, it is almost

impossible to get relevant information from those landmarks. But if we are able to predict

dense landmarks which cover the entire face, it will help to get the face shape. It will also

help to eliminate the dependence on statistical models like 3DMM and make the model size

reasonable to make it work in edge devices.

The major challenges in the 3D facial analysis that are identi�ed and addressed in

this thesis are therefore: 1) lack of high-quality 3D face data with accurate ground truth

annotations like the head pose and face depth, 2) feasibility of synthetic face data as an

alternative of real data in popular computer vision tasks like head pose estimation and face

depth estimation, 3) photorealistic 3D face synthesis without ground truth 3D face scans,

4) limitations of the unsupervised or semi-supervised face reconstruction model due to its

computational complexity which limits them to run on the edge devices.
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1.2 Summary of Contributions

In this section, a short summary of the main contributions is presented. In the later chapters,

each of these contributions is discussed in more detail. Each chapter will start with an

introduction which will present the context of the research, followed by the motivation against

that section. This will lead to the main research question addressed in that chapter. Each

chapter will end with a contribution to that research question and discussion. Additionally,

for each work, a table is presented showing the contribution of the authors in that article.

1.2.1 Synthetic Data Generation for Facial Analysis

Chapter 2 contributes to a methodology for generating synthetic facial data. In the initial

research work [14], a methodology for building synthetic face data is presented. With the

help of commercially available synthetic asset-building software and an open-source CG tool,

a pipeline to build synthetic face data with their corresponding annotations, like the head

pose and face depth, is proposed. With the help of the proposed pipeline, a dataset has been

constructed and released for public use in the subsequent work [15]. The published dataset

has two sets of data consisting of ground truth head pose and depth map. The head-pose

dataset has more than 600k pairs of synthetic face images and their corresponding ground

truth head-pose annotations. The facial depth data set has more than 500k of synthetic face

data with their raw depth data.

1.2.2 Validation of Synthetic Facial Data through Computer Vision

Tasks

The synthetic data that was generated, as mentioned in Chapter 2, is then validated through

two different computer vision tasks. These methods of validating head pose and facial depth

are discussed in Chapter 3. In the �rst part of the study, the task of measuring the accurate

head pose from a single headshot image is considered. Though there are many studies on

head pose estimation using popular real datasets, these methods are highly biased on the

limited data available. There is minimal work on learning head pose from a synthetic dataset.

So in the initial work [16], a SOTA model has been trained solely with the new proposed

synthetic data. Near SOTA head pose estimation (HPE) results are achieved in compared

to the SOTA models which are trained on only real data. Also, a data-fusion-based transfer

learning approach is applied, where the model trained with the synthetic data is �ne-tuned

with only 1k of real data. The result of the model surpasses the current SOTA results. This

initial work is further expanded by proposing an adversarial DA approach [12]. In this work,
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the model is trained simultaneously on the labeled synthetic data in supervised and unlabeled

real data in an unsupervised way. The model achieved signi�cantly better results than the

model trained on synthetic data only.

In the next study, the validity of the raw depth data is studied through the facial depth

estimation task. An initial work [85, 84] is �rst presented on learning an accurate face

depth estimation model. A shallow autoencoder-based deep learning model is trained with

the synthetic face data and their corresponding ground truth raw depth data. The initial

experiments show promising results when the model is evaluated against the synthetic test

and evaluation dataset; a simple, less complex model does provide better results than the

dense feature extractor models. This work is further extended in [86] where a hybrid loss

function is proposed to learn the accurate depth from a single image training a light-weight

encoder-decoder based depth estimation model. A detailed ablation study is also conducted,

varying different backbones of the encoder network and changing the weights of the loss terms

to see the individual contribution of the different loss terms. Through multiple experiments,

it has been found that the proposed lightweight model is more computationally ef�cient than

the current SOTA depth estimation models and shows a performance equal to or better than

the SOTA when evaluated across four different public datasets.

1.2.3 Human Face Reconstruction from a Single Image with weak Su-

pervision

In chapter 3, we achieved a near SOTA result in learning facial depth training on synthetic

data. But still, due to a lack of real data, we are not able to validate the learned model

extensively. So in the next work, as presented in chapter 4, we propose a weakly supervised

learning framework for 3D face reconstruction from a single facial image. For 3D face

reconstruction, a statistical face model like 3DMM acts as a powerful prior. Recent works

proposed several methods that build on top of predicting the 3DMM parameters to form

the face mesh. When it comes to predicting a 3D face from a single face image, we need

to extract the features from that image. CNN has gained popularity as the de-facto feature

extractor for most computer vision tasks. It is ef�cient in learning local patterns. But it fails

to capture the long-range dependencies between patches, which is essential when it comes

to the face reconstruction task. So recently, transformer-based networks have been adopted

by the computer vision community for their ability to learn long-range dependencies. But

at the same time, these lack the ability to learn the local features compared to CNN. So in

this work, we propose a hierarchical feature aggregation module-based feature extractor with

the Swin Transformer as its backbone as the feature extractor. This architecture is able to
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learn multi-scale features in a coarse-to-�ne manner with a reduced computational cost and

model size compared to vanilla transformers. To the best of our knowledge, this is the �rst

work that has studied the effectiveness of transformer networks with feature fusion in the

face reconstruction task. With the proposed architecture, we train the network in a weekly

supervised manner. We predict the 3DMM parameters from the single-face image, pass them

through a differential renderer, and compare the rendered image with the ground truth image

without any ground truth 3D face scans or facial depth cues.

1.2.4 Lightweight Dense Face Landmark Detection

Chapter 5 presents a new method for learning dense 3D landmarks from a monocular face

image. At �rst, a ground truth of dense face landmarks of 520 key points is obtained from

the UV map data that was originally developed in [49]. We then train a lightweight regressor

network to learn the key points from those ground truths. We have conducted a detailed

ablation study on the model performance and varying computational complexities.

1.2.5 Other Contributions

In chapter 6, we presented two of the secondary publications. The �rst section provided the

details about the work on Speech Driven Video Editing via an Audio-Conditioned Diffusion

Model. Facial video editing with audio cues is a very popular and complex facial analysis task.

The goal of this task is to re-synchronize the lip and jaw movement of a speaker in a video

based on a new speech input signal. Here, we presented an end-to-end method for speech-

driven video editing with a diffusion-based generative model. Though facial landmarks or

other facial reconstruction queue help as intermediate learning, we have not relied on them

because of a lack of ground truth. Instead, we propose an unstructured generation method

that directly generates the facial video conditioned by the audio signal. We have used a

U-Net-based denoising diffusion model based on Palette [118]. Our method impaints the

lower half region of the face, including the lip and jaw movements. We conditioned the

network with mel-spectogram features combined with the previously generated frames to

generate the next frame. This helps to add the audio signal as well as maintains temporal

stability.

In the next section, a work based on a review is presented. During the previous study of

facial depth estimation using synthetic data, we also reviewed the different loss functions

used as an objective for the depth estimation task and different datasets used for training.

The detailed review is published in this work [87].
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31st Irish Signals and Systems Conference (ISSC), pp. 1-6. IEEE, 2020.

2. Basak, Shubhajit, Faisal Khan, Hossein Javidnia, Peter Corcoran, Rachel McDonnell,

and Michael Schukat. "C3I-SynFace: A synthetic head pose and facial depth dataset

using seed virtual human models." Data in Brief (2023): 109087.
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3. Basak, Shubhajit, Peter Corcoran, Faisal Khan, Rachel Mcdonnell, and Michael
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IEEE Access 9 (2021): 37557-37573.
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"An ef�cient encoder–decoder model for portrait depth estimation from single images

trained on pixel-accurate synthetic data." Neural Networks 142 (2021): 479-491.

Human Face Reconstruction from a single Image with weak Supervision

7. Basak, Shubhajit, Peter Corcoran, Rachel McDonnell, and Michael Schukat. "3D

face-model reconstruction from a single image: A feature aggregation approach using

hierarchical transformer with weak supervision." Neural Networks 156 (2022): 108-

122.

Other Contributions

8. Bigioi, Dan, Shubhajit Basak, Micha� Stypu�kowski, Maciej Zieba, Hugh Jordan,

Rachel McDonnell, and Peter Corcoran. "Speech driven video editing via an audio-

conditioned diffusion model." Image and Vision Computing (2024): 104911.
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9. Khan, Faisal, Shahid Hussain, Shubhajit Basak, Mohamed Moustafa, and Peter Corco-

ran. "A Review of Benchmark Datasets and Training Loss Functions in Neural Depth

Estimation." IEEE Access 9 (2021): 148479-148503.

1.4 Contribution Taxonomy

As this thesis is an article-based submission, the works included have been done with the

collaboration of multiple authors. In order to establish the primary authorship of the listed

papers, the CRediT [5] methodology has been adapted. CRediT is a popular taxonomy

followed by most of the reputed journals to specify the contribution of the authors. It is

measured based on 14 roles: Conceptualization, Data curation, Formal Analysis, Fund-

ing acquisition, Investigation, Methodology, Project administration, Resources, Software,

Supervision, Validation, Visualization, Writing – original draft, Writing – review & editing.

Though the works are done in collaboration, the majority of the work presented in this

thesis is done by me. In this thesis, the taxonomy is more simpli�ed, and the contributions

are broadly categorized in the following -

• Ideation - This includes conceptualization and ideation of the main hypothesis.

• Experiments & Implementations - This includes methodology, investigation, data

curation, software development, validation, and visualization.

• Manuscript Preparation - This includes all aspects of writing the drafts, including

Writing – the original draft, Writing – review & editing.

• Background Work - This includes some aspects of literature review, formal analysis,

resourcing, project administration, and supervision to ensure that the methodology

used is typical of that used in the �eld publication area.

This simpli�cation of CRediT ignores most aspects of project funding, project adminis-

tration, and overall supervision but otherwise encapsulates the main attributes of the primary

authorship as per CRediT. Each of the consecutive chapters is accompanied by a table in the

'Summary of Contribution' section showing the contributions of each author to the aforemen-

tioned four criteria. Authors are listed by their initials where SB stands for Shubhajit Basak,

FK stands for Faisal Khan, HJ stands for Hossein Javidnia, PC stands for Peter Corcoran,

RM stands for Rachel McDonnell, MS stands for Michael Schukat, JL stands for Joseph

Lemley, DB stands for Dan Bigoi, and SH stands for Shahid Hussain. Contributions are

presented as a percentage (%) of work that falls under these four categories.





Chapter 2

Synthetic Facial Data Generation

2.1 Background

Recent advancements in CGI technology have improved the quality of synthetic data and

made it popular for deep learning training [103]. Particularly in low-level computer vision

tasks such as optical �ow estimation (estimating the distribution of the apparent movement

of different objects, edges, and surfaces caused by the relative motion of the observer with

respect to the scene) or stereo image matching (�nding correspondence between two points

in the same image captured from two different viewpoints), etc., synthetic data has been used

extensively, as these tasks can be approached with methods that do not require large real data

repositories or much learning in terms of deep learning methods. One of the recent works by

Mayer et al. [96] provides an overview of different synthetic datasets for low-level computer

vision tasks speci�cally for optical �ow. Through extensive experimental results, they show

that the realism of the synthetic data is not a signi�cant requirement for low-level tasks

explained above. Instead, combining the different synthetic datasets, which vary in situations

and domains, and adding real-life simulations like lens distortion, image blur, or Bayer

interpolation artifacts in the synthetic dataset, improves the result of the models signi�cantly.

When it comes to high-level tasks like object detection or segmentation, the quality and

realism of the synthetic data play a signi�cant role in model training and performance.

Particularly, synthetic models of the human face and human body are of immense interest

among the scienti�c community, as they have advantages over real-face datasets, which have

some major issues like:

• The real face datasets often contain biases regarding gender, race, and other parameters

[90, 80].
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• Labeling of face attributes like head pose, eye gaze, facial key points, or, more impor-

tantly, face shape is expensive and hard to achieve manually.

• Privacy and ethical issues and regulations like GDPR often restrict the usage of real-

face datasets [109].

In contrast, synthetic facial data comes with its own perks:

• With the help of CGI tools, we can generate a theoretically unlimited amount of face

data with control over different properties like head pose, eye gaze, gestures, etc. At

the same time, we can generate accurate ground truth labels like face segmentation,

facial key points, and joint locations, which is almost impossible to gather for real data.

• Synthetic data can be used to augment real datasets, reducing the bias of real datasets.

Generative models with domain adaptation approaches can make these synthetic data

more realistic.

In one of the earliest works on synthetic faces, Queiroz et al. [107] proposed a pipeline

to generate the ground truth of real faces with realistic textures extracted from real faces and

published the Virtual Human Faces Database (VHuF). Later Bak et al. [9] published the

Synthetic Data for person Re-Identi�cation (SyRI) dataset generated with the help of Adobe

Fuse CC and Unreal Engine 4. They created the scene lighting based on HDR environment

maps. Hu et al. [71] proposed a pipeline to generate synthetic face datasets by combining

automatically detected facial parts like eyes, nose, mouth, etc., and used the data for face

recognition(FR) tasks. Their results showed that the resulting artifacts in the faces did not

affect the FR accuracy and, in some cases, improved the robustness of the model. Few other

recent works used 3DMM models to generate some parts of the face and used them in speci�c

tasks. For example, both Sugano et al. [127] and Wood et al. [153] used 3DMM-based eye

models for gaze estimation tasks. But due to the complexity of the full human face, very

few previous works have attempted to generate full-face synthesis with computer graphics

pipelines. The most recent and relevant work was published by Wood et al. [150], where they

generated a large face dataset through a pipeline by combining a parametric face model with

a large set of high-quality artists created CG assets like textures, hair, and clothing. Though

the dataset has annotations like dense landmarks, normal maps, depth, and face segmentation,

only the sparse landmarks and segmentation are made publicly available. None of these

datasets contains the 3D models and depth cues, which are the main attributes of 3D face

analysis.
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2.2 Research Objective

As stated in the previous section, there is a very limited amount of open-source synthetic

face data currently available online. Particularly when it comes to learning 3D cues, no such

dataset has 3D annotations. So our main objective of this study is to build a large synthetic

face dataset with ground truth annotations that can be used to learn 3D face shapes. With

the advancement of CG technology, currently, there are many open-source CG tools(like

Blender, Krita, Lunacy, Gimp, 3D-Max etc.) that are publicly available. With the help of

these software chains, we can build a pipeline to create a large-scale synthetic face dataset

and collect ground truth annotations. Though to build the face dataset, we need virtual human

models. A common option can be collecting 3D face scans. But they are expensive and

involve setting up complex environments. So to achieve our goal, we perform the following:

• Search through the available CG tools (like Maya, 3DS Max, Blender, Cinema 4D etc.)

and select the appropriate and useful one in terms of usability and ease of learning.

• Identify the 3D synthetic human models that are available in the online market and

cheap to buy and use.

• Provide enough variations in facial expressions and gestures as well as appearances.

• Build an automated pipeline using a programming language like python to generate

the ground truth face images with their annotations like the head pose and facial depth.

Also, to build the ability to provide control over head movement and background

scenes within the pipeline.

• Finally, using the pipeline, build a large dataset that can be used for deep learning

training.

2.3 Summary of Contributions

This main work is presented through the article - Basak, Shubhajit, Hossein Javidnia, Faisal

Khan, Rachel McDonnell, and Michael Schukat. "Methodology for building synthetic

datasets with virtual humans." at the 2020 31st Irish Signals and Systems Conference (ISSC)

[14]. The resulting dataset is presented in - Basak, Shubhajit, Faisal Khan, Hossein Javidnia,

Peter Corcoran, Rachel McDonnell, and Michael Schukat. "C3I-SynFace: A synthetic head

pose and facial depth dataset using seed virtual human models." Data in Brief (2023): 109087

[15]. A copy of the published papers are attached at the end of this chapter.
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Table 2.1 Author's Contribution to [14, 15]

Contribution Criteria Contribution Percentage
Ideation SB 70%,HJ 20%,PC 10%

Experiments & Implementations SB 90%,FK 10%
Manuscript Preparation SB 90%,HJ 3%,FK 4%,RM 3%

Background Work SB 70%,MS 20%,PC 10%

The contributions of the authors for the above-mentioned research work [14, 15] as per

the four major criteria discussed in section 1.4 is presented in the table 2.1.

2.3.1 Generation of virtual Human Models

In order to achieve the research objective, the �rst step is to build the pipeline to create virtual

human models. We have chosen a commercially available digital asset creation software

called iClone 7 [3] and Character Creator [1] for creating the virtual models:

• Character Creator provides “Realistic Human 100” - which contains 100 virtual human

models with variation over ethnicity, race, gender, and age.

• The morphing shape or the mesh of different parts of the body can be adjusted to give

more variation over the shape.

• Additionally, different expressions like sad, angry, happy, scared, and neutral are added

to the models.

• These models are then exported to fbx (Filmbox) format, which has the mesh and

armature (bones) and can have facial expressions embedded as frames. So it can be

used to exchange both geometry and animation data.

2.3.2 Setup of virtual Scenes

As we have these models, we need to import these to the CG software to put them into

a scene and render them with ground truth annotations. We have chosen the open-source

CG software Blender [2], as it is comparatively simple and has Python support to automate

batch rendering. Also, Blender is released under the GNU General Public License (GPL, or

“free software”), which allows us to use and distribute it freely. We put the models in three

different scenes - 1. A scene with plain background with single color; 2. A scene with a

textured plane background, where we have used the textures provided by Abdelmounaime
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Fig. 2.1 Virtual Human Models from iClone : (a) Applying different model textures and
shapes to a base model (b) Changing facial morph to add variations (c) Applying facial
expressions on the facial models

and Dong-Chen [4]; 3. Two complex scenes (classroom and barbershop) were collected

from the Blender marketplace. We have used the Cycles Rendering Engine in Blender

to render the scene, as the Cycles engine offers ray-tracing capabilities for photo-realistic

rendering. The whole process, from importing the models in Blender to setting up the scene,

including adding scene illumination and camera and �nally rendering the ground truth with

the annotations, is automated by Python scripts. The code is made publicly available through

a GitHub repository1.

2.3.3 Collecting facial Ground Truths

The fbx models imported in Blender are scaled and put into different scenes. The Blender

rendering camera �eld of view (FOV) and sensor size are set to 60 degrees and 36 millimeters,

respectively. The ground truth is collected by setting up the RGB and Z-pass output in the

Blender compositor layer for the RGB and raw depth data. Additionally, we also apply

continuous rotations on the shoulder bone to vary the head pose. To cover all the cross-

rotation angles similar to human head movements, we apply head rotations similar to the

ground truth of the popular real head pose dataset BIWI [47]. We have published two separate

datasets - one for the head pose, which contains around 300k ground truth RGB images and

their corresponding head pose annotations, and one for facial depth data, which contains

around 250k ground truth RGB images, their corresponding raw depth (in *.exr format) and

1https://github.com/shubhajitbasak/blenderDataGeneration
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