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Abstract

Tumors are populations of aberrant cells that have genetic, epigenetic, and
phenotypic di erences to normal cells. When these di erences are exhibited
between cancer cells, it is referred to as intratumoral heterogeneity (ITH), and
ITH is associated with several major issues in cancer like treatment resistance,
relapse, and metastasis. One enabling characteristic of cancer that drives
these di erences is genome instability | the increased rate of genetic changes
in the genome of a cell. When instability manifests in the short tandem
repeats in the genome, it is known as microsatellite instability (MSI), and
MSI is used to guide immune checkpoint inhibitor treatment.

Given the clinical relevance of both ITH and MSI, researchers have created
methods and tools to detect them in sequencing data with varying levels
of success. Several tools that detect MSI are reported to have near-perfect
performance but do not su ciently disclose what types of data they can be
used with. ITH on the other hand is poorly de ned and few methods exist
that capture the overall genetic aspect of it. Furthermore, there has yet
to be an in-depth investigation into whether MSI itself is a heterogeneous
phenomenon.

The central aim of this thesis is to investigate novel ways to quantify
the genetic aspects of ITH and determine whether MSI is a subclonal phe-
nomenon. This central aim is achieved through three goals in which we (1)
quantify somatic and germline variation using population genetics and de-
termine its relationship to relapse and MSI, (2) benchmark the leading tools
used to identify MSI to clarify their scope and performance, and (3) quantify
ITH in MSI at the single-cell level.

viii
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Chapter 2 addressed the rst goal by exploring the use of population ge-
netics statistics in large pan-cancer data. We rst investigated whether these
statistics when used to measure the somatic variation of a cancer sample could
be used to predict whether an individual will relapse. Although we identi-
ed several cancer-type speci c results related to relapse, we were not able
to replicate all these ndings after accounting for tumor purity and ploidy.
We also investigated if another statistic that measured individual germline
heterozygosity had any relationship to MSI score. Similarly, we did not nd
a relationship between germline variation and MSI score, but we did discover
relationships between MSI score and the confounding factors of tumor purity
and self-reported population group. The impact of these potential confound-
ing factors should be taken into account when MSI score is used as a clinical
biomarker.

Next, in Chapter 3 we assessed the performance of the leading tools used
to detect MSI in sequencing data. This was done by examining how each MSI
tool performed on several sequencing datasets. Making use of this curated
data, we validated most of the published performance metrics of these tools
but identi ed several previously unreported shortcomings. The most signi -
cant of these ndings was that there was a large drop in performance when
applying tools originally evaluated on whole exome sequencing data to whole
genome sequencing data. We also discovered that an as yet unpublished tool
was able to outperform nearly all others on most data types.

Lastly, we used the knowledge gained through the previous two chapters to
investigate whether MSI tumors consisted of a mixture of cells with and with-
out MSI. To do this, we collected all publicly available single-cell sequencing
data that had paired clinical MSI status. Then we created a novel computa-
tional pipeline built around two machine-learning based methods to classify
cancer cells as having MSI based on gene expression. This led to several
ndings, with the most important being that approximately one-third of all
individuals in the analysis had evidence of cells with and without MSI in their
samples. This directly challenges the current binary classi cation approaches
used in research and clinical settings.
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Chapter 1 —m———

Introduction

1.1 Cell theory and carcinogenesis

1.1.1 Discovery of cells and DNA

Cell theory states that all life is built upon cells that originate from pre-
existing cells. This paradigm shift in science began with a discovery by Robert
Hooke in 1665, where he described observations of cork under compound
microscope as resembling the \cells" of a monastery in which monks would
sleep [1]. These cells would not be de ned as living organisms until later in
1676 when Leeuwenhoek described the rst\animalcules”, with hindsight now
known to be the rst protists [2]. This change in how cells were perceived was
based primarily on Leeuwenhoek's observations of cellular motility, namely
his observations of human gametes. It took nearly another two centuries
before Schleiden and Schwann cemented the concepts of classical cell theory.
Based on their observations of plant and animal cells, they proposed that all
organisms are made up of one or more cells [3, 4]. Cell theory would continue
to be developed over the next century with the identi cation of tissue specic

di erentiation, organelles, and cellular division, but cell theory as it is known
today would not be fully developed until the discovery of DNA.

The transition from the classic Schleiden and Schwann de nition of cell
theory to a modern one was facilitated primarily by the discovery of DNA.
The rst isolation of nucleic acid was derived from leukocytes and deemed
\nuclein” by Johannes Mischer [5]. However, even after its discovery, most
considered proteins to be the de facto units of hereditary information based
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on their greater complexity. This changed with seminal works in virus re-
search that showed that DNA was responsible for the transformations seen
in pneumococcal extracts [6] and was the majority of material injected by
bacteriophages into bacteria [7]. Perhaps the most foundational change was
the description of the 3D double helix structure of DNA by Watson and Crick
[8] based on X-ray imaging work done by Franklin and Gosling [9]. While
much was already known about the chemical makeup of DNA (e.g. equal
proportions of cytosine and guanine), the Watson and Crick model of DNA
clari ed base pairing rules by describing the anti-parallel nature of the two
strands as well as the phosphate backbone and hydrogen bonds between nu-
cleotides. This new model of DNA helped establish its role as the primary
source of hereditary information as it could now be explained how DNA was
readily replicated by cells to facilitate division.

1.1.2 DNA replication and repair

DNA replication is a high- delity process with as few as 1&° per base pair per
cell division observed across a range of microorganisms [10]. This high level of
accuracy is critical for the continued survival of individuals and persistence of
populations. For species that do not undergo sexual recombination, popula-
tions can accumulate deleterious mutations in an irreversible manner leading
to doomed lineages [11]. Deleterious mutations can also impact sexually re-
productive organisms, like humans, where even a single base pair change can
cause diseases like sickle-cell anemia [12]. Naturally, the genes and proteins
responsible for proofreading and correcting the errors made during DNA repli-
cation are highly conserved across prokaryotes and eukaryotes [13]. While the
high- delity nature of DNA replication is crucial to the survival of organisms
and populations, corrections of any errors that do occur is just as important.
There are numerous ways in which a cell can repair the errors in its DNA,
but ve major pathways stand out. They can be broken down into those that
repair DNA breaks, lesions, or nucleotide mismatches. Two of these pathways
are unrelated and repair single and double stranded breaks. These are homol-
ogy mediated repair | the repair of both single and double stranded breaks by
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using the homologous chromosome as a template | and non-homologous end
joining in which blunt ends are fused together [14]. Conversely, the pathways
responsible for xing lesions on the helix, base excision repair and nucleotide
excision repair, are related and x both small base modi cations and larger
bulky, DNA lesions respectively [15]. Lastly, the mismatch repair pathway cor-
rects errors generated during DNA replication when an incorrect nucleotide
is incorporated into a new DNA molecule [16] (Figure 1.1). Together, these
pathways work in tandem with cell cycle checkpoints to ensure stability of the
genome by preventing the incorporation of excess mutations [17]. This along-
side a great variety of other repair mechanisms is essential for the prevention
of cancer.

1.1.3 Carcinogenesis and cancer hallmarks

When cell cycle checkpoints and DNA repair pathways fail to prevent or
remove mutations, there is a chance an otherwise healthy cell will begin the
transformation into a cancer cell. Carcinogenesis happens in three stages: ini-
tiation, promotion, and progression [19]. Initiation starts after an irreversible
mutation is not corrected in a somatic cell, and it has oncogenic properties.
These rst mutations are typically driver mutations, those that drive overall
tumor progression by conferring growth competitiveness to neoplastic cells
[20, 21]. Tumor promoting agents then cause gene expression changes that
help to avoid apoptosis or increase cell proliferation thus leading to a clonal
expansion [22, 23]. Finally, the recently expanded population of neoplastic
cells will continue to accumulate genetic alterations in a stepwise manner be-
fore reaching a malignant phenotype with metastatic potential [24]. While
each population of tumor cells will have its own unique mutational pro le,
there are commonly observed phenotypes known as cancer hallmarks.

The hallmarks of cancer were proposed to identify common phenotypic
traits tumors gain during the multiple steps of carcinogenesis. While some
are debated, there are eight generally agreed upon hallmarks, many of which
are associated with a clonal tness advantage [25]. These phenotypes cover
a wide variety of biological functions but have been summarized as sustained
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Figure 1.1: Diagram showing the repair of mutation generated during DNA replica-
tion. The mismatch repair pathway is comprised of several proteins and begins with
(A) the recognition of a DNA replication error via one of two stable heterodimers,
MutS (MSH2+MSHG6) or MutS (MSH2+MSH3). (B) Another heterodimer MutL
(MLH1+PMS2), binds to the MutS protein and recruits additional proteins involved in
the pathway. (C) Long patch excision of the error is achieved through several enzymes
such as exonuclease 1 (EXO1), DNA polymerase, and proliferating ell nuclear antigen
(PCNA) which serves as a sliding clamp for the process. (D) Lastly, the daughter strand
goes through resynthesis and ligation resulting in successful removal of the mutation. This
gure was originally published in a separate research article [18] but is reproduced here
with permission under Wiley's Terms of Use for scholarly and educational purposes.
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proliferative signaling, growth suppressor evasion, resisting apoptosis, cell im-
mortality, angiogenesis (or vascular access), metastatic potential, metabolic
changes, and immunosurveillance avoidance. The acquisition of these hall-
marks is enabled by two key characteristic of cancer | genome instability and

in ammation (Figure 1.2). Out of the two enabling characteristics, genome
instability stands out as it is associated with nearly every type of cancer and
is hypothesized to play a role in enabling all hallmarks [26].

Figure 1.2: Figure displaying the di erent hallmarks of cancer. Both enabling character-
istics of cancer, genome instability and in ammation, are marked in bold. Portions of this
gure contain icons from BioRender.com and flaticon.com.

Genome instability is characterized by the accumulation of additional mu-
tations during DNA replication typically due to de cient DNA repair path-
ways [26]. The most common form of genome instability is at the chromosomal
level through which large portions of the genome are duplicated or lost re-
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sulting in aneuploidy and other structural variants [27]. The potential role
of chromosomal instability as a driving force of cancer was rst proposed by
Boveri after studying the detrimental e ects of aneuploidy on sea urchin de-
velopment [28]. Now it is accepted that most cancers exhibit some form of
chromosomal aberration like the infamous translocation of ABL1 onto the
BCR gene region of chromosome 22 forming the Philadelphia Chromosome
[29]. Although chromosomal instability is the most common form of genome
instability, it is also known to occur in the repetitive regions of the genome
known as short tandem repeats or microsatellites.

1.2 Lynch Syndrome and microsatellite insta-
bility
1.2.1 Satellite DNA

Satellite DNA consists of repetitive elements found throughout the genomes
of both eukaryotic and prokaryotic organisms [30, 31, 32]. It is characterized
by tandem repeat units of nucleotides up to several megabases in length and
comprises a large portion of the genomes of plants and animals [33, 34]. It
is also hypothesized that satellite regions may confer selective advantages
in some contexts, as they make up the bulk of centromeric, telomeric, and
heterochromatic regions [33, 35]. Although these are examples of very large
satellites, they can be further categorized into smaller classes based on the
number of repeating base pairs in the motif. Minisatellites (10-150 base pairs)
and microsatellites (1-6 base pairs) are examples of smaller satellite types
called variable number tandem repeats that have been extensively studied for
their relevance in molecular biology [36].

Variable number tandem repeats play a key role as molecular markers in
many elds ranging from forensic science to disease research. This is because
they have a higher mutation rate than the rest of the genome [37] allowing
them to be used as molecular ngerprints due to the high level of di eren-
tiation between individuals [38]. For minisatellites this has been proposed
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to be the byproduct of unequal crossing events during meiosis [39, 40], and
for microsatellites, the leading hypothesis is that the repetitious nature paired
with smaller repeat unit types makes them more prone to polymerase slippage
during DNA replication [41]. Out of the two, microsatellites have a higher
mutation rate, and consequently, have been used extensively to study genetic
variation in populations and as markers to pro le the DNA of individuals.

After microsatellites were rst described in 1989 [42], they quickly became
the markers of choice to study the variation in populations and di erences
between individuals [35]. This was not only because they have higher mu-
tation rate, but also because the smaller size of microsatellites is compatible
with polymerase chain reaction (PCR) ampli cation. The advantages and
caveats of using microsatellites in research have already been extensively de-
scribed and reviewed [43, 44, 35], but in general, they have proven to be useful
markers for measuring the variation of multi-locus genotypes in population
biology and ecology [43, 45, 46]. The discovery of microsatellites has also had
a substantial impact on disease genetics.

1.2.2 Short tandem repeat diseases

There are numerous diseases, many of which are hereditary, with origins that
have gone on to be explained after microsatellites were discovered. This in-
cludes over 20 neurological diseases [47], with the two most infamous being
Fragile X Syndrome and Huntington's disease. Fragile X syndrome is caused
by a CGG repeat expansion in the Suntranslated region of the FMR1 gene
which leads to transcriptional silencing of FMR1 [48], and Huntington's dis-
ease is characterized by CAG repeat expansions in an exon in the HTT gene
which results in a toxic gain of function in the Huntingtin protein through
the expansion of the polyglutamine repeat [49]. Not only did the incorpora-
tion of microsatellites into research help explain the underlying cause of these
diseases, but microsatellites also proved to be useful as diagnostic biomark-
ers for them in genetic testing [50]. This led to microsatellites being used as
biomarkers for other non-neurological diseases like Lynch Syndrome.

Lynch Syndrome (LS) is a disease in which individuals inherit one or more
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germline mutations that impact the mismatch repair pathway [51]. Prior to its
discovery, LS was known as \Family Cancer Syndrome" after Aldred Warthin
reported cases of families with multiple occurrences of di erent cancer types.
Family Cancer Syndrome was also characterized by generational cancer in-
cidence after Warthin noted that there was evidence of cancer in preceding
generations in the families he studied [52]. One of the families from Warthin's
research \Family G" would then go on to be studied by Henry Lynch who
found that individuals from Family G had a higher risk for several cancer
types, with colorectal being the most prominent [53]. This eventually led to
the creation of the Amsterdam criteria to diagnose individuals with LS based
on whether they had (1) at least three relatives with colorectal cancer with
at least one being a rst degree relative to the other two, (2) at least two suc-
cessive generations with evidence of cancer, and (3) one of the three relatives
should have cancer diagnosed before 50 years of age [54].

Although the original Amsterdam criteria focused solely on colorectal can-
cer, it has since been updated to include all \Lynch Syndrome (LS)-associated
cancers" [55]. Importantly, this included endometrial cancer which is the sec-
ond most common type of cancer caused by LS [56]. It is also more relevant
for women with LS as their lifetime risk for endometrial cancer is comparable
to or greater than their risk for colorectal cancer [56]. While the Amsterdam
criteria was considered an overall improvement to the de nition and diagnosis
of LS, it required extensive genealogical information and did not explain the
underlying cause of the disease.

1.2.3 Microsatellite instability

The rst hint of what caused LS was found through an arbitrarily primed
PCR technigue that showed di erences in the size of microsatellites between
tumor and normal samples in individuals with LS [58]. This rst evidence
of microsatellite instability (MSI) in tumor cells was quickly hypothesized to
be the downstream product of DNA mismatch repair de ciency (AMMR) due
to its role in correcting the mutations generated from polymerase slippage
[59] (Figure 1.3). Within a few years several studies showed individuals with
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Figure 1.3: Diagram showing how MSI arises via dMMR. MSI arises through a series
of events beginning with (a) the replication of a microsatellite locus consisting of 6-repeat
dinucleotide motif (cytosine/adenine). This is followed by (b) a hairpin mutation of one CA
repeat unit being incorrectly incorporated into the newly replicated strand due to DNA
polymerase slippage. If the cell has a functional mismatch repair pathway, then (c) the
mutation is removed, but if the cell exhibits dMMR, then (d) the mutation is retained
leading to an \unstable" microsatellite site. When this happens across many loci within
the genome of a cell, it would be categorized as MSI-H. This gure was originally published
in a separate research article [57], but has been made available for use with this thesis
through a Creative Commons Attribution 4.0 International license.
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LS had germline variants that impacted one or more of the genes or proteins
involved in the mismatch repair pathway [60, 61, 62, 63].

The discovery of germline variants that impacted the mismatch repair
pathway led to new methods to screen for LS. These relied primarily on ge-
netic testing to detect the pathogenic variants [64] as well as immunohisto-
chemistry (IHC) staining of the mismatch repair proteins [65]. These new
screening methods also helped to elucidate the relationship between certain
types of cancer and LS. One example being Muir-Torre syndrome, a rare
cancer phenotype distinguished by sebaceous adenomas and other cutaneous
neoplasms [66]. These neoplasms are also accompanied by visceral malig-
nancies in Lynch Syndrome (LS)-associated cancer foci like the colon [66],
naturally leading researchers to hypothesize its relationship to LS. It is now
known that most cases of Muir-Torre syndrome are also a form of LS caused
by germline variants a ecting the expression of the MSH2 gene [67]. While
these advances in screening methodology were key to the identi cation of LS
and MSI in the clinic, adoption of MSI as a biomarker was not achieved until
the creation of the Bethesda guidelines [68].

MSI was rst used as a biomarker to help diagnose LS, speci cally in the
context of colorectal cancer, through the PCR ampli cation of ve quasi-
monomorphic microsatellite loci [69, 70]. If two or more of the ve loci are
unstable (di ering from the banding patterns of a normal or control), then the
sample is considered to have high microsatellite instability (MSI-H), low mi-
crosatellite instability (MSI-L) if only one is unstable, and to be microsatellite
stable (MSS) if none are unstable [71, 69]. While the importance of distin-
guishing between MSS and MSI-L has been debated since the inception of the
scoring system, MSI-H is considered a cost e ective and e cient screening
method for LS, particularly for individuals with MSH2 or MLH1 associated
germline mutations [72]. Although limited rst to screening for LS, MSI has
now become one of the most commonly used biomarkers in sporadic cancers
as well.

Attention shifted towards using MSI not only as a prognostic biomarker
for LS but also as a predictive biomarker for therapy because even though it
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was known to be a relatively rare phenomenon, it was established that MSI
occurred at a higher frequency in some cancers like colorectal ( 15% of all
cases) and endometrial ( 17%-30% of all cases) [69, 73, 74, 75]. Although
there were some successes with the use of MSI status and tumor stage to
guide adjuvant 5-FU chemotherapy, the ndings remain mixed and are con-
icting [76, 77, 78]. One of the main takeaways from these studies, is that
individuals with MSI-H cancer often had better overall clinical outcomes than
individuals with MSS or MSI-L cancer. Ultimately, the potential role of MSI

as a biomarker was not fully realized until the advent of immune checkpoint
inhibitor treatment.

1.2.4 Microsatellite instability status as a predictive
biomarker

The prospect of using MSI status to guide immune checkpoint inhibitor (ICI)
treatment was founded on work done by James Allison and Tasuku Honjo
which would lead them to become winners of the 2018 Nobel Prize in Physi-
ology or Medicine [79]. Allison and Honjo both studied proteins that acted as
\brakes" in the adaptive immune response. Honjo, discovered programmed
cell death protein 1 (PD-1) [80], a protein that negatively regulates the im-
mune system by binding to the immunoinhibitory receptors of multiple im-
mune cell types [81, 82], and Allison pioneered immune blockade therapy
by showing a greater e ectiveness to immune response when cytotoxic T-
lymphocyte antigen-4 (CTLA-4) monoclonal antibodies were administered in
mice with colon tumors [83]. This early success with ICI research cleared the
way for clinical trials to begin in humans.

The promising in vivo results of anti-CTLA-4 ICI treatment marked a
sharp turning point in tumor immunotherapy as this had historically been a
fruitless e ort in solid tumors [84]. Clinical trials with the rst commercial
ICI, ipilimumab, showed a near doubling in one and two year overall survival
rate in individuals with advanced melanoma [85]. This was quickly followed
with additional research that demonstrated further improvement when com-
bined with anti-PD-1 antibodies [85]. Although initial research and clinical
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trials only reported better prognoses in individuals with melanoma, it has now
been shown that multiple cancer types from all stages will bene t from one
or more ICI based treatments [86, 87]. Out of these ICI treatments, one of
the most successful has been the use of anti-PD-1 therapy on MSI-H cancers.

Anti-PD-1 therapy has revolutionized personalized medicine e orts in MSI-
H cancers. This is due to the inherent nature of MSI-H cancers and the in-
teraction with the PD-1/PD-L1 pathway. Essentially, MSI-H cancers have a
high rate of frameshift mutations [88] and consequently a higher neoantigen
load [89]. This in turn leads to a \hot" tumor microenvironment character-
ized by an abundance of tumor in ltrating lymphocytes [90]. The most pre-
dominant cytokine released by immune cells in the microenvironment, IFN- ,
upregulates PD-L1 expression in the tumor and stromal cells in the microenvi-
ronment causing T-cell dysfunction [91]. The rst two anti-PD-1 treatments,
pembrolizumab and nivolumab, were created to target the PD-1 molecule and
prevent T-cell exhaustion [91]. Out of the two, pembrolizumab is far more
versatile as it has been approved for use with all MSI-H cancers of any histol-
ogy type, whereas nivolumab is strictly for use with MSI-H colorectal cancers.
However, it is still not currently clear why some cancers respond better to one
or the other as they are both IgG4 subclasses of antibodies and both target
epitopes on the PD-1 molecule [92]. Yet, anti-PD-1 treatments in general are
highly successful in treating MSI-H cancers with response rates between 30%
and 60% as well as overall 12-month survival times greater than 75% being
seen in the CheckMatel142 and KEYNOTE-164 clinical trials [93].

1.3 Models of tumor evolution

1.3.1 Clonal evolution

Clonal organisms make up some of the earliest forms of life and constitute a
large portion of the tree of life [94, 95, 96]. They have been at the center of
many questions in evolutionary and population biology, as asexual reproduc-
tion has been theorized to lead to doomed lineages through the irreversible
accumulation of deleterious mutations [11], competition between subclones in
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the form of clonal interference [97], and the inability to coevolve alongside par-
asites [98]. Yet, there are many (albeit controversial) examples of persistent
asexual groups like bdelloid rotifers and darwinulid ostracods [99, 100, 101] as
well as many successful invasive asexual species [102, 103]. While complicated,
and sometimes paradoxical, this rich source of literature on the evolution of
asexual populations has provided the basis for researchers to understand and
model tumor evolution.

One model of cancer evolution serves as the underlying framework for
modeling evolution in neoplasms. The clonal model of tumor evolution was
rst proposed by Peter Nowell [104] and dictates that a neoplasm begins with
a single progenitor cell that through carcinogenesis and clonal expansions goes
on to form a population of clonal daughters. The population of tumor cells
continuously accumulates mutations in a stepwise manner and subclones are
sequentially selected for or against until there is a population of genetically
distinct subclones with one dominant subclone (Figure 1.4). This model,
while simple, is strongly supported by early cytogenetic studies and more
recent sequencing based studies [105, 106, 104]. Furthermore, it cemented
Darwinian evolution as an explanation for complex cancer phenotypes like
therapy resistance and metastasis as well as providing a foundation on which
nearly all other models of cancer evolution are built.

Further models of cancer evolution have been introduced after the clonal
evolution model, with the most notable being the cancer stem cell (CSC)
model. The CSC model builds upon the main concepts of the clonal evolu-
tion model by suggesting that the tumor initiating cell and only a small subset
of its progeny possess self-renewal abilities so that only they contribute to tu-
mor persistence [107]. This forms a di erentiation hierarchy within the tumor
where subclones have varying levels of \stemness" [108] which is regulated
through complex interactions within the tumor microenvironment [109]. This
plastic phenotype has been suggested to be a modality of therapy resistance
as studies show tumor initiating cells are more resistant to therapy than the
non-tumor initiating cells in several cancer types [107]. However, most of the
studies supporting these results and the CSC model of tumor evolution in
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Figure 1.4: This gure shows the original model of tumor evolution as devised by Nowell
[104]. Shown is a normal cell (N) that after exposure to a carcinogen produces a diploid
tumor cell (T1) with 46 chromosomes. Through processes involved in tumor progression,
more variants are accumulated (B{Ts) with most lineages ending due to non-viability or
poor tness (hatched circles). Ultimately, the tumor is comprised of a dominant subclone
(Ts) that has late-stage tumor traits (e.g. drug resistant, metastatic). This gure has been
made available for republication through the American Association for the Advancement of
Science (AAAS) and has been reproduced/modi ed from Nowell, Science, https://doi.
0rg/10.1126/science.959840 [1976], AAAS.

general were only performed in vitro or with xenograft transplant studies and
still require additional validation in patient data. Although more validation
is still required for the CSC model, it has been crucial in shifting away from
a purely genetic understanding of tumor evolution by incorporating pheno-
typic plasticity and the tumor microenvironment to better understand the
evolutionary outcomes of tumors.

1.3.2 Tumor heterogeneity

By incorporating both models of tumor evolution, researchers are able to paint
a full picture of variation within and between tumors referred to as heterogene-
ity. Heterogeneity as a concept is not well de ned in cancer research as it can
allude to genetic, epigenetic, and phenotypic di erences between subclones,
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tumors, or cell-types within the tumor microenvironment [110]. However,
it is commonly organized into intratumoral and intertumoral heterogeneity.
The former typically describes di erences between subclones within a tumor
and cellular diversity of the tumor microenvironment [111] whereas the latter
describes those same di erences but between di erent tumor sites within an
individual [112]. While both forms of heterogeneity have been recent focal
points in cancer research [113, 114], intratumoral heterogeneity (ITH) has
been more extensively reported and studied.

After ITH was rst described by Nowell in the clonal evolution model,
it has been connected to several phenomena in multiple cancer types [115].
Notably, ITH has been linked to poor overall patient outcomes, treatment
resistance, relapse, and metastatic potential [115, 116, 117, 118]. ITH is usu-
ally characterized by researchers through gene expression and single variant
based di erences in the cell types present within a tumor [119, 120] but can
encompass a wide variety of other metrics and biomarkers [121]. While some
of these methods to characterize ITH use mutational data, there are very few
methods to quantify the total amount of genetic variation within a tumor.
One common metric is tumor mutation burden (TMB) which measures the
total number of nonsynonymous mutations across sampled coding regions of
the genome [122]. However, TMB is a relatively new metric that is not based
on any biological or mathematical models [123].

1.3.3 Estimating genetic variation with population ge-
netics

The eld of population genetics is concerned with measuring and modeling ge-
netic and phenotypic variation within a population of organisms. Speci cally
with genetic variation, it is common to estimate the proportion of heterozy-
gotes within a population as established by Sewall Wright [124, 125]. From
there, the observed level of heterozygosity can be compared to what would be
observed under Hardy-Weinberg equilibrium [126, 127] to determine which
evolutionary forces may be impacting the observed allele frequencies (e.g.
lower observed heterozygosity than expected heterozygosity can be indicative
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of inbreeding). This type of test was also pioneered by Wright and measures
the di erence between observed and expected heterozygosity and, when used
at di erent group levels, are called F-statistics [128].

F-statistics (or xation indices) are similar in concept to an ANOVA test
[129] where hierarchical groupings of individuals can be compared. Wright's
F-statistics, measure whether the variation in heterozygosity is better ex-
plained by the di erence between an individual's heterozygosity compared to
the total population (F,t ), between the individual and subpopulations (ks ),
or between the subpopulations and the total population (k1) [128]. High F-
statistics indicate the measured genetic variation is structured at some level
and can be used for further evolutionary inference. For example, if the in-
breeding coe cient (F;r) is 1 that would imply an individual | compared
to the total population | is completely inbred and all alleles are identical by
descent. However, an &t value of O would imply complete panmixia where all
subpopulations share the same allele frequencies. While these approaches to
measuring heterozygosity are older genotype-based methods, they have been
updated for use with mutational data [130, 131, 132] allowing much larger and
robust estimates of genetic variation derived from next-generation sequencing
(NGS).

1.3.4 Measuring tumor heterogeneity with population
genetics

Many attempts have been made to incorporate population genetics into cancer
research with varying levels of success. Nearly all these methods involve the
deconvolution of the subclonal architecture of tumors to estimate subclonal di-
versity. There are many di erent ways this is done, but most well-established
and commonly used tools rst calculate the variant allele frequency for each
single nucleotide variant (SNV) in NGS data. Then variant allele frequencies
are corrected for sample level purity and mutation multiplicity by accounting
for each local copy number alteration (CNA) to calculate the fraction of can-
cer cells that harbor the mutation | referred to as cancer cell fraction (CCF)
[133]. Several di erent bioinformatics tools can be used to calculate the most
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probable number of subclones in the sample by clustering SNVs based on
similar CCF estimates and some can also create phylogenetic trees based on
these estimates [134, 135, 136, 137, 138]. The ultimate goal of this approach
is to draw evolutionary inference from the phylogeny, with one example being
the quanti cation of subclonal selection from bulk sequencing data [139, 140].
However, this is also the primary limitation of this approach, as outside of
the inference selection, little else can be gleaned through the measurement of
ITH in this manner.

An aspect of cancer research that is relatively unexplored is whether the
estimation of expected heterozygosity (or gene diversity as de ned by Nei
[141]) in a population of cancer cells could be used to measure ITH. As a
concept, heterozygosity has been primarily used in cancer research to measure
the loss of heterozygosity | most commonly in relation to tumor suppressor
genes [142]. However, gene diversity could also be used to quantify the genetic
aspects of ITH by summarizing the genetic variation in a population of cancer
cells.

One direct parallel to ITH is standing genetic variation (SGV) | the
total amount of variation in a population at a given point in time. SGV is
a key concept in evolutionary biology because it has been shown that rapid
adaptation to a selective pressure typically arises from genetic variants present
in the population prior to exposure to the selective pressure [143, 144]. This
could be directly applicable to cancer, since the capacity for rapid adaptation
to chemotherapeutics or adjunctive therapy would likely result from mutations
that have occurred prior to treatment. Although this is just one example, it
would be a direct application of traditional population genetics to cancer
research.

1.4 Cancer omics and datasets

1.4.1 Early sequencing of cancer samples

The development of NGS techniques allowed researchers and clinicians to in-
vestigate cancer at the individual and population level in novel ways. Prior
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to NGS, Sanger sequencing was used to identify mutations in speci ¢ onco-
genes such as KRAS and tumor suppressor genes like TP53 [145, 146, 147,
148]. However, Sanger sequencing is limited by the number of loci that can
be sequenced at once, and there was a strong push for more cost e ective
sequencing that could achieve a greater sequencing depth [149]. This call
was answered through NGS as it opened the door to generate whole exome,
genome, and other \omics" data [150].

There are many NGS technologies and types of data that have been used
in cancer research, but some of the earliest and most proli ¢ involved the
sequencing of whole exomes, genomes, and transcriptomes of tumor samples
[151]. This was made possible through sequencing by synthesis in which frag-
ments of a DNA/RNA sample are attached with adapters and under PCR
ampli cation before being a xed to library-speci ¢ oligonucleotides on a ow
cell. After binding to a ow cell, cycles of bridge ampli cations result in thou-
sands of copies of the original fragment, and a sequencing machine records
cyclical step-wise additions of uorescently tagged nucleotides to each cloned
fragment [152, 153]. While the speci c steps vary between sequencing tech-
nologies, this general work ow has been leveraged to create massive genomics
datasets from cohorts of cancer patients.

1.4.2 Large cancer cohorts

After the announcement of the CGP, the United States began funding its
own human cancer genome project called The Cancer Genome Atlas (TCGA)
[154]. While the CGP was largely successful in its mission to catalogue
somatic mutations in cancer, TCGA had far more funding | to a degree
that it was controversial [155]. Unlike the CGP, it was a multi-institutional
project [156]. With the concerted e orts of several American research in-
stitutions and sequencing centers, TCGA has sequenced more than 20,000
tumor and matched normal samples representing 33 di erent cancer types
[156]. Importantly, they have also made this data publicly available through
the GDC data portal where authorized users can access several dierent
data types like whole exome, genome, and transcriptome sequencing data



Chapter 1. Introduction 19

(https://portal.gdc.cancer.gov). This set a new standard for data avail-
ability policies in cancer research and was a major source of inspiration behind
the formation of the International Cancer Genome Consortium (ICGC).

1.4.3 ICGC and TCGA

The ICGC, like TCGA, was a cancer data generation and sharing e ort spear-
headed largely by the Ontario Institute for Cancer Research but supported by
institutions across the globe [157]. The ICGC was unique because it merged
existing datasets from other programs like TCGA and the CGP while also
organizing new data generation e orts from 26 research programs represent-
ing 13 countried. This marked an unprecedented cooperation of cancer re-
search institutions, with the total ICGC data and research output rivaling,

if not surpassing, the amount generated through TCGA. Furthermore, ICGC
included more diversity in populations with collaborators from the Middle
East, South Korea, Japan, and China contributing data on previously un-
derrepresented populations [157]. However, one of the main explanations for
the overall success of the ICGC was its partnership with TCGA. Together,
the ICGC and TCGA focused heavily on generating whole exome sequencing,
whole genome sequencing, and RNA sequencing data that opened the door
for mutational landscape analyses, only possible through such high coverage
sequencing methods.

The combined research e orts of the ICGC and TCGA generated signi -
cant ndings in cancer research. These ndings were numerous and typically
constituted a mutational analysis of each cohort or cancer type [158, 157,
159]. A particular strength of these consortia was the pan-cancer nature
of the datasets which enabled data mining across multiple cohorts to nd
commonalities across cancer types. This was most evident from a landmark
publication by TCGA that characterized the overall mutation landscape of
12 di erent cancer types using 3,281 tumor samples [160]. For the rst time,
researchers had enough data to begin comparing co-occurring signi cantly
mutated genes like TP53 in breast, head and neck, and ovarian cancer.

Lhttps://www.icgc-argo.org/
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Similarly, ICGC published a study that included data on 7,042 tumor
samples representing 30 cancer types, in which they established mutational
signatures based on the counts of mutations within each triplet sequence con-
text for each cancer type and found overlap in mutational signatures between
several types of cancer [161]. While these are only two out of many publica-
tions, they highlight the advances made possible through this cohort-based
approach to data generation. Through it, researchers drew new parallels be-
tween cancer types and provided catalysts for research on new drug targets
and biomarkers. Ultimately, the cooperative e orts between the ICGC and
TCGA culminated with the creation of a new consortium to analyze all WGS
data generated by both the ICGC and TCGA.

1.4.4 PCAWG

The Pan-Cancer Analysis of Whole Genomes Consortium (PCAWG) was an
international data sharing and analysis project undertaken by the ICGC and
TCGA to perform a meta-analysis of all WGS data generated by the two
consortia [162]. In total, this constituted over 2,500 tumors from donors
representing 38 types of cancer. The large number of samples paired with
whole genome coverage provided a unique opportunity to build upon the
mutational landscape and signatures previously identi ed by the two groups.
Most notably, they reported that most cancers only contain four or ve driver
mutations and approximately 5% of all cancers had no driver mutations even
after accounting for technical errors in the variant calling [162]. They also
used information about subclonal mutation timing from a companion article
[163] and found chromothripsis to be an early once o event that impacted
several cancer related genes.

While there were multiple other signi cant ndings spread across several
papers [164, 165, 120, 166, 167, 168, 169], these ndings on driver mutations
and the timing of mutational events demonstrated the utility of using WGS
on large pan-cancer cohorts | likely inspiring similar work that is being
done as part of the 100,000 Genomes Project by Genomics England [170].
Furthermore, PCAWG alongside the ICGC and TCGA were also responsible
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for the development and implementation of many bioinformatics tools and
pipelines to tackle the processing of these large datasets.

1.4.5 Cancer bioinformatics and work ows

One signi cant hurdle to large-scale NGS data analysis is the computational
burden of sample processing. Groups like TCGA, the ICGC, and the PCAWG
have all contribute several bioinformatics tools and pipelines to address this
issue, but the vast majority were data portals and visualization tools [171, 172,
173, 174]. This is because most bioinformatics pipelines in cancer research are
built around well-established tools that align sequencing data to a reference
like BWA and STAR [175, 176] and somatic variant callers like Mutect2 [177].
However, these tools can be computationally intense with long run times [178,
179] often requiring a cloud or high-performance computing setup.

As these types of tools can be computationally intense, it is common to
use a pipeline work ow manager to control parallel processing and deploy-
ment within cloud and high-performance based systems with the two most
common being Next ow and Snakemake [180, 181]. Both operate under a
similar job creation algorithm in which a set of rules is de ned. Based on
the last output to be created, Snakemake or Next ow will generate a directed
acyclic graph of job rules and distribute the jobs across processing cores in
the most parsimonious manner. These work ow managers grow increasingly
more important as third generation sequencing [182] and new techniques like
single-cell sequencing [183] result in larger and more complex datasets.

1.5 Thesis aims and structure

The central aim of this thesis was to investigate novel ways to quantify the ge-
netic aspects of ITH and determine whether MSI is a subclonal phenomenon.
This was done by applying population genetics and tools used to detect MSI to
data from pan-cancer consortia as well as several smaller, curated datasets. In
doing so, we address multiple challenges related to the incorporation of popu-
lation genetics into cancer research. We also found multiple results related to
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the performance of MSI detection tools on NGS data as well as clinically rel-
evant results like heterogeneity in MSI cancer samples. Importantly, we make
these methods and pipelines available as open-source reproducible work ows
or distributable tools with the intent that they might be used for further
discovery or implemented in research or clinical settings.

Chapter 2 investigates the relationship between genetic variation and treat-
ment resistance as well as MSI score in multiple cancer types. Using two large
pan-cancer datasets from TCGA and the PCAWG, we explored whether tra-
ditional measures of genetic variation could predict if an individual would
go on to relapse and whether individuals were MSI-H. This explorative study
utilizes traditional population genetics to characterize the somatic diversity of
tumors and germline heterozygosity of normal samples with the goal of iden-
tifying any general or cancer-type speci c trends between them and relapse
or MSI score, respectively.

Chapter 3 clari es the scope and performance of computational tools used
to detect MSI status in NGS data. This was done by measuring di erent per-
formance metrics of the leading MSI tools on several NGS datasets comprising
a wide variety of sequencing types. Through this methodology we validate
the original performance metrics of each MSI tool and report which MSI tools
work best under di erent conditions.

Chapter 4 builds upon the knowledge gained through work done in Chapter
3 by taking one of the MSI tools and using it to detect and quantify ITH
in MSI status at the single-cell level. This was done by creating a novel
computational pipeline that takes in raw single-cell RNA sequencing data
and through two machine learning tools, MSlsensor-RNA and scATOMIC,
categorizes cells as being MSI-H or MSS. By using this tool on a curated
set of publicly available single-cell RNA sequencing (ScRNA) data, we report
estimates of subclonality in the biomarker and its prevalence in the dataset.
The results in this chapter challenge the assumption that MSI is a binary
biomarker and provides a biological reason for some issues associated with
using MSI as predictive biomarker.



Chapter 2

Estimates of genetic variation in pan-cancer
datasets using population genetics

2.1 Abstract

Genetic variation shapes how cancer is researched and treated. Researchers
often characterize the genetic variation present in individuals and in tumors
by assessing the prevalence of clinically relevant genetic variants or by summa-
rizing the mutational information of a sample. However, this has yet to fully
explain certain issues still present in the eld such as treatment resistance and
low biomarker performance. In this chapter, we explore the use of a popula-
tion genetics framework to determine if measures of genetic variation rarely
used in cancer research can help better understand these phenomena. We
do so by estimating two statistics (, ccr) to measure somatic variation in
cancer samples and one statistic (F) to measure individual germline heterozy-
gosity in normal samples. Using data from two large pan-cancer consortia, the
PCAWG and TCGA, we investigated whether estimates of somatic variation
could predict relapse status and whether germline variation was associated
with MSI score. Although we did not nd any strong associations between
our estimates of genetic variation and these variables, we did uncover some
potential cancer-type specic ndings. In PCAWG data we found that high
levels of were associated with a lower probability of relapse in pancreatic
cancer samples and a higher probability of relapse for prostate and ovarian
cancer samples. However, these results could not be replicated withcr,
which corrects for the purity and ploidy of the sample. In TCGA data, we
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did not nd any speci c association with F and MSI score but did identify a
negative association between MSI-H status and tumor purity and that MSI
scores di ered between self-reported population groups. Altogether these re-
sults demonstrate the potential use of traditional population genetics theory
in cancer research but with the caveat that the models must be corrected to
account for additional challenges that populations of cancer cells pose. As one
of the main limitations in our study was the lack of su cient clinical meta-
data, future e orts in this area will require more annotated datasets that
specify sequencing and treatment date.

2.2 Introduction

Genetic variation fuels evolution [184] and greatly changes how cancer is
treated and studied [185, 186, 104]. In the context of cancer, genetic vari-
ants are classi ed as being germline (inherited) or somatic (de novo). Both
types of variants shape the genetic makeup of tumors and are used to gauge
cancer risk as well as diagnose and treat cancer [187, 188, 189, 51]. Genetic
variation has been incorporated into cancer research using SNVs or structural
variants like CNAs. These are then summarized with mutational pro les or
with biomarkers like TMB [190, 191]. The latter is currently one of the only
biomarkers used by researchers to quantify the total genetic variation of a
tumor and has been used to guide cancer therapy. Despite TMB being ap-
proved by the Federal Drug Administration of the United States to guide
immunotherapy, the current consensus is that on its its own, TMB does not
work well as a predictive or prognostic biomarker [192]. Furthermore, TMB

is a relatively new statistic [123] that is not based on models commonly used
to quantify genetic variation like heterozygosity.

In other systems, genetic variation is typically measured at the popula-
tion level by comparing the observed versus expected number of heterozy-
gotes [125], the population mutation rate [193], or the diversity in haplotypes
calculated by the average number of nucleotide dierences [130]. Interest-
ingly, these statistics have not yet been used in cancer with the exception
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of nucleotide diversity which has been used to measure germline variation in
MC1R and BRCA2 [194, 195]. This is likely because most of these statis-
tics were originally modeled for xed ploidy in the population and cancers
frequently exhibit aneuploidy [196]. However, there are population genet-
ics models that are ploidy independent such as the ratio of synonymous to
nonsynonymous mutations which has been used to infer selection in tumor
samples [197, 198]. These two examples show that there are cases when it is
appropriate to combine traditional population genetics with cancer research
| particularly when ploidy does not have a large impact on the measured
guantity or when germline variation is being assessed. With this framework
in mind, there are two areas in cancer research that could bene t from the
inclusion of quantifying genetic variation with population genetics.

Treatment resistance and biomarker performance are two areas in can-
cer research that despite being heavily researched are still not fully explored.
These areas and the relationship they have with genetic variation could be
better explained with a population genetics framework. The rst, treatment
resistance, is responsible for over 90% of deaths in cancer patients receiv-
ing therapeutics [199] and is a clear example of rapid adaptation. Cytotoxic
drugs act as a strong selective pressure and any rapid adaptation to them
would likely stem from standing genetic variation (SGV) where therapy resis-
tant variants exist in the tumor before treatment. With more recent models
of tumor evolution, it is apparent that even early cancers have many sub-
clonal variants that could contribute to adaptation [200, 201]. Furthermore,
researchers have discovered evidence of therapy resistant variants present in
tumors prior to treatment [202, 203]. This raises the question of whether
tumors evolve similarly to naturally occurring populations, where bene cial
variants preceding a selective pressure are more likely to x than de novo ones
[143, 144].

On the other hand, germline variation in loci used for biomarkers is known
to complicate interpretation especially in individuals with African ancestry
[204, 205]. One biomarker that has not yet been investigated in detail for
confounding ancestral e ects is MSI. This biomarker is measured with quasi-
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monomorphic short tandem repeat regions, which individuals of di erent an-
cestral backgrounds will be naturally more divergent in [206, 207]. One study
has found individuals of presumed African ancestry to be more likely to exhibit
false positive results with an MSI test [208], and recently, a gene panel had to
exclude ancestry speci c loci from its MSI test to achieve higher performance
[209]. These recent reports give reason to further explore the relationship
between germline heterozygosity and MSI test results to better understand
how genetic variation can impact biomarker performance.

In this chapter we set out to explore the relationship between genetic
variation and two aspects of cancer: treatment resistance and biomarker per-
formance. We approach this with two hypotheses: (1) the total variation
present within a tumor can predict whether an individual undergoing cancer
treatment will go on to relapse and (2) that germline heterozygosity impacts
MSI test results. We tested these hypotheses by measuring genetic variation
in two large pan-cancer consortia, the PCAWG and TCGA. With PCAWG,
we were able to characterize the total variation in tumor samples and use it
to predict relapse. Conversely, we estimated heterozygosity in normal tissue
samples from TCGA and looked at its association with MSI score while also
examining other factors such as self-reported population group and tumor pu-
rity. By investigating these questions with a population genetics framework,
we were able to bring new perspectives on some of the oldest issues in cancer.

2.3 Methods

2.3.1 Datasets

Somatic mutation and clinical supplement data for the PCAWG study cohort
was downloaded from the ICGC data portdl, and WXS data was downloaded
in BAM format for each individual in TCGA from the GDC data portal 2. In

total, there were 1,297 individuals from PCAWG that had both mutational
timing and clinical supplement information. For TCGA data there were 828

Ihttps://dcc.icge.org/
2https://gdc-portal.nci.nih.gov/
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individuals.

2.3.2 MSI and statistical tests

In TCGA data MSI score was calculated with MSlsensor2 [210] using prebuilt
hg38 WXS models. We used a threshold cut-o of 20% of unstable microsatel-
lite sites for a sample to be considered MSI-H and anything less as being MSS
based on author recommendations [210].

All statistical analyses were carried out in R (R version 4.1%) and all
plots were created with ggplot2 [211]. For survival analysis in PCAWG data,
we used the \survival" R package [212]. When running the survival analysis
using , we kept only the CLLE, MALY, OV, PACA, PAEN, PBCA, and
PRAD cancer types as all others either had no high diversity individuals or
too few individuals for meaningful analysis (fewer than 50). This left 695
individuals after ltering the dataset. In a similar fashion, we only retained
70 individuals when tting logistic regression models for relapse status as
most cancer cohorts had too few positive cases, too few negative cases, or too
few individuals in general. The following cancer types had enough individuals
to run this analysis: CLLE, COAD, ESAD, MALY, OV, PACA, PBCA, and
PRAD.

When using ccr (Equation 2.3), there were fewer individuals used in the
survival analysis and logistic regressions as it required additional information
on locus-speci ¢ copy number variation. This resulted in 601 individuals being
used in the survival analysis with the same cancer-types except for PRAD and
739 individuals in the logistic regression analysis without the OV and PRAD
cancer types.

2.3.3 Estimates of somatic genetic variation

We took two approaches to estimate the total somatic genetic variation of
tumor samples in the PCAWG dataset. Both are based on nucleotide diver-
sity [130] and use a modernized single nucleotide polymorphism (SNP) based

3https://www.R-project.org/
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derivation [213, 214]. The rst is average nucleotide diversity ( ; Equations
2.1{2.2) which was calculated across all subclonal biallelic SNVs for each
sample. The second, average cancer cell fraction diversityc¢r; Equations
2.1,2.3), was calculated the same way but is an augmented version of using
CCF [133] in place of minor allele frequency. By using CCF instead of minor
allele frequency we were able to account for sample level purity and locus
level copy number. SNVs were annotated to be subclonal based on previous
work performed by the PCAWG Evolution and Heterogeneity Working Group
[163], and CCF for each SNV was inferred using PyClone-VI [215] with the
supplemental input les created by the authors of the todi.

Average or ccf forasample was calculated using the following equation
where N is the total number of common callable loci in the PCAWG dataset
as determined by a separate study [216], and; Xs the diversity for an SNV.

1 X
or ccr = Xi (2.1)
i=1

Nucleotide diversity () was calculated for each SNV using the following
equation where k is the count of the major allele, and nis total number of
sampled alleles (total read depth).

_ 2ki(ni k)
Xi= D) (2.2)

CCF diversity ( .cf) was calculated using the following equation for each
SNV where ccf is the cancer cell fraction, and nis total number of sampled
alleles (total read depth).

_ N : .
Xi= D 2ccfi(1 ccf ) (2.3)

2.3.4 Estimate of germline heterozygosity

We estimated germline heterozygosity for each normal TCGA sample using
the inbreeding coe cient [217] (F; Equation 2.4). This was done by rst

“https://doi.org/10.5281/zenod0.4268826
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calling SNPs with BCFtools [218, 219] and then Itering to keep only biallelic
SNPs with a minimum quality of 20. We then ran VCFtools [218] with the
--het option to get an estimate of F for each sample. We Itered individuals
with F values of -0.2 or lower as this can be indicative of technical noise or
poor genotyping rather than true excess heterozygosity This resulted in the
dataset being Itered down to 217 individuals.

The inbreeding coe cient (F) was calculated with the following equation
where O is the observed number of homozygous SNPs, E is the expected
number of homozygous SNPs, and N is the total number of sites genotyped.

_ (O F)

"TINE)

(2.4)

2.4 Results

2.4.1 Associations between measures of somatic genetic
variation and coverage statistics

As both SNV calling and population genetics inferences are known to be
biased by the coverage of a sample in WGS data [220, 221], we rst checked
to see if or s had a strong relationship with any of the following metrics
for each sample in the PCAWG dataset: the total number of SNVs, purity,
ploidy, and overall mean coverage of the tumor and normal samples as well as
the overall mean coverage of the mutation calling loci. We found that and
cce both had strong positive relationships with the number of total number
of SNVs (Pearson's correlation, r(737) = 0:92, p < 0:001) and (r = 0:59,
p < 0:001), respectively (Figure 2.1, Table 2.1). Similarly, both and ccf
also had weak positive correlations with most of the coverage statistics (e.g.
tumor and normal sample coverage as well as mutation calling coverage). We
also found that they both had a weak positive correlation with sample ploidy,
but only had a weak negative correlation with tumor purity (Figure 2.1,
Table 2.1). These results suggest that both statistics have some relation to

Shttps://speciationgenomics.github.ioffiltering_vcfs/
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sequencing coverage of a sample, but only is correlated with tumor purity.

Figure 2.1: Heatmap showing the Pearson correlation r statistic between nucleotide di-
versity (), CCF diversity (  ccr ), and several coverage related summary statistics.

2.4.2 Nucleotide diversity and CCF diversity di er sig-
ni cantly based on relapse status

To explore the relationship between the diversity present in tumors and re-
lapse status, we rst ran a pan-cancer, one-way ANOVA for a di erence in
means of and ccr across all relapse statuses at time of last follow-up with
cancer type as a covariate in the PCAWG study data. We found that there
was a signi cant di erence in by relapse status (F = 263:20, p < 0:001)
and with ccg by relapse status (F = 14:15, p < 0:001; Figure 2.2). In
addition, Tukey post-hoc tests showed signi cant di erences between relapse
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Table 2.1: Pearson correlation tests for each summary statistic in the PCAWG dataset.
We abbreviated coverage for the normal sample to (NC), tumor sample to (TC), and
mutation calling regions to (MC).

Test r Lower CI Upper CI p-value
ccr -MC 0.22 0.15 0.29 0.00
ccr-NC 0.17 0.10 0.24 0.00
CCF - 0.62 0.57 0.66 0.00
ccr -Ploidy 0.16 0.09 0.23 0.00
ccr -Purity -0.06 -0.13 0.02 0.12
ccr -SNV count 0.59 0.54 0.64 0.00
cce-TC 0.33 0.27 0.39 0.00

MC-NC 0.25 0.18 0.31 0.00

MC- 0.13 0.05 0.20 0.00

MC-Ploidy 0.04 -0.03 0.12 0.23

MC-Purity -0.25 -0.31 -0.18 0.00

MC-SNV count 0.14 0.07 0.21 0.00

MC-TC 0.48 0.42 0.54 0.00

NC- 0.16 0.09 0.23 0.00

NC-Ploidy 0.08 0.01 0.15 0.03

NC-Purity -0.23 -0.29 -0.16 0.00

NC-SNV count 0.14 0.07 0.21 0.00

NC-TC 0.42 0.36 0.48 0.00
-Ploidy 0.23 0.16 0.29 0.00
-Purity -0.17 -0.23 -0.09 0.00
-SNV count 0.92 0.91 0.93 0.00
-TC 0.21 0.14 0.28 0.00

Ploidy-Purity -0.10 -0.17 -0.03 0.01

Ploidy-SNV count 0.26 0.19 0.33 0.00

Ploidy-TC 0.16 0.09 0.23 0.00

Purity-SNV count -0.25 -0.32 -0.18 0.00

Purity-TC -0.44 -0.50 -0.38 0.00

SNV count-TC 0.25 0.18 0.31 0.00
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statuses (Figure 2.3, Table 2.2) with individuals categorized as being in \com-
plete remission™ having the highest and lowest estimates of . Although some
results are con icting (e.g. signi cant di erence between \no evidence of dis-
ease" and \complete remission"), they provide evidence that there may be a
general relationship between and overall relapse outcome. However, when
running the same Tukey tests with ccg, we found most signi cant di er-
ences were only between the \no evidence of disease" category and all other
relapse statuses (Figure 2.4, Table 2.3). Interestingly, individuals categorized
as \relapse" and \progression" had signi cantly higher estimates of and
cce than those in \complete remission”.

Table 2.2: Nucleotide diversity Tukey test results

Tukey HSD tests for all pairwise relapse status comparisons using nucleotide
diversity () in the PCAWG dataset. The Lower and Upper columns
contain values describing the Tukey test boundaries. We abbreviated \no
evidence of disease" to NED and \complete remission” to CR.

Test Dierence Lower Upper p-value
NED-CR 3.82 3.09 4.56 0.00
partial remission-CR 2.51 1.79 3.24 0.00
progression-CR 1.60 1.35 1.84 0.00
relapse-CR 2.83 2.55 3.11 0.00
stable-CR 2.26 1.99 2.52 0.00
partial remission-NED -1.31 -2.32 -0.30 0.00
progression-NED -2.23 -298 -1.48 0.00
relapse-NED -1.00 -1.76  -0.23 0.00
stable-NED -1.57 -2.33  -0.81 0.00
progression-partial remission -0.92 -1.65 -0.18 0.00
relapse-partial remission 0.32 -043 1.06 0.84
stable-partial remission -0.26 -1.00 0.48 0.92
relapse-progression 1.23 0.92 1.55 0.00
stable-progression 0.66 0.36 0.96 0.00

stable-relapse -0.57 -090 -0.24 0.00
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Figure 2.2: Box plots of (A) nucleotide diversity () and (B) CCF diversity ( cck ) by
relapse status. We abbreviated complete remission to CR, partial remission to PR, and no
evidence of disease to NED. We also adjusted box widths to scale with sample size. as

well as . are transformed to log scale.
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Table 2.3: CCF diversity Tukey test results

Tukey HSD tests for all pairwise relapse status comparisons using CCF
diversity ( ccr) in the PCAWG dataset. The Lower and Upper columns
contain values describing the Tukey test boundaries. We abbreviated \no

evidence of disease" to NED and \complete remission” to CR.

Test Dierence Lower Upper p-value
NED-CR 1.83 1.07 2.59 0.00
partial remission-CR 0.07 -0.69 0.83 1.00
progression-CR 0.64 0.27 1.01 0.00
relapse-CR 0.65 0.31 0.98 0.00
stable-CR 0.42 0.08 0.76 0.01
partial remission-NED -1.77 -2.79 -0.74 0.00
progression-NED -1.20 -1.97 -0.42 0.00
relapse-NED -1.19 -1.95 -042 0.00
stable-NED -1.41 -2.18 -0.65 0.00
progression-partial remission 0.57 -0.21  1.35 0.29
relapse-partial remission 0.58 -0.19 1.34 0.26
stable-partial remission 0.35 -0.41 112 0.77
relapse-progression 0.01 -0.37 0.38 1.00
stable-progression -0.22 -0.59 0.16 0.57

stable-relapse -0.22 -0.57 0.12 0.44
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Figure 2.3: 95% Con dence intervals for the di erence in mean nucleotide diversity ()
between each pairwise relapse status comparison.

2.4.3 Relationship between nucleotide diversity and re-
lapse is cancer-type specic but not replicated
with CCF diversity
We then assessed whether andccr could predict relapse for each cancer

type by tting logistic regression models. While we did not identify a general
trend, after multiple-test correction, three cancer types OV (ovarian), PACA
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Figure 2.4: 95% Con dence intervals for the dierence in mean nucleotide diversity
( ccr ) between each pairwise relapse status comparison.

(pancreatic), and PRAD (prostate) had signi cant logistic regression models
(Figure 2.5). The probability of relapse increased with higher estimates of
for both OV (OR = 3:33, Cl = 1:91{8:33) and PRAD (OR =4:3, CI =
2:26{20:77). The opposite was found for PACA, where probability of relapse
decreased with higher estimates of (OR = 0:54, Cl = 0:37{0:79). But
with  ccr, we did not have enough PRAD or OV individuals to conduct
the analysis. Furthermore, when using ccg PACA was found not to be
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signi cant (Figure 2.6). Together, these results show that the relationship
between relapse and could be cancer-type dependent. However, as these
ndings were not replicated with ccg, itis likely they could be false positives.

Next, we sought to determine if high or low , and ccg was related
to overall survival time. To explore this, we calculated Kaplan-Meier sur-
vival curves and log-rank di erences between individuals with high versus
those with low (thresholded at the median). However, after correcting for
multiple-testing, we did not nd any signi cant di erences in the overall sur-
vival time of any cancer type between high and low individuals (Figure
2.7). Similarly, none of the log-rank di erences tests were signi cant when
using the same strategy with ccr (Figure 2.8).

2.4.4 Self-reported population group and tumor purity
impact MSI score

We investigated how germline heterozygosity, self-reported population group
(de ned by TCGA as \race"), and tumor purity of a sample might be related

to MSI score in TCGA data. We rst tested for a correlation between MSI
score and germline heterozygosity (F) and found no evidence to support a
relationship between the two (Pearson's correlation; p > 0:05). However,
there were di erences in MSI score between self-reported population groups.
Individuals identifying as Black had signi cantly higher MSI scores (median =
4:07) than individuals identifying as Asian (median = 2:16; Wilcox rank
sum test; p < 0:001) and signi cantly smaller MSI scores than individuals
identifying as White (median = 4:44; Wilcox rank sum test; p < 0:001;
Figure 2.9).

We then grouped individuals into MSI-H and MSS status. This allowed
us to build a logistic regression model to assess whether tumor purity, F, or
population group could predict MSI status. Out of all variables, we found
only tumor purity to be a signi cant predictors of MSI status (p < 0:001;
Table 2.4). Speci cally, higher tumor purity is associated with a lower overall
probability of a sample being MSI-H (Coe = 5:15, p < 0:001; Figure 2.10).
This result is reinforced by an overall negative correlation between MSI score
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Figure 2.5: Panel of plots showing nucleotide diversity and binary relapse status for each
cancer type in the PCAWG dataset. The green line shows the t of a logistic regression
model and the grey/shaded areas on each plot indicate 95% con dence interval of the
model. The logistic regression model coe cient and p-value is also shown.
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Figure 2.6: Panel of plots showing CCF diversity and binary relapse status for each cancer
type in the PCAWG dataset. The green line shows the t of a logistic regression model
and the grey/shaded areas on each plot indicate 95% con dence interval of the model. The
logistic regression model coe cient and p-value is also shown.
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and tumor purity (Pearson's correlation; r(215) = 0:21; p < 0:001).

2.5 Discussion

The main goal of this thesis chapter was to explore whether metrics inspired by
population genetics could be used to gauge the relationship between genetic
variation and two clinically relevant areas of research in cancer | disease
relapse and biomarker performance. Although we did not nd strong evi-
dence of general associations between somatic genetic variation and relapse
nor germline variation and MSI score, we did nd evidence that the somatic
genetic variation of a tumor broadly di ered by relapse status and could pre-
dict relapse in some cancer types. However, these di erences were only seen
with and not ccg. We did however nd that MSI score di ered based on
self-reported population group and tumor purity.

One of our hypotheses, that somatic genetic variation can predict relapse
status was both supported and not supported by our ndings in the PCAWG
data. This was best demonstrated by the result that diered between
groups de ned by relapse status, but our post-hoc analysis revealed some of
these di erences to be contradictory (e.g. \no evidence of disease" was not
signi cantly di erent from \relapse"). This could be explained by there being
few individuals in the partial remission and no evidence of disease categories
(n=21 and n=22, respectively). Similarly this could explain the signi cant
di erences between the \no evidence of disease" category and all others in
the ccg results.

The signi cant di erences that and ccr agreed or disagreed on were
also interesting. Notably, most of the signi cant ndings in relapse status seen
when using were not seen when usingccr . Itis likely the case that tumor
purity impacts the number of reads used in the calculating of (Equation 2.2
by incorporating non-tumor read data. Not accounting for ploidy could also
lead to technical noise through the under or over-representation of an SNV
depending on the timing of the mutation and CNA. However, both and

ccr Showed that individuals categorized as \relapse" and \progression" had
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signi cantly higher estimates of diversity than those categorized as \complete
remission”. This nding is supported by the literature where more subclonally
and genetically diverse cancers have poorer prognoses [203]. It could also be
explained by greater SGV providing a greater capacity for rapid adaptation

to treatment, but without more clinical metadata, like date of treatment and
sequencing, it is di cult to elucidate more about the origin or consequence

of the observed variation.

When we treated relapse as a binary variable, individuals with pancreatic
cancer that had higher estimates of also had a lower probability of relapse.
This implies that a more diverse tumor could be a good prognostic indicator
for pancreatic cancer which would be important given pancreatic cancer is
known to be dicult treat due to common treatment resistance, and it has
one of the worst survival rates [222]. Pancreatic cancer is also known to be
subclonally and genetically diverse [223, 224, 225] which has been generally
associated with poorer prognoses [203]. Although, this is not typically the
case, there is evidence that pancreatic cancers that exhibit genomic insta-
bility, and consequently higher , respond better to certain therapeutics like
platinum-based agents and PARPL1 inhibitors [226]. However, we did not see
this re ected in our overall survival time results, likely because only 4% of
individuals with pancreatic cancer survive more than 5 years [227].

Conversely, individuals with prostate and ovarian cancer had higher prob-
abilities of relapse with higher estimates of . Unlike pancreatic, ovarian and
prostate cancer is considered far less lethal with the majority of prostate can-
cer cases not going on to become clinically signi cant [228] and approximately
half of all ovarian cancer patients surviving at least ve years after diagnosis
[229]. However, treatment resistance is a known problem in both prostate
and ovarian cancer with individuals with prostate cancer receiving androgen
deprivation therapy going on to develop castration resistance within 2-3 years
[230] and most individuals with ovarian cancer developing recurrent disease
that is resistant to chemotherapy [231]. This could also be evidence for higher
diversity cancers having a greater capacity for treatment resistance, but we do
not have the treatment metadata needed to draw this conclusion, and these
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results, while interesting, were not replicated with ccg which casts doubt
on the ndings.

Our second hypothesis, that germline heterozygosity impacts MSI score,
was generally not supported by the results found in TCGA data. This is based
primarily on the lack of a relationship between our measure of germline het-
erozygosity, F, and MSI score. Furthermore, self-reported population group
was not a signi cant predictor of whether an individual was MSI-H. Con-
trastingly, we did nd that there were di erences in MSI score between self-
reported population groups. Although it is generally considered that di erent
self-reported population groups have similar rates of MSI and similar clinico-
pathological features [232, 233, 234, 235], these studies measure MSI with the
Bethesda panel (PCR ampli cation of ve microsatellites; [71]) and have not
yet compared MSI status as determined by NGS.

Although not related to heterozygosity, we did nd that tumor purity had
a negative association with MSI score, implying that lower tumor purities were
associated with higher MSI scores. On the surface our result seems contrary
to what would be assumed, as we expected that higher tumor purity would
result in improved detection of MSI-H, as seen in other complex biomarkers
[236]. This would be due to normal cells impacting the limit of detection
of MSI-H as they would all appear to be MSS. However, low tumor purity
is not always a side e ect of poor sample quality but of high immune cell
in Itration [237, 238] which MSI-H tumors are known exhibit [239]. These
results are reinforced by another study that showed signi cant di erences in
tumor purity estimates between MSI-H, MSS, and MSI-L status individuals
[240]. Yet, the underlying biology behind why low tumor purity is associated
with MSI-H status is currently underexplored. It would be worthwhile for
future work to continue in this area to determine if tumor purity could be
a proxy biomarker for high neoantigen load, high immunogenicity, or other
markers associated with immunotherapy.
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2.6 Conclusion

Despite not nding clear relationships between our estimates of genetic varia-
tion and relapse or MSI score, we were able to uncover several unique ndings.
The most notable being that higher estimates of was associated with a lower
probability of relapse in pancreatic cancer and higher probabilities of relapse
in prostate and ovarian cancer. However, these results were not replicated
with  ccr Which would account for purity and ploidy e ects in the data. We
had less success with germline genetic variation, F, which had no relationship
with MSI score; however, we discovered that tumor purity did have a nega-
tive association with MSI-H status. Our results in aggregate highlight that
some rarely used population genetic statistics such as show some promise in
helping explain cancer phenomena but must take into account cancer specic
traits like purity and ploidy. Furthermore, applying new methodologies to
understand complex phenotypes like treatment resistance and MSI-H status
in more detail would require carefully curated datasets with more detailed
clinical metadata to draw stronger conclusions.

2.7 Supplementary materials

Table 2.4: The model summary information for a logistic regression model predicting MSI
status in TCGA data.

Term Estimate Standard error Statistic p-value
Intercept 3.17 1.71 1.85 0.06
F -0.51 0.95 -0.54 0.59
Black -0.45 1.20 -0.37 0.71
White -0.23 1.15 -0.20 0.84

purity -5.15 1.46 353  0.00
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Figure 2.7: Kaplan-Meier survival plots for each cancer cohort in the PCAWG dataset
using nucleotide diversity (). Tables underneath each plot show the number of individuals
in each group at di erent time points. Tick marks on a line indicate censored data points.
Also reported is the FDR corrected p-value for each log-rank di erence test.
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Figure 2.8: Kaplan-Meier survival plots for each cancer cohort in the PCAWG dataset
using ( ccr ). Tables underneath each plot show the number of individuals in each group
at di erent time points. Tick marks on a line indicate censored data points. Also reported
is the FDR corrected p-value for each log-rank di erence test.
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Figure 2.9: Box plots showing the distribution of MSI scores for each self-reported pop-
ulation group in TCGA cohorts. Also shown are the Wilcoxon rank-sum test p-values for
each pairwise comparison.
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Figure 2.10: The probability of a sample being MSI-H as a function of tumor purity. The
line shows the tted model, and the shaded regions are the 95% con dence interval.
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Chapter 3

Performance assessment of computational
tools to detect microsatellite instability

3.1 Statement on publication of chapter

Portions of this chapter have been published in a peer reviewed journal [241].

Harrison Anthony, Cathal Seoighe, Performance assessment of computational
tools to detect microsatellite instability, Brie ngs in Bioinformatics, Volume
25, Issue 5, September 2024.

3.2 Abstract

MSI is a phenomenon seen in several cancer types, which can be used as a
biomarker to help guide immune checkpoint inhibitor treatment. To facilitate

this, researchers have developed computational tools to categorize samples as
having MSI-H), or as being MSS using NGS data. Most of these tools were
published with unclear scope and usage, and they have yet to be independently
benchmarked. To address these issues, we assessed the performance of eight
leading MSI tools across several unique datasets that encompass a wide variety
of sequencing methods. While we were able to replicate the original ndings
of each tool on WXS data, most tools had worse ROC and precision-recall
AUC values on WGS data. We also found that they lacked agreement with
one another and with commercial MSI software on gene panel data, and that
optimal threshold cut-o s vary by sequencing type. Lastly, we tested tools

48



Chapter 3. Performance assessment of MSI tools 49

made speci cally for RNA sequencing data and found they were outperformed

by tools designed for use with DNA sequencing data. Out of all, two tools

(MSlsensor2, MANTIS) performed well across nearly all datasets, but when

all datasets were combined, their precision decreased. Our results caution that
MSI tools can have much lower performance on datasets other than those on
which they were originally evaluated, and in the case of RNA sequencing tools,
can even perform poorly on the type of data for which they were created.

3.3 Introduction

MSI is a phenomenon characterized by the accumulation of insertions and
deletions (indels) in microsatellite regions found throughout the genome [58].
First described in hereditary non-polyposis colorectal cancer [242, 45], it has
now been observed across multiple cancer types [243] and in both sporadic as
well as familial cancers [244]. While it has yet to be demonstrated in a lab-
oratory setting exactly how MSI arises, the predominant hypothesis is that
defects in the DNA mismatch repair pathway can cause an increase in the
number of indels at microsatellite sites via uncorrected polymerase slippage
[245]. This marked increase in the rate of indels is the primary characteristic
of MSI and how it is primarily identi ed. The identi cation of MSI is impor-
tant because cancers with MSI-H can be good candidates for ICI treatment
[246]. Historically, MSI-H has been inferred from the PCR ampli cation of
ve microsatellite markers [247, 248]. However, NGS allows MSI status to
be inferred using a larger number of loci and enables the determination of
MSI status to be incorporated into a comprehensive genome pro ling pipeline
[249].

A variety of computational tools and algorithms have been developed to
determine MSI status from NGS data. MSI tools here refers to programs
that are available for use with NGSdata and that can be quickly incorporated
into a research or clinical bioinformatics pipeline whereas algorithms would
require additional work before they could be used with NGS data. Tools di er
primarily in the type of sequencing data used to determine MSI status and



Chapter 3. Performance assessment of MSI tools 50

use either DNA, RNA, or multi-omic sequencing data. The majority of tools
use DNA sequencing data to compare the indels in microsatellites between
a tumor and paired-normal sample. One example, and one of the rst MSI
tools, MSlsensor [250], uses a relatively simple algorithm that compares tumor
and normal k-mer read length counts at each microsatellite and identi es
microsatellite sites as unstable if they are signi cantly di erent in a 2 test.
Other tools compare the gene expression values from RNA sequencing data to
pre-trained baseline expression values. PreMSIm is an example of a tool that
predicts MSI status by using a k-nearest neighbors classi cation algorithm
based on the expression of 15 genes [120]. Multi-omic tools use more complex
algorithms. One example is DeltaMSI [251], which distinguishes unstable loci
using a machine learning model built with both IHC data and NGS data.
Other researchers have already created exhaustive lists of these tools and
described their methods in detail [252, 253, 254], but, in general, all MSI
tools classify samples as being MSI-H or as being MSS. The output of all
tools is a value representing the level of MSI present in a sample | typically
reported as the proportion of microsatellite sites that are unstable. Lastly, a
threshold is picked to distinguish MSI-H from MSS.

The authors of most tools provide a recommended threshold to distinguish
MSI-H from MSS samples; however, the recommended settings and scope of
MSI tools are sometimes unclear. For example, MSlsensor [250], was originally
tested on WXS of 242 endometrial tissue samples from TCGA. The latest
version of MSlsensor comes with both WXS and WGS recommended settings
despite having never been tested on WGS samples. This is also the case
for the two successor tools MSlsensor-pro [255] and MSlsensor2 [210]. Two
other widely used MSI tools, mSINGS [256] and MANTIS [257], both provide
recommended thresholds to de ne MSI-H using WXS data but, like the other
tools, it is not clear whether they are applicable to other sequencing types.
This is also the case for a more recent tool, MSINGB [258], which does not
require the user to set a threshold and simply outputs the status of the tumor
sample. The only MSI tools that have been trained and tested on RNA-
sequencing data, PreMSIm [120] and MSisensor-RNA [259], do not require the
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user to pick a threshold and simply output the MSI status of the sample. They
also indicate that they can be used with bulk and single-cell RNA sequencing,
as well as microarray panels. However, there has not yet been an independent
benchmarking of MSI NGS tools to verify the reported performance metrics of
each tool and to determine the factors that a ect those performance metrics.

Here we set out to address these issues by benchmarking the leading MSI
tools on several datasets derived from di erent sequencing strategies. These
included MSisensor, which was among the rst MSI tools to be created and
which has also received FDA approval [250]; MSlsensor2 [210], a tool used to
calculate an MSI score from the National Cancer Institute's Genomic Data
Commons; MSlsensor-pro [255], which claims to improve upon the original
MSilsensor by including a unique tumor-only algorithm with higher accuracy;
MSINGS [256], the rst tumor-only MSI tool and a tool that is commonly
used with gene panel data; another heavily cited, paired-normal tool, MAN-
TIS [257]; a very recent tool which uses somatic variant information to clas-
sify samples, MSINGB [258]; and two tools made solely for use with RNA
sequencing data, PreMSIm [120] and MSlisensor-RNA [259]. By measuring
tool performance on data derived from a broad range of sequencing methods,
we aimed to replicate the high published performance metrics of each tool and
determine which tools work best across sequencing types. Our results shed
light on tool performance under optimal and non-optimal conditions and po-
tential shortcomings in the underlying algorithms used to classify samples as
MSI-H versus MSS.

3.4 Methods

3.4.1 Datasets

All TCGA WXS, WGS, and RNA sequencing data was downloaded in BAM
format from the GDC Data Portal ((https://gdc-portal.nci.nih.gov/)

Table 3.1). All WXS and WGS samples were subset down to only microsatel-
lite regions to help with storage and processing time. We were able to obtain
PCR MSI status for a total of 852 WXS and 321 WGS paired tumor-normal
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samples as well as 825 tumor-only RNA sequencing samples from the Broad
Institute Genome Data Analysis Center (https://gdac.broadinstitute.

org). Our TCGA sample list is based on those used in another publication
from Cortes-Ciriano et al. [260] which has already compiled a list of all TCGA
cohorts that have matched PCR MSI status. For the purposes of binary clas-
si cation (used by all MSI tools) we treated MSI-L samples as MSS.

Table 3.1: The metadata for all TCGA datasets with paired MSI status. The uterine
cancer type in this table also refers to samples that may be from endometrial tissue samples.

ProjectID Cancer Sequencing Number of Number of Number of
Samples mss msih
COAD Colon wgs 56 46 10
ESCA Esophageal wgs 2 0 2
STAD Stomach wgs 136 107 29
UCEC Uterine wgs 145 102 43
COAD Colon WXS 284 232 52
ESCA Esophageal wxs 3 0 3
READ Rectum WXS 3 0 3
STAD Stomach WXS 292 228 64
UCEC Uterine WXS 268 196 72
COAD Colon RNA 280 230 50
ESCA Esophageal RNA 3 0 3
READ Rectum RNA 3 0 3
STAD Stomach RNA 272 213 59
UCEC Uterine RNA 268 196 72

All gene panel samples were downloaded in FASTQ format from the Se-
guence Read Archive (SRA) (https://www.ncbi.nlm.nih.gov/sra). We
aligned the raw SRA FASTQ les to the same human reference genome used
by TCGA (GRCh38.p14). The alignment for all samples was done using
BWA [175]. In total we collected 142 TSO-500 gene panel samples uploaded
as part of three separate studies [261, 262, 263]. We also used 191 sam-
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ples from the Oncomine 161-marker gene panel [264] and 178 samples from
a 6-mononucleotide repeat paired-normal panel [265]. The TSO-500 and On-
comine samples also had an MSI score given by their commercial software,
the lllumina TSO-500 pipeline and MSicall respectively. We used a threshold
cut-o of 15 for the TSO-500 pipeline based on the current pre-print [266].
For the Oncomine samples, only MSI status as determined by MSicall was
given by the authors of the publication [264].

The other additional sequencing datasets we used for testing included
DNA and RNA sequencing datasets. They were collected and managed the
same way as the gene panel samples and were also from retrieved from the
SRA. However, for the RNA sequencing data, we used a di erent alignment
software, STAR [176], with the same GRCh38 reference genome, and then
created gene count matrices with FeatureCounts [267]. Gene counts then
underwent log,(n+ 1) normalization as required by MSisensor-RNA and then
also scaled to be between 0 and 1 for PreMSIm. The MSI status for each of
these datasets was determined with either PCR or IHC, or based on the fact
that the samples were from MSI-H tumor cell lines (Table 3.2). These datasets
comprised 29 tumor-only WXS samples [268], 21 paired-normal WXS samples
(Bioproject: PRINA727917), 34 End-seq samples [269], and 143 tumor-only
bulk RNA sequencing samples [270] (Table 3.2).

One tool, MSINGB, required extra data handling before it could be used.
For TCGA WXS samples, Mutect2 VCF les were readily available and were
downloaded from the GDC. For all other DNA sequencing datasets, we created
VCF les following Mutect2 best practice settings [177]. It was run in paired-
normal mode unless the sample lacked a paired-normal, then it was run with
tumor-only mode. Lastly, we converted the VCF les to MAF format using
vcf2maf [271].

3.4.2 MSI tools and software settings

Eight MSI tools were evaluated in total. These were: MSlsensor [250], MSlsen-
sor2 [210], MSisensor-pro [255], mSINGS [256], MANTIS [257], MSINGB
[258], PreMSIm [120], and MSlsensor-RNA [259] (Table 3.3). Each tool was
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Table 3.2: The metadata for all additional non-TCGA datasets with paired MSI status.
The project ID is the searchable accession number for the Sequence Read Archive. MSI
status was the method used by the original publications to determine MSI status for each
sample. The MSS and MSI-H columns describe the number of MSS and MSI-H samples in
the dataset, respectively.

Project ID Cancer Sequencing mss msih GT

PRJIJNAG629785  Colorectal End-seq 7 27 Cell Line

PRJINA810563 Pan 6-Marker 166 12 PCR
Panel

SRP008162 Prostate TIOWXS 16 5 PCR/IHC

PRJINA727917 Colorectal PINWXS O 21 Unknown

PRJINA256024  Prostate 53-Marker 30 13 PCR/IHC
Panel

PRJINA701182 Pan 161-Marker 185 6 MSilcall
Panel

PRJINA841034  Gastric TSO500 34 2 lllumina

PRJEB57620 Male TSO500 14 0 lllumina

Breast
PRJINA843231 Pan TSO500 11 3 lllumina
PRJINA748264  Colon RNA 122 21 PCR/IHC

run with author recommended settings, though MANTIS and mSINGS did
not provide WGS recommendations. For MANTIS to work with WGS we
had to lower the minimum locus quality to 15, the minimum average per-base
read quality to 10, and the minimum coverage threshold to 10. Without these
adjustments, MANTIS could not nd usable microsatellite sites. We did not
adjust any settings for mSINGS or MSINGB and applied the same settings
used with WXS. This was done because there were no parameters to help
correct for the di erence in sequencing depth. As we expected the coverage
of microsatellites to be low in RNA sequencing data, we ran MSlsensor2,
MSlsensor-pro, mSINGS, with the same settings used with WGS data.
Baselines and microsatellite target sites were created for each tool based on
the reference genome scanner included with each one. For all these functions
we supplied each tool with the same reference genome. Microsatellite bed
les were generated using the default setting for each tool. Baseline les were
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Table 3.3: A summary table of all the MSI tools used in this study.

Tool Original Output (MSI score) Recommended Requires
evaluation threshold paired
data normal

MSlsensor WXS Percent of unstable microsatellites 3.5 Yes

MSlsensor-pro WXS Percent of unstable microsatellites  N/A No

MSlsensor2 Unknown Percent of unstable microsatellites 20 No

mSINGS WXS/panel Fraction of unstable microsatellites 0.2 No

MANTIS WXS Step-Wise Di erence 0.4 Yes

MSINGB WXS Deep learning prediction N/A No

PreMSIm RNA Machine learning prediction N/A No

MSlisensor-RNA  RNA Machine learning prediction N/A No

created by giving each tool the same 20 randomly sampled WXS, WGS, or
RNA normal BAM les. We chose 20 because this number has been suggested
as the minimum number of required normal les by the authors of MSIsensor-
pro !, and other researchers have used a similar number of normal samples to
create an mSINGS baseline [209, 272, 273]. MSlisensor-RNA required an ad-
ditional seven MSI-H samples to be included in the baseline. For MSlsensor2,
MSINGB, and PreMSIm, we used the hg38 baseline les included with these
tools as they either lacked a baseline generator [210], or the baseline generator
could not be successfully run [258]. We also removed samples that had fewer
than ve microsatellite sites that passed the thresholds of each tool.

We rst determined a threshold cut-o for each tool to classify a sample
as MSI-H or MSS then measured performance for each tool. The recom-
mended threshold cut-o s were 3.5 for MSlsensor, 20 for MSlsensor2, 0.2 for
MSINGS, and 0.4 for MANTIS. The authors of MSIsensor-pro do not provide
a recommended threshold. Although the original MSisensor publication rec-
ommended a threshold of 3.5, more recent publications have used a threshold
of 10 [274, 275]. We adjusted the threshold to 10 based on this. We also
decided to use a threshold cut-o of 10 for MSlisensor-pro as it follows the
same scoring system as its predecessor, MSlsensor.

We assessed how well each tool performed on each dataset by creating con-

L (nttps://github.com/xjtu-omics/msisensor-pro/wiki/
Frequently-Asked-Questions)
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fusion matrices where the positive values were the MSI-H samples. Then we
calculated precision, recall, speci city, and F1 score using equations outlined
by Fawcett [276]. To view how these values change across di erent thresholds
we created receiver operating characteristic (ROC) and precision-recall (PR)
curves using the R packages MLeval [277], pROC [278], and caret [279]. We
cross validated the ROC and PR curves using leave-one-out cross validation.
All graphs were generated using R version 4.1.2 [280] and plotted with ggplot2
[211].

Lastly, we benchmarked the runtime and total memory used by each pro-
gram on one random WXS, WGS, and RNA sample, where applicable, from
TCGA. Runtime was measured using hyper ne [281] using the default set-
tings except for the warmup parameter, which we set to 3, and the runtime of
each tool was measured across 10 runs. We then measured total memory with
the tool Massif available through Valgrind [282]. We set the pages-as-heap
parameter to \yes" which measures total heap memory used by a program,
and the trace-children parameter to \yes" which also measures the memory
used by child processes. All benchmarks were done on a virtual machine
running Ubuntu 20.04 LTS with 15 virtual CPUs and 65 gigabytes of RAM.
While the virtual machine we created had multiple cores available, we chose to
benchmark all tools in single-threaded mode. This is because only MANTIS,
MSilsensor-pro, and MSisensor-RNA were able to be run in multi-threaded
mode, and we found that changing the multiple threads option either did not
greatly improve the runtime of the program or caused it to crash before it
could complete all 10 benchmarking runs. We chose not to include runtime
or memory usage benchmarks for MSisensor-RNA, PreMSIm, and MSINGB
because they operate on prebuilt models making the time and memory used
to run one sample negligible.
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3.5 Results

3.5.1 MSI tools perform better on WXS than WGS
samples

Using the published recommended settings most MSI tools performed better
on WXS data than on WGS data (Tables 3.4 { 3.5; Figure 3.1). The two
exceptions were mSINGS and MSINGB, which had low performance metrics
on the additional paired-normal and tumor-only WXS datasets (3.5, Figure
3.1). All the MSI tools showed good performance for TCGA WXS data, with
again the exception of mSINGS, which had low recall and F1 scores (Table
3.4, Figure 3.1). MSisensor, MSlsensor-pro, MSisensor2, and MANTIS all
had high area under the curve (AUC) for both the ROC and PR curves (Figure
3.2A, B). However, this was not always the case for the TCGA WGS data.
Out of all MSI tools, only MSlisensor2 had high values for all performance
metrics on WGS data (Table 3.4, Figure 3.1). All other tools had one or more
performance metrics substantially lower for WGS than for WXS data. The
ROC and PR AUC values were also substantially lower for the WGS data than
for the WXS data for all tools, except for MSlIsensor2 and MANTIS (Figure
3.2A, B, C, D). There were also large drop-o0 s in AUC when measured in ROC
space versus PR space, implying tools might be missing more true positives
(Figure 3.2C, D). The most notable di erences in ROC and PR AUC were
seen with mSINGS on WXS data and with MSIsensor and MSlsensor-pro on
WGS data (Figure 3.2C, D).

3.5.2 MSI tools have widely di erent performance met-
rics depending on sequencing type and lack agree-
ment on multiple sequencing types
To further evaluate tool performance, we merged the results of each tool across

all applicable datasets and calculated a confusion matrix (Table 3.8, Figure
3.1). Out of the paired-normal tools, MSisensor had the highest performance
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Figure 3.1: A heatmap showing all MSI tools and their performance across all datasets
where a confusion matrix was created. The author recommended thresholds were used for
each tool that provided one. Khaki colored tiles are NA values, and those labeled as "NaN"
are instances where the metric could not be calculated. We abbreviated the additional non-
TCGA datasets as following: "P/N WXS" is the paired-normal whole exome sequencing
dataset, "T/O WXS" is the tumor-only whole exome sequencing dataset, and "6-marker"
stands for the 6-mononucleotide panel. The "All' column is the merged results for each
tool.

metrics (Table 3.8). MSlsensor2 and MSisensor-pro both had the highest
performance metrics when testing across all datasets. However, on the com-
bined dataset, MSlsensor-pro had low recall (0.68) and MSIsensor2 had low
precision (0.62). Both RNA sequencing tools had very high recall across all
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Figure 3.2: All ROC curves and PR curves for TCGA (A, B) WXS and (C,D) WGS
samples.

RNA sequencing datasets (0.91, 0.71), but all the other performance metrics
were very low (Tables 3.4 { 3.5,3.8; Figure 3.1).

To investigate the reduction in tool performance in WGS data relative
to WXS data we compared MSI scores on 321 TCGA samples for which
both types of data were available. In general, MSlsensor, MSisensor2, and
MSilsensor-pro reported a higher proportion of unstable microsatellites for
the WXS compared to the WGS data. In contrast, MANTIS and mSINGS
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scored samples higher for WGS versus WXS (Figure 3.3). Interestingly, the
tools that had high ROC and PR AUC scores on WGS samples, MANTIS and
MSIsensor2, had signi cantly di erent MSI scores between WXS and WGS
samples (Paired Wilcoxon rank sum test P = 2:2 10 ; P =1:3 10 7 ;
Figure 3.3). This was also true to a lesser extent for MSisensor-pro (P =
0:006), but it performed poorly on WGS data. MSlsensor and mSINGS did
not have signi cantly di erent MSI scores between WGS and WXS samples
(P > 0:05).

Figure 3.3: Upset plots showing intersections of MSI-H cases for each tool on (A) 161-
marker, Oncomine gene panel data and (B) TSO-500 panel data. lllumina and MSicall are
the commercial software results for the TSO-500 gene panel and 161-marker panel datasets,
respectively. Connected dots show tools that agree on MSI-H cases whereas single dots are
unique MSI-H cases for that tool. Vertical bars represent the total number of MSI-H cases
that are agreed upon by one or more tools, and horizontal bars show the total number of
MSI-H cases called by a tool.
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3.5.3 \Variation in performance by tool, threshold, and
across datasets

To determine how well the author recommended WXS settings carry over to
other sequencing types, we calculated F1 scores over varying thresholds for
each tool across datasets that these tools would have no training exposure
to (Figure 3.4). All MSI tools were able to achieve a near perfect F1 score
for all datasets if the correct optimal threshold for that dataset was used
(aside from mSINGS on the 6-mononucleotide panel dataset). The only tool
that demonstrated high F1 scores across a wide range of thresholds on all
datasets was MSlsensor2. By contrast, MSlsensor-pro required very low and
dataset-speci c threshold values to achieve a high F1 score (Figure 3.4). This
result was also the case for accuracy, speci city, recall, and precision (Figures
3.7,3.9,3.8,3.6).

The published thresholds for MSiIsensor, mSINGS, and MANTIS on WXS
provided good performance on the additional paired-normal WXS dataset
(Figure 3.4). However, achieving optimal performance, as measured by the
F1 score, on the tumor-only WXS dataset with mSINGS would require the
use of a very di erent threshold (close to 0.5, compared to the recommended
threshold of 0.2). These results suggest that di erent thresholds may be
required for use with di erent sequencing data types and can vary far from
the published recommendations.

3.5.4 MSI tools designed for DNA sequencing perform
better than MSI tools designed for RNA sequenc-
ing on RNA sequencing datasets

We also evaluated the performance of tools on RNA sequencing datasets.
The two tools designed for use with RNA sequencing data, PreMSIm and
MSIsensor-RNA, had low-performance metrics on the two RNA sequencing
datasets used in our study (Figure 3.1). While they could identify the MSI-H
cases in the dataset well (recall 0:9), all other performance metrics were
low (Tables 3.4 { 3.5). Interestingly, two of the tools designed for DNA
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Figure 3.4: Graphs showing measures of performance (F1 scores) plotted across scaled
MSI tool thresholds for each tool on additional non-TCGA datasets. These datasets in-
cluded paired-normal WXS (P/N WXS), tumor-only WXS data (T/O WXS), data from a
6-microsatellite marker panel (6 panel), and end-seq data. Thresholds were put on the same
scale by converting MSisensor, MSlsensor-pro, and MSlsensor2 from percent to decimal.

sequencing, MSilsensor-pro and mSINGS had high F1 scores on both the
TCGA RNA sequencing data (0.81{0.90) (Table 3.4) and on the additional
bulk RNA sequencing dataset (0.83{0.84) (Table 3.5). Similar to the RNA
sequencing tools, MSlisensor2 had high recall scores (0.9{1.0) but very low
precision scores (0.18{0.37) (Tables 3.4 { 3.5). When tested across many
thresholds with ROC and PR curves, all three DNA sequencing tools had
high values for both ROC-AUC (0.97{.99) and PR-AUC (0.92{0.99) (Figure



Chapter 3. Performance assessment of MSI tools 65

3.5A,B).

3.5.5 Tools vary greatly in runtime and memory usage

Lastly, we measured average runtime across 10 runs and total memory usage
for all tools. We found that there were substantial di erences in runtime and
memory usage between tools (Tables 3.6 { 3.7). Most notably, MSlsensor2
and MSlsensor-pro were much faster than the other tools, taking an average
of 115 and 90.86 seconds, respectively, to process a WGS sample. While the
other tools took upwards of 3,800 seconds to process both WXS and WGS
samples, MANTIS had the worst runtime, taking an average of 14,111 seconds
to process one WGS sample and 6,410 seconds to process one WXS sample.
Although it had the worst average runtime, MANTIS was by far the most

e cient in terms of memory usage, using only 23.34 megabytes to process a
WGS sample (Table 3.7). All other tools had similar memory usage to one
another, except for mSINGS, which required over 30 gigabytes of memory to
process either a WGS or WXS sample.

3.6 Discussion

We chose eight MSI tools to benchmark. Out of the many tools that are
available, these eight have common pipelines making them easy to compare
and run in a parallel work ow. Many other MSI NGS methods exist, but we
found they were either lacking a downloadable tool [260, 283, 284], they were
deprecated [285], or they did not output an MSI score or status [286]. While
we chose to also incorporate RNA sequencing and two tools that predict MSI
status based on expression, we did so because the other tools used in our study
were compatible with these data types. We chose not to include additional,
multi-omic approaches [251, 287, 288] as the data they require is di cult to
obtain in large numbers from publicly available repositories.

Although the developers of several MSI tools have reported very high
performance metrics, we found that performance can be severely a ected by
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sequencing type and the choice of threshold used to classify samples as MSI-
H. Many MSI tools were originally tested using WXS data from TCGA and,
indeed, on these data tools often achieved high performance; however, they
had worse performance metrics on WGS data (Figure 3.1, 3.2A, B, C, D).
Further, MSI tools scored the same TCGA individuals di erently with WXS
compared to WGS data, with some having signi cantly di erent MSI scores
(Figure 3.3). There was also an overall lack of tool agreement which samples
were MSI-H in gene panel data, and some tools required speci c thresholds for
di erent sequencing types to achieve a high F1 score. Lastly, we found tools
designed for RNA sequencing data not only had low performance metrics on
RNA sequencing datasets, but that some tools developed for DNA sequencing
data had higher performance metrics on these data.

The authors of multiple tools have suggested they can be used with a
variety of sequencing types [255, 210, 256, 257], but only two were tested on
data other than WXS [210, 256]. The lack of validation on di erent sequencing
methods can be problematic as we have shown that some of the tools are not
suitable for use with WGS. This is highlighted primarily by the reduction in
ROC-AUC and PR-AUC when compared to the TCGA WXS results. The
worst performer on WGS data, mSINGS, had an abnormal looking ROC curve
due to its MSI scores being noninformative for the data. The horizontal and
vertical bars seen, as opposed to usual jagged cut-points, are the result of no
increase in true positive rate despite change in threshold and sudden increase
in true positive rate, respectively.

The di erences in tool performance on WGS and WXS datasets are likely
attributable to the number of microsatellites included in the analysis and the
overall coverage of microsatellites. The trade-o between these two sequenc-
ing strategies is that many more microsatellites are sequenced with WGS,
but the sites sequenced with WXS are at a much higher coverage. It could
be the case that simply including fewer microsatellites in the analysis while
sequencing them at a much higher coverage is a better strategy for detect-
ing MSI. Another factor to consider is that exonic regions contain a higher
proportion of trinucleotide and hexanucleotide repeat types, whereas intronic
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regions contain more of the other repeat types [289]. There is the possibility
that microsatellites in exonic regions are more indicative of MSI than intronic
regions, but the current paradigm suggests mononucleotide and dinucleotide
microsatellites are the most sensitive for MSI detection [290]. From our re-
sults, two tools, MANTIS and MSisensor2 had high ROC and PR AUC scores
for both WGS and WXS datasets. MANTIS uses a more complex aggregate
scoring approach that calculates normalized distance values as opposed to the
locus-by-locus strategy of the other MSI tools. Alongside its aggregate ap-
proach to determining MSI status, it includes additional Itering steps, which
could potentially help explain its success with WGS data.

MSIsensor2 poses an interesting case as it performed well on TCGA WGS
and WXS data, but it failed to process most end-seq samples because no
microsatellite sites passed the Iter thresholds. In principle, end-seq should
be a compatible sequencing method with this tool because it is a genome-wide
sampling scheme like WGS that works well with repair-de cient genotypes
1[291], and it has been shown to have similar read depth to WXS with upwards
of 100X coverage [269]. However, the poor performance of MSIsensor2 on this
sequencing type suggests caution is needed when using MSI tools on novel
datasets.

Aside from the end-seq data, MSlsensor2 showed the best performance
across all other datasets. This is surprising, as MSlsensor2 is unpublished
and seems to only have been used by the GDC for "bioinformatics-derived"
MSI status 2. Unfortunately, there is very limited information on the machine
learning algorithm used by MSlisensor2 and no references are provided to the
samples that have been used to train the hg38 models they provide [210].
Because of this, the high performance metrics seen in our results should be
treated with caution. Another striking result we found with MSisensor2 was
the number of unique MSI-H cases identi ed in the 161-marker gene panel
data. The highest estimates of MSI status come from colorectal cancers where
occurrence is seen in 15% of cancers [292]. Therefore, the number of MSI-H

2(https://docs.gdc.cancer.gov/Data/Bioinformatics_Pipelines/DNA_Seq_
Variant_Calling_Pipeline/)
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cases reported by MSlisensor2 is unlikely to be close to the correct value, as it
classied 74% of these 191 samples as MSI-H. Although the results obtained
by MSisensor2 on all other datasets were promising, this aberrant result is
concerning and suggests that further testing on additional data types may be
required.

Importantly, this benchmarking analysis highlights the risks of establish-
ing recommended settings for MSI tools based on relatively narrow training
cohorts. For example, MSlsensor established its recommended MSI-H thresh-
old based on only 242 endometrial samples [250] (Table 3.3). While we were
able to replicate the ROC-AUC values of these tools on TCGA WXS data,
we found the optimal F1 score impossible or di cult to achieve with recom-
mended threshold settings. This has led to situations where researchers try
to account for this by simply picking the optimal threshold for their speci c
dataset [293], or where researchers report di culty in determining a clear
threshold for MSI scores at all [294]. Ideally, thresholds to determine MSI-
H status for a given sequencing type should be validated with a large and
diverse cohort as was done for MSlsensor on MSK-impact gene panels [295],
which serves as a good example of how to integrate these tools into a precision
medicine setting.

3.6.1 Conclusion

Several computational tools have been developed to classify NGS samples as
MSI-H or MSS and they have generally been reported to achieve high per-
formance. However, we have found that there are potentially serious issues
a ecting the reliability of these tools, particularly when applied across di-
verse sequencing data types. Notably, there was a large drop in performance
on WGS relative to WXS samples. Tools were also shown to lack agreement
on gene panel samples both with one another and with commercially avail-
able software, and that optimal thresholds can change with sequencing type.
Lastly, we showed that tools designed for use with RNA sequencing data had
poor performance metrics on bulk RNA test datasets and were even outper-
formed by some MSI tools meant to be used with DNA sequencing data.
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Two MSI tools stood out from the others, MSisensor2 and MANTIS. Both
performed very well across most datasets, but the methodology of MSisen-
sor2 has yet to be published and there is currently no adequate information
available on the algorithm it uses. When looking across all datasets the perfor-
mance metrics of both tools were much lower. It also could not process most
of the end-seq samples and classi ed a very large and implausible number of
samples as MSI-H in a 161-marker panel dataset. MANTIS on the other hand
did not achieve high performance metrics on a 6-marker panel dataset, still
requires a paired-normal sample, and has a slow runtime in comparison to
other MSI tools, limiting its applicability and rendering it hard to integrate
into some genome pro ling pipelines.

We have shown evidence that when tested outside their optimal settings,
MSI NGS tools can have di culty replicating the performance originally seen
on TCGA WXS data. This problem is further compounded by a lack of clear
best practice settings, and until more MSI NGS datasets are publicly available
for additional testing, it is di cult to validate the applicability of MSI tools
on additional sequencing types. Altogether, this research highlights several
concerns relating to MSI tools used with NGS data and suggests that, despite
the high-performance metrics reported for several tools, there remains a need
for a rigorously evaluated tool that can be reliably applied to a wide range of
sequencing data types.

3.7 Supplementary materials
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Figure 3.5: ROC and PR curves for all TCGA RNA sequencing samples
The (A) ROC and (B) PR curves for all TCGA RNA sequencing samples
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Figure 3.6: MSI tool precision performance on additional datasets by threshold
Graphs showing measures of performance (precision scores) plotted across
scaled MSI tool thresholds for each tool on additional non-TCGA datasets.

These datasets included paired-normal WXS (P/N WXS), tumor-only WXS
data (T/O WXS), data from a 6-microsatellite marker panel (6 panel), and
end-seq data. Thresholds were put on the same scale by converting

MSIsensor, MSlsensor-pro, and MSisensor2 from percent to decimal.
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Figure 3.7: MSI tool accuracy performance on additional datasets by threshold
Graphs showing measures of performance (accuracy scores) plotted across
scaled MSI tool thresholds for each tool on additional non-TCGA datasets.
These datasets included paired-normal WXS (P/N WXS), tumor-only WXS
data (T/O WXS), data from a 6-microsatellite marker panel (6 panel), and
end-seq data. Thresholds were put on the same scale by converting
MSIsensor, MSlsensor-pro, and MSisensor2 from percent to decimal.
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Figure 3.8: MSI tool recall performance on additional datasets by threshold
Graphs showing measures of performance (recall scores) plotted across
scaled MSI tool thresholds for each tool on additional non-TCGA datasets.
These datasets included paired-normal WXS (P/N WXS), tumor-only WXS
data (T/O WXS), data from a 6-microsatellite marker panel (6 panel), and
end-seq data. Thresholds were put on the same scale by converting
MSIsensor, MSlsensor-pro, and MSisensor2 from percent to decimal.
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Figure 3.9: MSI tool speci city performance on additional datasets by threshold
Graphs showing measures of performance (speci city scores) plotted across
scaled MSI tool thresholds for each tool on additional non-TCGA datasets.

These datasets included tumor-only WXS data (T/O WXS), data from a
6-microsatellite marker panel (6 panel), and end-seq data. Thresholds were
put on the same scale by converting MSisensor, MSlsensor-pro, and

MSilsensor2 from percent to decimal.
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Chapter 4

Intratumoral heterogeneity in microsatellite
instability at single-cell resolution

4.1 Statement on publication of chapter

Portions of this chapter have been published in a peer reviewed journal [296].

Harrison Anthony, Cathal Seoighe. Intratumoral heterogeneity in microsatel-
lite instability status at single-cell resolution iScience, Volume 29, Issue 3,
March 2026.

4.2 Abstract

Subclonal diversity within a tumor is highly relevant for tumor evolution and
treatment. This diversity is often referred to as intratumoral heterogeneity
and is known to complicate the interpretation of single-test biomarkers. MSI
is one such biomarker, which is used to guide ICI treatment through the
classi cation of samples as either MSI-H or MSS. Although established as a
therapeutic biomarker, it remains unclear whether MSI itself is a heteroge-
neous phenomenon. To investigate heterogeneity in MSI status, we integrated
single-cell sequencing data from 134 samples across 49 individuals and devel-
oped a computational pipeline to infer MSI cells and quantify heterogeneity
in MSI status. We found evidence of intratumoral heterogeneity in MSI both
in individuals originally classi ed as MSI-H and MSS. Approximately a third

of individuals showed evidence of divergence in MSI status between distinct
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clusters of cancer cells and most individuals had distinct MSI-H and MSS sub-
clones. These results challenge the assumption that MSI should be treated as
a binary biomarker and suggest the single-biopsy tests in current use could
overlook a salient feature of this important molecular phenotype. Accounting
for heterogeneity may lead to improved biomarker performance and, poten-
tially, help explain reports of intrinsic treatment resistance and low overall
response rate in MSI-H cancers. Further studies are warranted to determine
the frequency of heterogeneity in MSI at the population level, and whether
the presence of both MSI-H and MSS subclones can have clinical implications.

4.3 Introduction

Subclonal diversity within a tumor is a critical consideration in cancer research
and treatment. The overall diversity found in a single neoplasm is called
ITH. While ITH was rst conceptualized to be genetic in nature [104], it is
now used to describe genetic, epigenetic, and phenotypic di erences between
subclones [297]. The diversity within a tumor is important because ITH
has been linked to poor patient outcomes, therapy resistance, and relapse
[115, 116]. Furthermore, biomarkers that rely on single-sample tests can be
susceptible to sampling bias when ITH is present [298, 299]. While its origins
are still debated [201], one well known driver of ITH is genome instability
[300].

Genome instability is a hallmark of cancer, characterized by a higher rate
of accumulation of mutations during replication, typically due to de ciencies
in DNA repair genes [26]. The two most common forms of genomic instability
are at the chromosomal level, where instability is characterized by aneuploidy
and chromosomal aberrations [27], and at the microsatellite level, where short
tandem repeats expand and contract in a mutator phenotype manner [301].
The latter, MSI, is hypothesized to be the result of dAMMR and is commonly
used as a biomarker to help guide ICI treatment. This is done by identifying
cancers as MSI-H or MSS [246]. The classi cation is normally carried out
using a single-sample test that compares ve microsatellite markers between
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a tumor and paired-normal sample [248]. While the interplay between chro-
mosomal instability and ITH is well de ned and explained [302, 303, 304], the
relationship between MSI and ITH is less clear.

Up to this point, most research on MSI and ITH has been framed around
how MSI can impact and shape the variation present within a tumor. The
most notable of these studies focused exclusively on speci ¢ mutations [305,
306] and the immune cell types present in the tumor microenvironment [307,
308]. Although, there have been reported cases of ITH in MSI status [309,
310, 311, 312, 313, 314], the question of whether MSI itself is frequently a het-
erogeneous phenomenon, with some subclones displaying MSI while others do
not, has yet to be examined in detail. This warrants further investigation
as it may help to explain limitations of MSI-H as a biomarker for preci-
sion medicine, such as low treatment response rates and intrinsic resistance
against ICI treatment [315, 316, 90]. Taking heterogeneity into account may,
ultimately, lead to improved biomarker performance.

The current literature suggests that subclonality of MSI status is relatively
rare or entirely absent [317, 318], but that is not always the case. There are
many examples of individuals not only with discordant MSI statuses between
the primary tumor site and metastases [309, 310, 311, 312] but also between
multiple sites in the primary tumor [313, 314]. While these are small case
studies, they provide anecdotal evidence for cancers comprising MSI-H and
MSS subclones. However, there has, as yet, been no attempt to evaluate the
frequency with which this occurs. Furthermore, a detailed examination of
heterogeneity requires an assessment of MSI at the single-cell level with NGS,
not with the traditional methods of PCR and IHC used in these case studies,
as these are limited to detecting clear spatial heterogeneity.

Here we aimed to address these gaps through an analysis of published
single-cell datasets that include paired clinical MSI status. To do this, we de-
veloped a custom Snakemake [181] pipeline that identi es MSI-H cells and uses
novel methods to assess levels of heterogeneity and have made this pipeline
available as an open-source, scalable resource to the scienti c community. We
evaluated the pipeline by mixing varying numbers of MSI-H and MSS cells



Chapter 4. Intratumoral heterogeneity in microsatellite instability 81

from di erent samples. Applying this framework, we show evidence of het-
erogeneity in MSI status at the single-cell level and estimate its prevalence in
the curated data. We also examine the nature of MSI heterogeneity through a
detailed investigation of single-cell data from two individuals | one classi ed
as MSI-H and the other MSS through PCR/IHC tests.

4.4 Methods

4.4.1 Datasets

We used scRNA data that was generated as part of three previous studies
[319, 320, 321] (Table 4.1). Raw FASTQ les were downloaded from either
the European Genome-Phenome Archive (EGA) or from the SRA. All other
data was downloaded in matrix format from the Gene Expression Omnibus
(RRID:SCR005012). The data consists of 134 samples from 49 individuals
with metastatic or non-metastatic colorectal cancer. Individuals were grouped
into MSI-H and MSS categories based on the original PCR/IHC clinical status
reported in previous studies. In total there were 29 deemed MSI-H, 18 MSS,
and two did not have a reported MSI status (Table 4.2). Each sample was
created with either the Single Cell 8v2, 3 v3, or & Reagent Kit from 10X
Genomics and was sequenced either on an Illumina NextSeq 500, NovaSeq
6000, BGISEQ DNBSEQ-T7, or HiSeqg X Ten machine. Complete sequencing
and library preparation information can be found by referencing the Dataset
ID in (Table 4.1). Individuals from the study cohorts CRC-SG1, KULS3,
and KUL5 had multi-regional samples from the same tumor and multi-site
samples from metastatic tissue and lymph nodes. Even though variation
in the multi-site samples could be considered intra-individual heterogeneity
rather than ITH, we kept them in the analysis to retain as many cancer cells
and as much heterogeneity as possible. The other two datasets GSE205506
and PRJINA932556 include some individuals that had treatment regiments
(anti-PD-1 and celecoxib). We excluded the following samples because we
did not identify any cancer cells: XHCO080-SI-GA-B11, XHC082-SI-GA-C1,
XHC127-SI-GA-F10, EXT129, EXTO051, and EXTO097.
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Table 4.1: A table detailing each dataset used in the study. The dataset column speci es
study cohorts (with footmarks for each associated EGA ID), Genome Expression Omniubus
ID (GSE pre x), or SRA project code (PRJINA pre x).

Dataset Cancer type(s) Individuals Samples Sequencing

CRC-SG1 Colorectal 15 77 HiSeq 4000
metastatic

KUL3? Colorectal 3 6 HiSeq 4000
metastatic

KUL53 Colorectal 6 18 NextSeq 500
metastatic NovaSeq 6000

GSE205506 Colorectal 19 27 NovaSeq 6000

DNBSEQ-T
PRJINA932556 Colorectal 6 6 HiSeq X Ten

Table 4.2: This table contains the summary statistics on each individual included in
the analysis. The clusters column refers to the number of unique cancer clusters, and F
is the ANOVA F-statistic used to measure heterogeneity in those clusters. The samples
column describes the number of samples each individual had for the analysis, and the MSI-
H and MSS cells column is the number of cell type for that individual. The MSS and
MSI-H columns refer to the number of microsatellite stable and microsatellite instability
high subclones for each individual. The original PCR/IHC MSI status for each individual

is included and was established in previous studies (Table 4.1). Any NA values represent
F-statistics that could not be calculated due to fewer than two clusters of cancer cells being
present.

Individual Clusters F Samples  MSI-H MSS MSS MSI-H PCR/IHC
cells cells

CRC2783 4 17.15 3 40 211 5 2 MSI-H

CRC2786 10 75.67 4 101 2182 36 4 MSS

CRC2787 2 1.62 2 4 121 5 1 MSS

CRC2794 6 10.23 4 3 939 28 1 MSS

CRC2795 6 8.17 4 0 367 7 0 MSS

Continued on next page

1EGAD00001008555
2EGAD00001008584
SEGAD00001008585
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Individual Clusters F Samples  MSI-H MSS MSS MSI-H PCR/IHC
cells cells

CRC2801 7 4.8 5 1 1019 7 0 MSS
CRC2803 8 16.04 4 5 619 19 1 MSS
CRC2810 3 1.68 4 1 155 0 MSS
CRC2811 8 19.63 4 1 1255 7 0 MSS
CRC2816 7 8.21 4 2 585 17 1 MSS
CRC2817 7 10.62 10 56 442 12 2 MSI-H
CRC2821 11 100.85 9 240 9698 41 1 MSS
CRC2829 9 10.04 2 0 1147 7 0 Unknown
CRC2841 8 93.35 11 5 1392 29 1 MSS
CRC2899 9 20.28 4 3 1444 28 1 MSS
P11 3 6.94 1 0 119 7 0 MSI-H
P12 3 3.02 1 11 92 3 1 MSI-H
P14 1 NA 1 1 20 7 0 MSI-H
P15 3 2.25 1 0 139 7 0 MSI-H
P17 1 NA 1 0 36 7 0 MSI-H
P18 10 30.89 1 58 1633 35 3 MSI-H
P19 2 1.3 1 0 41 7 0 MSI-H
P21 1 NA 1 3 27 1 1 MSI-H
P23 10 29.07 1 200 1785 39 8 MSI-H
P24 7 75.2 1 22 732 17 1 MSI-H
P25 7 34.94 2 13 630 16 1 MSI-H
P26 6 5.09 1 12 427 12 1 MSI-H
P27 5 11.26 2 4 385 10 1 MSI-H
P28 5 51.15 1 4 192 5 1 MSI-H
P29 5 10.99 1 3 380 12 1 MSI-H
P30 6 26.69 1 62 434 12 2 MSI-H
P31 10 18.71 2 149 1833 39 6 MSI-H
P32 7 19.41 2 3 370 13 1 MSI-H
P33 6 15.71 1 24 301 8 1 MSI-H
SC024 5 21.77 2 4 338 11 1 MSS
SC027 8 20.28 2 3 769 19 1 MSS
SC029 4 5.78 2 0 300 7 0 MSS
SC035 6 47.22 2 37 415 13 1 MSI-H
SC040 9 116.1 4 82 1067 23 3 MSS
SC041 5 10.01 2 32 279 13 1 MSS
SC042 3 31.24 2 0 141 7 0 Unknown
SC043 7 6.75 2 0 813 7 0 MSS
SCo044 8 31.9 3 58 412 9 2 MSI-H
23490337 1 NA 1 3 31 1 1 MSI-H
23490338 2 7.66 1 11 70 3 1 MSI-H
23490339 1 NA 1 0 18 7 0 MSI-H
23490340 4 27.42 1 24 190 5 1 MSI-H
23490341 3 48.02 1 14 74 3 1 MSI-H
23490342 1 NA 1 0 48 7 0 MSI-H
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4.4.2 Data processing

We aligned FASTQ les to the hg38 human reference genome and converted
them to a gene count matrix using the 10X Genomics Cell Ranger v7.2.0
software suite. From there all matrix les were processed following the Seurat
best practices tutorials. Brie y, Seurat objects were created and only genes
detected in a minimum of 3 cells were used for downstream analysis. We
further Itered out cells with fewer than 100 features, more than 3000 features,
and if a cell had more than 35 percent of all genes labeled as mitochondrial.
While we followed the Seurat best practices closely, the default settings aim
to maximize immune cell type identi cation and Itered out the majority of
cancer cells. The Iter settings described here were designed to maximize
the number of tumor cells retained while still removing cells that were poor-
quality or likely necrotic. These lIter settings, speci cally mitochondrial gene
percentage, are supported by a recent study which showed that too strict of
Iter settings removes viable cancer cells from single-cell sequencing data [322].
After lItering, all gene count matrices then were normalized using the
\LogNormalize" option with the scale setting set to 10,000. The 2,000 most
variable genes were found using the \vst" selection method and were used to
cluster together groups of cells with the \RunPCA" function. The rst 15
PCA dimensions were used to run the following functions: \FindNeighbors",
\FindClusters" (resolution set to 0.5), and \RunUMAP". If an individual had
multiple samples, they were integrated together by using the \IntegrateLay-
ers" function, with the method set to \CCAlIntegration" and \k.weight" set
to 50. Each integrated sample then underwent re-clustering with the settings
previously mentioned. The integration step after subsetting down to only
cancer cells used the same settings except the \FindClusters" resolution was
set to 0.8, and only the rst 10 principal components.

L(nttps://satijalab.org/seurat/)
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4.4.3 Cell classi cation and measuring ITH

After each sample is processed, all cells are classi ed as either cancer or nor-
mal and then MSI-H or MSS. These classi cation steps are built upon two
machine learning based programs trained on large pan-cancer datasets. The
rst, SCATOMIC [323], was used to distinguish tumor cells from normal ones,
and the second, MSisensor-RNA [259] determined MSI status. Both tools
were run with default settings, but to get an MSI score for each cell, we had
to transform the prebuilt MSisensor-RNA baseline le. This was done by
Itering both the count matrix and baseline to only include gene names com-
mon to both. The Itered baseline and count matrix les were then used to
get MSI scores for all cells within a sample. From there cells were classi ed
as MSI-H if they also were labeled as cancer by scATOMIC and if they had
an MSI-H score of 0.75 or more (75% probability the cell is MSI-H).

Levels of ITH were assessed with two methods. First, we measured ITH by
testing for di erences in mean MSI score between cancer cell clusters with a
one-way ANOVA test. The ANOVA F-statistic was used to describe levels of
heterogeneity in the biomarker, with a large value of the F-statistic indicating
greater heterogeneity in MSI. Secondly, we identi ed subclones within each
individual by comparing CNAs between MSI-H, MSS, and normal cells. This
was done by passing the relevant cell classi cation for each unique barcode
to InferCNV [324]. InferCNV was used with default settings except in the
case of one individual, CRC2821, which had many more cancer cells than the
other samples. We increased the \kin" setting from the default of 20 to 50
to take into account the larger dataset. Lastly, we ran di erential expression
using a Wilcoxon Rank Sum Test (the default for Seurat) between clusters of
cancer cells and between MSI-H and MSS cancer cells for each individual.

We veri ed how well our pipeline captured heterogeneity in MSI status by
mixing together randomly sampled tumor and normal cells in varying propor-
tions using a custom R script. We simulated varying levels of heterogeneity
by mixing the cells of one sample that had homogeneous MSI-H cancer cells
(GSM6213995 from individual P33) and one sample with homogeneous MSS
cancer cells (XHC118-SI-GA-F1 from individual CRC2811). In total, we had
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eleven di erent mixes, with the proportion of MSI-H cells ranging from 0 to 1
(in increments of 0.1) and the remainder being MSS (Table 4.3). The results
of these mixing experiments were replicated 100 times, except for the pure
MSS and MSI-H cases, for which all cancer cells were included (Table 4.4.

Although MSisensor-RNA has been shown to classify sScCRNA samples ac-
curately [259], we checked its ability to distinguish between MSI-H and MSS
samples in our datasets at the individual level. This was done by scoring indi-
viduals with MSIsensor-RNA using all available cells and again with just the
cancer cells. We used the \AggregateExpression" function in Seurat to create
the two di erent scenarios, and measured MSlsensor-RNA performance with
ROC-AUC using the MLeval and caret packages in R [277, 279].

4.4.4 Statistical analysis

All statistical analyses were carried out in R (R version 4.1%1and all plots
were created with ggplot2 [211]. Two statistical tests were performed as part
of our computational pipeline. The rst is a one-way ANOVA test that we
used to measure ITH by comparing the di erence in means between clusters
of cancer cells. This was done with the \aov" function and was followed with
Tukey's Honestly Signi cant Di erence test using the \TukeyHSD" function,
both of which are from the statspackage [325].

4.4.5 Code availability

A distributable version of the computational pipeline, SINGLE-MSI, used in
this study is available on GitHub®. We have written the entire work ow in
Snakemake to ensure reproducibility and scalability. All original results and
code used in this study as well as the R script used to mix together single-cell
sequencing samples are stored in another GitHub repositdry

2https:/iwww.R-project.org/
3https://github.com/harrison-anth/single_msi
“https://github.com/harrison-anth/single_msi_legacy
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4.5 Results

4.5.1 Computational pipeline distinguishes MSI-H and
MSS individuals and captures ITH

To determine whether MSlsensor-RNA could distinguish between MSI-H and
MSS individuals, we ran it on the aggregate expression of all cells and again
on only the cancer cells for each individual. As expected, MSI-H individuals
generally had higher MSI scores than MSS individuals, and MSlsensor-RNA
was able to broadly distinguish between the two groups (Figures 4.1A,B;
4.7A,B). These results were seen for both aggregated expression of all cells and
only cancer cells, but subsetting down to only cancer cells yielded lower MSI
scores. There were also disagreements between PCR/IHC MSI status and
MSlsensor-RNA score with several MSS individuals having relatively high
MSI scores and several MSI-H individuals having low MSI scores (Figure
4.1A,B).

Next, we simulated di erent levels of heterogeneity to determine how well
our pipeline captured ITH in MSI status. For this purpose, we simulated
di erent levels of heterogeneity, ranging progressively from pure MSS cells to
pure MSI-H cells by mixing together samples from two individuals comprised
of homogeneously MSI-H cancer cells and homogeneously MSS cancer cells
(Tables 4.3 { 4.4). As expected, the more homogeneous samples (MSS, mix
M1, mix M9 and MSI-H in Figure 4.1C) had low F-statistic values while
mixtures with more equal proportions of MSI-H and MSS cells (mixes M3-
M5 in Figure 4.1C) had high F-statistic values. Increasing the proportion
of MSI-H cells until mix M7 resulted in an overall reduction in the number
of MSS subclones identi ed (Figure 4.1D and Tables 4.3 { 4.4), and there
was one MSI-H subclone that was consistently detected after the proportion
of MSI-H cells was 0.1 (mixes M1-M9). Together, these results show that
the F-statistic is sensitive to ITH, and that the number of subclones can
be consistently identi ed across replicates, providing useful context to the
heterogeneity.



Chapter 4. Intratumoral heterogeneity in microsatellite instability 88

Figure 4.1: Box plots showing the distribution of (A) MSI score for individuals calculated
using the aggregate expression of all cells, and (B) MSI score for individuals calculated
using the aggregate expression of only cancer cells. Also shown are the mean values of (C)
the F-statistic and (D) the number of subclones for the di erent cell mixes shown on the
x-axes (with increasing proportions of MSI-H cells ranging from 0.1 in mix M1 to 0.9 in
mix M9). The error bars in (C) and (D) correspond to plus/minus twice the standard error
around the mean. The MSS and MSI-H samples in panels C and D are the obtained values
for all cells in those samples and do not represent an average.
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45.2 MSI-H and MSS individuals have evidence of ITH
in MSI status

In order to assess heterogeneity in MSI status, we rst calculated F-statistics
(see Materials and Methods) based on clusters of cancer cells and identi ed
subclones based on CNA patterns. We found that MSI-H and MSS individu-
als both had evidence of heterogeneity in MSI. In total, 15 of 49 individuals
showed evidence of divergence in MSI status between distinct clusters of can-
cer cells (F > 25; Table 4.2 and Figure 4.2). Several individuals had very
large estimates of heterogeneity based on F-statistics (75.20 to 116.10) with
most of these individuals being originally deemed to be MSS, and one origi-
nally deemed to be MSI-H from a PCR or IHC test. In contrast, the lowest
F-statistics (1.30 to 1.68) were found in MSI-H and MSS individuals, and the
ANOVA tests were not statistically signi cant in either case (P > 0.05; Ta-
ble 4.5). This was also seen in most other individuals with fewer than three
cancer cell clusters (Tables 4.2, 4.5).

In general, MSI-H and MSS individuals had similar distributions of F-
statistic values but with several outliers having large F-statistic values among
the MSS individuals (Figure 4.2A,B). Interestingly, nearly every individual in
the analysis had both MSI-H and MSS subclones, and a larger proportion of
MSS subclones (Figure 4.3 and Table 4.2). The exceptions were two individ-
uals who each had a subclone proportion of 0.5 (Figure 4.3B), but they had
very few cancer cells and too few cancer clusters to calculate an F-statistic for
comparison (Table 4.5). Those with the most MSI-H subclones, six and eight,
were originally determined to be MSI-H, but one MSS individual also had four
MSI-H subclones. Independent of MSI status, the distribution in number of
clusters across individuals was relatively even, and most individuals had two
or fewer samples used in the clustering process (Figure 4.2C,D).
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Figure 4.2: Box plots showing the distribution of (A) F-statistics grouped by PCR/IHC

MSI status, (B) the proportion of MSI-H to MSS cells grouped by PCR/IHC MSI status.
Also shown are histograms displaying the frequency of (C) the number of cancer cell clusters
and (D) the number of tumor samples for all individuals.
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Figure 4.3: Stacked bar plots of (A) the number of subclones for each individual in the
analysis and (B) the proportion of subclone types for each individual. Individuals that had
a PCR/IHC test result of MSS are indicated with an asterisk.
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Figure 4.4: UMAP plots for MSI-H individual P24 showing (A) tumor versus normal cell
classi cation, (B) MSI scores for each cell, (C) MSI scores for re-clustered cancer cells, and
(D) MSI score for aggregated pseudobulk expression of each cancer cell cluster.
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4.5.3 Single-cell level resolution of heterogeneity in one
MSI-H and one MSS individual

We selected two individuals (P24 and CRC2786) with relatively high F-
statistics and many MSI-H subclones to illustrate the heterogeneity in MSI
that is evident from scRNA data (Figures 4.4 { 4.5). The MSI-H individual,
P24, had good overlap in cells classi ed as cancer with scATOMIC (Figure
4.4A) and those with high MSI scores determined by MSisensor-RNA (Figure
4.4B). The re-clustered cancer cells appear to cluster by MSI score; notably,
clusters two and three (Figure 4.4C). Those larger di erences in the clus-
ters were also seen in the pseudobulk analysis of the re-clustered cancer cells
(4.4D). The MSS individual, CRC2786, also had good overlap between the
cells determined to be cancerous and those with a high MSI score; however,
there was less separation of cancer and normal cells in this individual (Figure
4.5A,B). Similarly, in the re-clustered cancer cells, cells with higher and lower
MSI scores were somewhat more intermingled than for the MSI-H individual,
although clusters three and four seem to be predominantly MSS and MSI-
H, respectively (Figure 4.5C). This result is recapitulated in the pseudobulk
analysis with cluster three showing a low MSI score and cluster four a much
higher one (Figure 4.5D).

4.5.4 Signi cant di erences in MSI score and gene ex-
pression between clusters of cancer cells

We examined MSI and ITH in CRC2786 and P24 further by assessing dif-
ferences between clusters of cancer cells. We found both individuals to have
many clusters with signi cantly di erent MSI scores (Figure 4.6), and sev-
eral genes showed di erences in expression between clusters and between cells
identi ed as MSI-H and MSS (Figures 4.8 { 4.9). Both individuals had clus-
ters with high and low MSI scores (Figure 4.6A,B). These di erences were
found to be statistically signi cant (P < 0.05 using a Tukey HSD test; Tables

?? {4.7). We found that 35 cluster pairs for CRC2786 had signi cantly di er-

ent MSI scores and 17 cluster pairs for P24 (Figure 4.6C,D) were signi cantly
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