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A B S T R A C T

Edge analytics refers to the application of data analytics and Machine Learning (ML)
algorithms on IoT devices. The concept of edge analytics is gaining popularity due to its
ability to perform AI-based analytics at the device level, enabling autonomous decision-
making without depending on the cloud. However, the majority of Internet of Things (IoT)
devices are embedded systems (hardware) with a low-cost microcontroller unit (MCU) or
a small CPU as its brain, which often are incapable of handling complex ML algorithms.
This thesis aims to improve the intelligence of such resource-constrained IoT devices by
providing novel algorithms, frameworks, strategies to: create self-learning ML-based IoT
devices; efficiently deploy and execute a range of Neural Networks (NNs) and also non-
NN ML algorithms on IoT devices; enable practicing communication efficient distributed
ML using IoT devices.

The memory footprint (SRAM, Flash, and EEPROM) of MCU-based devices is often
very limited, restricting onboard ML model training for large trainsets with high feature di-
mensions. To cope with memory issues, the current edge analytics approaches train high-
quality ML models on the cloud GPUs (uses large volume historical data), then deploy
the deep optimized version of the resultant models on edge devices for inference. Such
approaches are inefficient in concept drift situations where the data generated at the de-
vice level vary frequently, and trained models are clueless on how to behave if previously
unseen data arrives. The First Contribution of this thesis aims to solve this challenge. We
provide Train++ Algorithm and ML-MCU Framework, that trains ML models locally at
the device level (on MCUs and small CPUs) using the full n-samples of high-dimensional
data. Train++ and ML-MCU transforms even the most resource-constrained MCU-based
IoT edge devices into intelligent devices that can locally build their own knowledge base
on-the-fly using the live data, thus creating smart self-learning and autonomous problem-
solving devices. As a part of the first contribution, to perform online machine learning
(OL) in non-ideal real-world settings, we designed Imbal-OL, an OL plugin that under-
stands the supplied data stream and balances the class size before sending it for learning
using our Train++, ML-MCU, or others.

The hardware resource of IoT devices are orders of magnitude less than the resources
required for the standalone execution of a large, high-quality NN. Currently, to alleviate
various critical issues caused by the poor hardware specifications of IoT devices, before
deployment the NNs are optimized using various methods such as pruning, quantiza-
tion, sparsification, model architecture tuning, etc. Even after applying state-of-the-art
optimization methods, there are numerous cases where the models after deep compres-
sion/optimization still exceed a device’s memory capacity by a margin of just a few bytes,
and users cannot optimize further since the model is already compressed to its maxi-
mum. The Second Contribution of this thesis aims to solve this challenge. We propose
an approach for the efficient execution of already deeply compressed, large NNs on tiny
IoT devices. After optimizing NNs using state-of-the-art deep model compression meth-
ods, when the resultant models are executed by MCUs or small CPUs using the model
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execution sequence produced by our approach, higher levels of conserved SRAM can
be achieved. As a part of the second contribution, we provide an SRAM-optimized ML
classifier (non-NN) porting, stitching, and efficient deployment approach. The proposed
method enables large classifiers to be comfortably executed on MCU-based IoT devices
and perform ultra-fast classifications while consuming 0 bytes of SRAM.

Training a problem-solving ML model using large datasets is computationally expen-
sive and requires a scalable distributed training platform to complete training within a
reasonable time frame. In this scenario, communicating model updates among work-
ers has always been a bottleneck. The magnitude of impact on the quality of resultant
models is higher when distributed training on low hardware specification devices and in
uncertain real-world IoT networks where congestion, latency, bandwidth issues are com-
mon. The Third Contribution of this thesis aims to solve this challenge. We provide
Globe2Train (G2T), a framework with two components named G2T-Cloud (G2T-C) and
G2T-Device (G2T-D) that can efficiently connect together multiple IoT devices and collec-
tively train to produce the target ML models at very high speeds. The G2T framework
components jointly eliminate staleness and improve training scalability and speed by tolerating
the real-world network uncertainties and by reducing the communication-to-computation
ratio. As a part of the third contribution, we provide ElastiQuant, an elastic quantization
strategy that aims to further reduce the impact caused by limitations in distributed IoT
training scenarios.
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1 I N T R O D U C T I O N

The majority of IoT edge devices like smart plugs, Heating Ventilation Air Conditioning

(HVAC) controllers, thermostats, etc., are powered by MCUs and small CPUs that are

resource-constrained [145, 113]. In such MCU-based edge devices, �rstly, the memory

footprint (SRAM, FLASH, and EEPROM) is limited to a few MB. Next, the computation

core (commonly a single ARM Cortex-M CPU) only runs up to a few hundred MHz,

resulting in low operations per second. Next is the absence of native �lesystem support.

Finally, there is the issue of its inability to perform parallel processing due to the absence

of multiple execution units. These constraints on MCUs restrict the execution of any

ML-based tasks on MCU-based edge devices [42]. Still, for decades, the hardware of IoT

devices are designed using such resource-constrained MCUs because; (i) MCUs are tiny in

form factor as its memory units (Flash, SRAM) and processor unit are contained in a single

chip; (ii) MCUs are highly power-ef�cient and cheaper than the standard laptop CPUs

and mobile phone processors. For example, the Arduino Nano is an 8-bit ATmega 328

MCU with a 16 MHz clock, 2 kB of SRAM, 32 kB of ISP �ash memory. Similarly, the

NUCLEO-F303K8 is a 32-bit ARM Cortex-M 4 MCU with a 72 MHz clock and 64 kB of

�ash memory [ 141, 111]. These two MCU-boards are popular examples of hardware that

are widely used to design IoT devices, and billions of similar speci�cation hardware-based

IoT devices have already been deployed in the world [ 66, 114].

This thesis presents our scienti�c contributions that aim to improve the intelligence

of resource-constrained IoT edge devices. In nutshell, our contributions enable: (i) ML

model training on MCUs and small CPUs based IoT devices; (ii) Ef�cient deployment and

execution of ML algorithms on resource-constrained IoT devices; (iii) Communication

ef�cient distributed ML using IoT devices.

Chapter Outline. Section 1.1 present the background. Section 1.2 to Section 1.4 present

the research challenges and research objectives. Section1.5 present the main contributions.

Section 1.6 present the complete list of publications. Section 1.7 present the thesis outline.

1.1 background

Table 8.1 presents an overview of approaches and hardware centered around the devel-

opment of ML-powered IoT devices/products. It can be broadly divided into three cate-

gories, which is presented in the following.
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Figure 1.1: Few popular MCU-based hardware that can be used to design IoT devices.

1.1.1 Machine Learning on Microcontrollers

The efforts belonging to this category focus on optimizing ML models to enable their

execution on MCU boards shown in Figure 1.1. Here, the overall objective is to reduce the

model size and execution latency while aiming to maintain acceptable levels of accuracy.

The MCU hardware platform has recently become an attractive target to run models

due to TensorFlow Micro [ 157] and MCU-targetted optimized kernels from CMSIS [ 74]. In

this domain of enabling intelligence on resource-constrained devices, the authors in [ 73]

have implemented a tree-based algorithm, called Bonsai, for ef�cient prediction on IoT

devices. High accuracy predictions were obtained in milliseconds even on slow MCUs

and were able to �t in a kB of memory. Similarly, ProtoNN, a k-Nearest Neighbor (KNN)

inspired algorithm with several orders of lower storage and prediction complexity was

proposed in [ 42] to address the problem of real-time and accurate prediction on resource-

scarce devices. Both [74] and [42] are tailored prediction algorithms that can �t in resource-

scarce devices and show superior performance. Such techniques are lightweight and show

low execution latency, making them well-suited for of�ine analytics. However, the design

�ow used by then cannot be applied for NNs. In the remainder of this section, we present

NN optimization techniques.

In the domain of NN optimization, various techniques are applied to enable the de-

ployment of NNs on IoT devices. For instance, Model designtechniques emphasize on

designing models with a reduced number of parameters without compromising accu-

racy, thereby enabling it to �t and execute within the available IoT device memory [ 18].

Also, Model compressiontechniques such as quantization [21] and pruning [ 18] can be used.

Where quantization takes out the expensive �oating-point operations by reducing it to a

Q-bit �xed-point number, and pruning removes the unnecessary connections between the

model layers. Google's TensorFlow Hub offers pre-trained and optimized versions of pop-

ular models such as Inception, Xception, MobileNets, Tiny-YOLO, ResNet, Ef�cientNet,

etc. that can identify hundreds of classes of objects, including people and animals. For

example, in [138], the Mobilenet-SSD is used to enable their camera-based Alexa smart

speaker prototype to detect and identify objects in the room (Alexa custom skill), and

in [ 137] a Deep Neural Network based biometric authentication was used to address the

cybersecurity risks by smart speaker users. Such pre-optimized models can be readily
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loaded only on better-resourced IoT devices like Raspberry Pis, Coral boards, Jetson Nano,

etc., not on resource-constrained MCUs, small CPUs, which lack even the basic �le-system

support.

1.1.2 Cloud-based Software as a Service (SaaS)

This approach leverages cloud-based services. Various cloud vendors (Such as Amazon,

Google, Microsoft) have developed ML-based analytics platforms. A typical approach is

where IoT devices transmits data streams over the network to a cloud-based platform,

where all the processing takes place and analytics results are sent back to the IoT device.

For example, previous works [ 105, 65] presents an implementation design that uses

AWS as a base technology. AWS Rekognition service lets developers develop several NN-

based computer vision capabilities on top of scalable and reliable Amazon infrastructure.

Rekognition offers services, which can be divided into two categories: First, the developer

can leverage pre-trained algorithms (prepared by Amazon) to identify objects, people,

text, scenes, and activities in videos, as well as detect any inappropriate content. Second,

Rekognition Custom labels enable the developers to build use case speci�c NN-based

video analytics capabilities to detect unique objects and scenes.

1.1.3 Arti�cial Intelligence of Things (AIoT) Hardware

While the model compression/shrinking techniques can help NN models to run on IoT

devices, it is still a challenge to deploy dense NN models on MCUs and obtain real-time

inference results. To address this challenge, the NN workloads are of�oaded from an

IoT device to powerful edge accelerators/co-processors. In such a scenario, an IoT device

re-directs the data stream to accelerator hardware, where it processes the data and sends

back the corresponding inference results. In today's IoT hardware market, there is a new

category of IoT edge hardware emerging named Arti�cial Intelligence of Things (AIoT)

devices, which can be divided into two categories, as mentioned below:

AI Accelerators and Dedicated GPU Boards. The winning model of the ImageNet chal-

lenge showed 11.8% improvements in classi�cation accuracy. i.e., from 84.7% in 2012

(winner AlexNet) to 96.5% in 2015 (winner ResNet-152). Such exceptional accuracy im-

provement comes with high computational complexity. For instance, 1.4 GOPS (Giga Op-

erations Per Second) is required by AlexNet, while ResNet-152 consumes 22.6 GOPS for

the same task of processing a single224× 224image. In our resource-constrained scenario,

such high demand for hardware resources is prohibitive. Next is energy consumption. For

instance, just for DRAM accesses, running a 1-billion connection NN at 30Hz would ap-

proximately require 30 Hz × 1 G × 640 pJ = 19.2 W, which is again prohibitive in our

case. For such challenges, custom hardware accelerators [34, 35] (tailored design based

on the computation pattern of the use-case model) are available speci�cally to of�oad the

NN workload to achieve higher ef�ciency than GPUs. These designs reduce the memory

access expense, and second memory transfer and data movement are optimized. Such

accelerators treat the models as black boxes.
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Figure 1.2: Few popular camera-based AIoT hardware that can be used to design IoT devices.

For generic design and development scenarios, to speed up inference or on-device

training during online learning scenarios, hardware manufacturers have developed low

power and cost GPU plugins to improve parallel processing performance. For instance,

Intel's Movidius Neural Compute Stick (NCS) and Google's Coral Tensor Processing Unit

(TPU) USB accelerator are some of the co-processors that can be plugged into the USB

port of edge device like Raspberry Pis, BeagleBones, etc. to accelerate machine vision

tasks such as, drone-based3D mapping, contextual awareness, crowd counting, checking

compliance of the use of face masks, etc. There are times when CPU-based devices with

co-processors/accelerators may not be enough for running ML models. To address this is-

sue, hardware manufacturers offer GPU-based dedicated development boards, which tend

to have better ML framework compatibility and NN execution performance. NVIDIA's Jet-

son Nano and Google Coral development board are popular examples.

Resource-Constrained Embedded Systems. The devices belonging to this category are

embedded systems designed using a variety of low hardware speci�cation chipsets, which

are usually MCUs and small CPUs [ 140]. The nRF52840Adafruit Feather, STM 32f103c8

Blue Pill, ATSAMD 21G18Adafruit METRO, etc., are the embedded boards that are widely

used during the design phase of IoT devices, and billions of similar speci�cation hardware-

based devices have already been deployed in the world (e.g., smart bulbs, smart plugs,

HVAC controllers). There is another set of better-resourced IoT hardware named AIoT

boards. The hardware shown in Figure 1.2 are popular AIoT boards that are purpose-

built to deliver high performance in a small physical and power footprint, enabling users

to deploy high-accuracy AI at the edge. The traditional small CPUs and MCUs based IoT

hardware from the price category of AIoT boards does not have a camera module and

also lack inbuilt hardware accelerators such as APU (Accelerated Processing Unit), KPU

(convolution operation accelerator), FPU (Floating-point accelerator), and FFT (Fourier

transform accelerator). The competitive price range and its AI-friendly hardware speci�-

cation make it a suitable choice to program and use as privacy-preserving of�ine analytics

performing edge device.

The similar type of hardware shown in Figure 1.1 and Figure 1.2 will be used through-

out this thesis. These boards are � 10× cheaper, � 3× smaller, and � 12 x less power-

consuming than the AI accelerators and dedicated edge GPU boards mentioned in the
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previous section. This is because such boards are powered by single-chip processors that

are very cheap (few $), tiny ( � 1 cm2 ), and highly energy-ef�cient ( � 1 mW).

1.2 ml algorithms training on resource-constrained

iot devices

1.2.1 Creating ML-based Self-Learning IoT Devices

During the past few years, ML models have been used as the principal approach to solve

a variety of real-world problems across domains such as machine translation, voice lo-

calization, handwriting recognition, computer vision, etc. Such models exhibit superior

performance only when they are trained using a massive, high-quality dataset with data

�elds containing a variety of patterns.

Challenge I. In the real-world, every new scene generates a fresh, unseen data pattern.

When the model deployed in edge devices sees such fresh patterns which were not ex-

posed during training, it will either not know how to react to that speci�c scenario, or

lead to false or less accurate results. Also, a model trained using data from one context

will not produce the expected results when deployed in another context, and it is not fea-

sible to train multiple models for multiple environments and contexts. Hence, a solution

is needed to enable edge devices to continuously improve themselves, by learning from

the fresh real-world data patterns they see after their deployment.

Nowadays, to achieve high inference accuracy, edge devices log unseen data in the

cloud via the internet. Using this logged data, the initial model is re-trained and up-

graded in data centers and then sent to the edge device as an over-the-air (OTA) update.

When employing such an online approach, �rstly, the cost of edge devices increases due

to wireless module addition, while also increasing the cyber-security risks and power

consumption. Expensive edge devices are also prone to security issues such as theft or

vandalism. Finally, such online devices are not self-contained ubiquitous systems and de-

pend on the internet and cloud services to perform re-training and also inferences. Hence,

the solution that enables continuous learning edge devices has to follow an of�ine learning

approach.

Objective I. To design resource-friendly training algorithms that can enable the onboard

training of high-performance ML models on commodity MCUs, without the need for any

cloud-based ML training services. When MCU-based IoT devices (tiny embedded sys-

tems) are equipped with the designed algorithms, they should get transformed into intel-

ligent devices that can self-learn (locally re-train themselves) using large volume, high di-

mensional, real-time data. Thus, even the resource-constrained tiny IoT hardware should

be capable of self-learning to perform analytics for any target IoT use cases.

1.2.2 Processing Real-world IoT Streams before Self-Learning on IoT Devices

The top-quality NN models that solve a range of complex tasks are typically trained at

data centers by performing multiple passes over labeled historic datasets collected for
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decades. The knowledge gathered by ubiquitous devices in IoT is a vastly different story

as, over the service span of devices, they perceive a data stream of unlabeled, temporally

correlated observations and rarely revisit the same data multiple times [ 104]. Learning

new knowledge needs to occur in the real world after deployment, rather than training

at the data center then inference at the edge. So, to enable on-the-�y knowledge gain-

ing, the trend in IoT is moving towards Online Machine Learning (OL), where the last

few network layers are continuously re-trained/updated at the edge level. In this con-

text, non NN based TinyML algorithms also exist for on-device continual learning after

deployment [ 112]. In OL settings, NNs perform poorly when fed with streams containing

non-stationary data distribution. Also, when learning to solve a sequence of distinct tasks,

NNs learn from the data streams of the current task but forget previously learned ones

[81] - this phenomenon is catastrophic forgetting.

Challenge II. In OL methods, there exists a gap as the majority of studies [ 14, 112] do

not consider the data balance both in terms of sizes of the tasks to learn and the classes

contained in each task. Moreover, the data streams used for training are assumed to be

well-balanced. In contrast, the devices that aim to improve their intelligence during their

service time need to learn from signi�cantly imbalanced data streams with no boundaries

and task identi�ers/allocators.

Objective II. To perform OL in non-ideal real-world settings, an OL plugin need to be

designed, that understands the supplied data stream and balances the class size before

sending it for learning. This plugin should not require prior knowledge about the incom-

ing stream and its data distribution. Also the implementation of the proposed plugin

should span only a few lines in C++ code, enabling its deployment on billions of tiny

devices in IoT. When practicing on device OL using this plugin, it should not impair the

service life of devices by draining their battery nor causing memory SRAM over�ows.

1.3 efficient deployment and execution of machine

learning on iot devices

1.3.1 Neural Networks on IoT Devices

Standalone execution of problem-solving AI on IoT devices produces a higher level of

autonomy and also provides a great opportunity to avoid transmitting data collected by

the devices to the cloud for inference. However, at the core of a problem-solving AI

is usually a Neural Network (NN) with complex and large architecture that demands a

higher order of computational power and memory than what is available on most IoT

edge devices.

The IoT devices are tiny in form factor (because FLASH, SRAM, and processor are con-

tained in a single chip), magnitude power-ef�cient, and cheapest than the standard laptop

CPUs and mobile phone processors. During the design phase of IoT devices, in order to

conserve energy and to maintain high instruction execution speeds, no secondary/back-

ing memory is added. For example, adding a high-capacity SD card or EEPROM can

enable storing large models even without compression. But such an approach will highly
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affect the model execution speed since the memory outside the chipset is slow and also

requires � 100x more energy to read the thousands of outside-located model parameters.

Challenge III. The memory footprint (SRAM, Flash, and EEPROM) and computation

power (clock speed and processor speci�cation) of IoT devices are orders of magnitude less

than the resources required for the standalone execution of a large, high-quality Neural

Networks. Currently, to alleviate various critical issues caused by the poor hardware speci-

�cations of IoT devices, before deployment the NNs are optimized using various methods

such as pruning, quantization, sparsi�cation, model architecture tuning, etc. Even after

applying state-of-the-art optimization methods, there are numerous cases where the mod-

els after deep compression/optimization still exceed a device's memory capacity by a

margin of just a few bytes, and users cannot optimize further since the model is already

compressed to its maximum. In such scenarios, the users either have to change the model

architecture and re-train to produce a smaller model (wasting GPU-days and electricity),

or upgrade the device hardware (for a higher cost).

Objective III. An approach needs to be designed to ef�ciently execute (with reduced

SRAM usage) deeply optimized (maximally compressed) NNs on resource-constrained

IoT hardware. The proposed approach should: (i) Enable executing large-high-quality

models on their IoT devices/products without needing to upgrade the hardware or alter

the model architecture and re-train to produce a smaller model; (ii) Enable devices to

control real-world applications by making timely predictions/decisions; (iii) Enable de-

vices to perform high accuracy of�ine analytics without affecting the operating time of

battery-powered devices.

1.3.2 ML Classi�ers on IoT Devices

During the design phase of IoT devices, to conserve energy and to maintain high instruc-

tion execution speeds, no secondary/backing memory is added. For example, adding a

high-capacity SD card or EEPROM can enable storing large Decision Trees (DT) and Ran-

dom Forest (RF) models even without optimization. But such an approach will highly

affect the model execution speed since the memory outside the chipset is slow. It also

requires � 100x more energy to read the thousands of outside located model parameters.

Due to this un-addressable memory constraint, the vast majority of MCU-powered IoT

edge devices use simpli�ed versions of DTs and RFs to solve ranking, regression, and

classi�cation problems of�ine at the device level. Currently, edge devices cannot han-

dle complex tree-based ML models with a large number of tree nodes because they are

resource-intensive and often cannot �t within the memory of MCUs, resulting in memory

over�ow issues.

Challenge IV. Any increase in training samples increases the model size and inference

complexity of the widely used stable scikit-learn classi�ers [ 129, 130]. Multiple studies

[46, 76] have shown that tree-based algorithms can only be deployed on embedded sensor

systems or tiny IoT devices after reducing inference complexity and model size. To com-

fortably �t within the speci�c hardware architecture, either the DTs and RFs are pruned

[100, 72], or node parameters in the DTs are shared using a directed acyclic graph [125].

Sometimes users design sparse and shallow tree learners that only require a few kBs of
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memory [ 73] to keep a low memory footprint. Such methods of learning shallow trees or

aggressive pruning to �t within a few kBs often led to degradation in accuracy. This is

due to the approximation of non-linear and complex decision boundaries using a small

number of axis-aligned hyperplanes. Other studies [ 8] have proposed optimization meth-

ods, where the models are trained in high resource setups, then a multi-stage MCU-aware

optimization (tailored) is performed before deployment.

Objective IV. In contrast to the above approaches, an SRAM optimized approach needs

to be designed to perform ML classi�er porting, stitching, and ef�cient execution. The

proposed approach should not reduce the ML algorithm complexity since doing so re-

sults in highly engineered models that need special consideration and optimization for

different datasets and IoT scenarios, which is not practically feasible. When researchers

and developers apply this approach to port and execute any use-case ML models on their

IoT devices/products they should be able to deploy and execute large problem-solving

ML classi�ers on low-cost, low-power MCU-based IoT devices that have only a few kB of

SRAM. Also, make even the small MCUs perform ultra-fast classi�cations.

1.4 distributed machine learning using iot devices

1.4.1 Distributed, Global, Deep Learning using IoT Devices

Nowadays, IoT datasets are being published at an explosive rate since the modern ML li-

braries, tools, and frameworks enabled deep compression plus deployment of autonomous

data collection plus data annotation algorithms on IoT devices [ 160, 108]. To train ML

models in a reasonable time using large-high-quality datasets gathered over decades, the

generally practiced approach of loading datasets and training a model within a GPU clus-

ter or a data center is traditional, slow and might consume days or even weeks for the

model to converge. Hence, there is a need for a scalable distributed training system that

ef�ciently harnesses the hardware resource of millions of idle resource-constrained IoT

devices without disturbing their routine and collectively train to produce the target ML

models at very high speeds.

Challenge V. The global training scenarios/setups can be impacted by the following fac-

tors:

Network Uncertainties: Congestion and Latency Variance. The access links that connect

IoT devices to the parameter server show uncertainties such as network unavailability,

time-varying connectivity, etc. For instance, consider the use of SSGD during a distributed

training process, where only one gradient transmission occurs in one iteration. This as-

pect can worsen with an increase in the number of transmissions and if the previously

sent gradients arrive late along with recent gradients (due to network congestion). The

second expected issue is the large variance in latency, which is common in real-world IoT

networks. While we can aim to maintain a low average latency by choosing and involving

only IoT devices with a stable internet connection, changes in device network connectivity

due to mobility (e.g., when the IoT device is placed in a car) can cause variable latency.
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Staleness Effect. Most popular distributed model training algorithms adopt non syn-

chronous execution for alleviating the network communication bottleneck that produces

staleparameters. i.e., the model parameters arrive late, not re�ect the latest updates. Stale-

ness slows down convergence and also degrades model performance. Despite the notable

contributions [ 88, 96] in the large-scale ML domain, the effects of staleness during train-

ing does not lead to a �rm conclusion [ 24] because it is practically not feasible to monitor

and control staleness in the current complex distributed environments containing hetero-

geneous devices with varying network landscapes.

In [ 144], we presented in detail the other bottlenecks and challenges such as expensive

dataset loading I/O, high FLOPs consumption, variable model training, and convergence

speed, etc.

Objective V. Design a framework for training ML models on idle IoT devices, millions

of which exist across the globe. Then propose a cloud-level and a device-level frame-

work component that can improve distributed training scalability, speed while reducing

communication frequency and tolerating network latency. The device-level component

should signi�cantly compress gradients/parameters during distributed training. Similarly

the cloud-level component should be capable to decompose a high resource-demanding

problem (can run only on GPU clusters/servers with TensorFlow, PyTorch) into multiple

resource-friendly tiny parts that can distributedly execute on numerous idle IoT devices

across the globe.

1.4.2 Communication E�cient Distributed Machine Learning in IoT

Scalable distributed training on K devices, using parallel SGD signi�cantly reduces con-

vergence time and computational costs, but the communication costs to transmit and

synchronize large model updates swiftly increase as K grows - thwarting the expected

bene�ts of reducing computational costs. In reality, with data and computation resources

globally distributed, communication time consumed to share stochastic gradients is the

major performance bottleneck [ 144] - to reduce which gradient quantization is used to

transmit fewer communication bits per training iteration.

Challenge VI. Standard approaches [122, 181, 174, 167, 168, 26] achieve compression lev-

els by quantizing devices learned parameters to a uniform grid (from 2-bit to 16-bit) using

randomized, lossy, or other methods that do not provide comprehensive assurances. We

created a real-world distributed training setup using K wirelessly interconnected edge

GPUs. Here, when empirically evaluating the popular QSGD scheme [ 3], there was a

substantial amount of quantization-induced variance, making the practical performance

far from that of the original SGD and QSGD-V (an improved QSGD variant). Although

QSGD-V has a stronger empirical performance, it cannot establish theoretical guarantees

in the case when there is a need to vary the number of bits transmitted - an essential fea-

ture when few of the K devices are in bandwidth-constrained IoT networks. So, naturally,

there is a requirement of a strategy with distributed training performance close to SGD,

and strong empirical performance as QSGD-V, along with the capability to adaptively

alter the number of quantization levels.
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Objective VI. Design a strategy compatible with heterogeneous IoT hardware to improve

communication ef�ciency during distributed learning in IoT that can: (i) Improve solu-

tion quality of the resultant ML models by achieving lower loss and better accuracy; (ii)

Increase training scalability and speedup by reducing communication volume; (iii) Re-

duce quantization induced variance; (iv) Improve on-the-�y communication ef�ciency by

allowing re-usage of parameters from full-precision schemes with only slight tuning; (v)

Introduce robustness to system variability, which is vital to scaling distributed learning

on ubiquitous resource-limited nodes in low bandwidth IoT networks.

1.5 main contributions

This Section summarizes the main contributions of this thesis - the contributions that ful�ll

the Objective I to Objective VI in terms of Paper I to Paper VII.

1.5.1 Contribution I - ML Training on IoT Devices (Paper I to Paper III)

To ful�ll Objective I, we provide Train++ Algorithm and ML-MCU Framework. To ful�ll

Objective II, we provide Imbal-OL Algorithm. The contributions of our three studies are

summarized in the upcoming subsections.

Train++ Algorithm - Paper I

To enable training ML models of�ine on edge MCUs without upper bounds, we designed

the Train++ algorithm to possess both resource-friendly and incremental ML model train-

ing characteristics. For each new data input, Train++ predicts an output, which is a yes/no

decision much similar to the binary classi�cation. After prediction, we show the correct

outcome/labels, so the algorithm modi�es its classi�er, aiming to obtain accurate predic-

tions on the upcoming rounds. We solve a constrained optimization problem to perform

this classi�er modi�cation while also making the updated classi�er stay very close to the

current classi�er version so as to retain the information learned in previous rounds. When

Train++ is deployed on devices, it reads the live data, learns from it using the incremental

method, then discards it, thus saving the memory required to store training data. The

main contributions can be summarized as follows:

� ML Model Training on Commodity MCUs. To the best of our knowledge, the work

presented in Train++ paper is one of the few recent novel approaches enabling high-

performance binary classi�er ML model training on MCUs. We provide Train++

algorithm and open-sourced its C++ implementation 1, using which users can train

binary classi�ers on MCUs using a large volume of high dimensional real-time IoT

use-case data. We provideTrain++ Pipelineto show users how the core Train++ algo-

rithm can be used to produce self-learning devices capable of learning to perform

analytics for any target IoT use cases.

� Validation Study and Evaluation Results. We extensively evaluate Train++ by load-

ing its C++ implementation on 5 different MCUs and making it perform onboard

1 Train++ code: https://github.com/bharathsudharsan/Train _plus _plus
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ML model training and inference using 7 datasets that have various train set sizes

and feature dimensions. A few of the exciting �ndings when analyzing the evalu-

ation results are: (i) Train++ is compatible with various MCU boards and multiple

datasets; (ii) It can load, train, and infer using high features and large-size datasets

even on MCU boards with only a few hundred kBs of memory; (iii) The models

trained on MCUs using Train++ show accuracy close to those of Python scikit-learn

trained classi�ers on high-resource CPUs; (iv) For few datasets, MCUs trained faster

than CPUs due to the high-performance characteristics of Train++, its algorithmic

simplicity (implementation less than 100 lines), and independence of third-party li-

braries; (v) Across various MCUs, Train++ consumed � 34000- 65000x times less

energy to train and consumed � 34 - 66x times less energy for unit inference.

ML-MCU Framework - Paper II

To enable MCU-based IoT edge devices to self learn/train (of�ine) after their deployment,

without restrictions, using the full n-samplesof live IoT use-case data, we provide ML-

MCU and open-sourced its implementation 2. To the best of our knowledge, ML-MCU is

one of the few recent novel approaches enabling a multi-class ML model's training tasks

on MCUs. The main contributions can be summarized as follows:

� Optimized-Stochastic Gradient Descent (Opt-SGD). We provide an algorithm named

Opt-SGDas a part of the ML-MCU Framework to enable high performance, resource-

friendly binary classi�ers training on edge MCUs. Opt-SGD method combines ben-

e�ts from both Gradient Descent (GD) and Stochastic Gradient Descent (SGD) thus,

inheriting the stability of GD while retaining the work-ef�ciency of SGD.

� Optimized One-Versus-One (Opt-OVO). We provide an algorithm named Opt-

OVO as a part of the ML-MCU . To the best of our knowledge, this is the �rst

novel algorithm to enable multi-class classi�ers training on MCUs. The Opt-OVO

achieves reduced computation by identifying and removing base classi�ers that lack

signi�cant contributions to the overall multi-class classi�cation result. For further

ef�ciency improvement, we use Opt-SGD method inside Opt-OVO for training the

B number of base learners that decompose one multi-class problem into multiple

binary problems. We also provide the �exibility for users to replace our Opt-SGD

method with a base learner method of their choice, i.e., SVM, LDA, etc.

� We designed both the algorithms to be capable of training classi�ers incrementally,

thus enabling edge devices to self-learn utilizing the full n-samplesof high-dimensional

IoT use case data. When updating/re-training the existing model with a new set of

data, our algorithms do not require the previous training data because it is capable

of updating the former version model without erasing the information it learned

from the previous datasets.

Imbal-OL Algorithm - Paper III

To perform OL in non-ideal real-world settings, we designed Imbal-OL, an OL plugin that

understands the supplied data stream and balances the class size before sending it for

learning. The main contributions can be summarized as follows:

2 ML-MCU code: https://github.com/bharathsudharsan/ML-MCU
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� Imbal-OL does not require prior knowledge about the incoming stream and its data

distribution. The Imbal-OL design highlight is its practicality as its implementation

spans only a few lines in C++ code, enabling its deployment on billions of tiny

devices in IoT. When practicing on device OL using Imbal-OL as a plugin, it aims to

not impair the service life of devices by draining their battery nor causing memory

SRAM over�ows.

� We also designed a generalized design �ow with two-element loss to show the de-

velopers how Imbal-OL can be used in action during OL. Imbal-OL produced better

quality models than the state-of-the-art as it shows unique characteristics when deal-

ing with underrepresented classes, performing sampling, utilizing memory, and re-

playing data samples when learning. Imbal-OL is compatible with popular studies

in the online machine learning domain [ 14, 112], including our Train++ Algorithm,

ML-MCU Framework, and Edge2Train Framework.

1.5.2 Contribution II - E�cient ML Execution on IoT Devices (Paper IV and Paper V)

To ful�ll Objective III, we provide SRAM conserving ef�cient neural networks execution ap-

proach. To ful�ll Objective IV, we provide SRAM optimized approach for constant memory con-

sumption and ultra-fast execution of ML classi�ers. The contributions of both our approaches

are summarized in the upcoming subsections.

SRAM Conserving E�cient Neural Networks Execution Approach - Paper IV

We propose an ef�cient model execution approach to execute the deep compressed NNs.

Our approach can comfortably accommodate a more complex/larger model on the tiny

IoT devices which were unable to accommodate the same NNs without using our ap-

proach. The main contributions can be summarized as follows:

� Our proposed approach shows high model execution ef�ciency since it can reduce

the peak SRAM usage of a NN by making the onboard inference procedure follow

a speci�c model execution sequence. Our approach is applicable to various NN

architectures, and models trained using any datasets. Thus, users can apply it to

make their IoT devices/products ef�ciently execute NNs that were designed and

trained to solve problems in their use-case. We also implemented and made our

approach freely available online.

� When the NNs optimized using state-of-the-art deep compression sequences exceed

the device's memory capacity just by a few bytes margin, the users cannot addition-

ally apply any optimization approach since the model might be already maximum

compressed or the users cannot �nd a study that contains methods compatible to

the previous optimizations. In such scenarios, when our approach is used, the same

NNs that couldn't �t on the user's device (due to SRAM over�ow), can be comfort-

ably accommodated due to the fact that our approach provides a model execution

sequence that consumes less SRAM during execution.

� Orthogonal to the existing model memory optimization methods, our approach

100% preserves the deployed model's accuracy since it does not alter any prop-

erties and/or parameters of models, neither alter the standard inference software.
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Instead it instructs the device to just use the SRAM optimized execution sequence it

provides.

� Many IoT devices running large NNs fail due to overheating, fast battery wear, and

run-time stalling. The prime reason for such failure causing issues is the exhaustion

of device memory (especially SRAM). To accurately estimate the memory consumed

by models during execution on IoT devices, we provide a Tensor Memory Mapping

(TMM) program that can load any pre-trained models like ResNet, NASNet, Tiny-

YOLO, etc., and can accurately compute and visualize the tensor memory require-

ment of each operator in the computation graph of any given model. A part of the

approach proposed in this paper relies on the high-accuracy calculation results of

TMM.

Constant Memory Consuming Ultra-fast ML Classi�ers Execution Approach - Paper V

In contrast to the above-mentioned approaches, in this paper, we present an SRAM opti-

mized approach. The proposed approach does not reduce the ML algorithm complexity

since doing so results in highly engineered models that need special consideration and op-

timization for different datasets and IoT scenarios, which is not practically feasible. The

main contributions can be summarized as follows:

� The proposed method is generic and can ef�ciently port and execute a wide variety

of DT and RF classi�ers on different resource-constrained MCUs and small CPUs-

based IoT devices with 0 bytes of SRAM consumption.

� The models ported and executed using the proposed method produce ultra-fast clas-

si�cation results on MCUs ( 1-4x times faster than state-of-the-art libraries). Thus,

even the autonomous tiny IoT devices can ef�ciently control real-world IoT applica-

tions by making timely predictions/decisions.

� Despite the reduced memory footprint and ultra-fast classi�cations, our approach

guarantees the same level of performance (accuracy, F1 score, etc.) as its original

models (before porting) that were trained and tested on high-resource lab setups.

1.5.3 Contribution III - Distributed ML using IoT Devices (Paper VI and Paper VII)

To ful�ll Objective V, we provide Globe 2Train Framework. To ful�ll Objective VI, we

provide ElastiQuant Strategy. The contributions of both our studies are summarized in

the upcoming subsections.

Globe2Train Framework - Paper VI

The Globe2Train (G2T) Framework implements our concept of enabling the distributed

training of one ML model on numerous geographically separated IoT devices. In this

work, like in [ 62, 63], we do not aim to collectively train a model without centralizing

the data, which is similar to Federated Learning (FL). We instead aim to improve model

convergence speed and training scalability by providing G 2T. However, existing large-

scale federated, decentralized learning works do not scale well under networks with high

network latency and congestions [ 183], which can be addressed by the G2T components.

The main contributions can be summarized as follows:
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� We present G2T Framework that brings into practice the novel concept of global dis-

tributed ML model training on the hardware of numerous, geographically separated,

resource-constrained idle IoT devices. The characteristics of the G2T Framework

components enable the completion of ML model training within a reasonable time

frame while addressing challenges raised due to staleness and real-world network

uncertainties in the distributed global training settings.

� We provide G 2T-C as the cloud-level component designed to connect numerous

IoT devices and ef�ciently handle the entire distributed training process by decom-

posing heavy ML training workloads into multiple lightweight tasks that can be

comfortably handled by training involved IoT devices. G 2T-C ensures reliable and

timely training completionwhile eliminating the staleness issue.

� We provide G 2T-D as the device-level, resource-friendly component designed to ef�-

ciently transmit the IoT device trained weights even under poor network conditions.

G2T-D improves training scalability, speedwhile addressing the network uncertainty is-

sues in distributed global training by reducing the communication-to-computation ratio

and tolerating the real-world latency, bandwidth issues.

ElastiQuant Quantization Strategy - Paper VII

We present Elastic Quantization (ElastiQuant), a strategy with comprehensive analysis

and extensive evaluation whose contribution can be summarized as follows:

� Analysis. ElastiQuant aims to achieve stronger theoretical assurances to offer bene-

�ts such as: Communication compression by reducing the number of bits commu-

nicated, enabling training even in low-bandwidth IoT networks; Reducing quantiza-

tion induced variance improving optimization performance of models in terms of

test accuracy and training loss; Reduced computational, encoding and transmission

cost to achieve positive scalability and training speedup in every epoch.

� Main Results. ElastiQuant is evaluated on distributed training for large-scale im-

age classi�cation tasks using CIFAR and ImageNet datasets. Results demonstrate

that the real-world ElastiQuant performance surpasses QSGD-V and EF-SignSGD in

terms of communication compression and training time to produce a central model

without accuracy drops. Consuming the same number of bits per training itera-

tion, ElastiQuant has a smaller variance than QSGD, translating to improved model

optimization performance.

1.6 complete list of publications

This Section presents the complete list of outcomes produced during the Ph.D. as peer-

reviewed research papers (conferences, journals), demonstrations in conferences, maga-

zine articles, posters in conferences, and workshop papers.

1.6.1 Research Papers in Journals and Conferences

Research Paper I to Paper VII are the main scienti�c contributions included in this thesis.
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� Paper I

Train++: An Incremental Model Training Algorithm to Create Self-Learning MCU-

based IoT Edge Devices

Bharath Sudharsan, Piyush Yadav, John G. Breslin, and Muhammad Intizar Ali

Published in 2021, Proceedings of the 18th IEEE International Conference on Ubiq-

uitous Intelligence and Computing (UIC)

� PAPER II

ML-MCU: A Framework to Train ML Classi�ers on MCU-based IoT Edge Devices

Bharath Sudharsan, John G. Breslin, and Muhammad Intizar Ali

Published in 2021, IEEE Internet of Things Journal

� Paper III

Imbal-OL: Online Machine Learning from Imbalanced Data Streams in Real-world

IoT

Bharath Sudharsan, John G. Breslin, and Muhammad Intizar Ali

Published in 2022, IEEE International Conference on Big Data (BigData)

� Paper IV

Enabling Machine Learning on the Edge using SRAM Conserving Ef�cient Neural

Networks Execution Approach

Bharath Sudharsan, Pankesh Patel, John G. Breslin, and Muhammad Intizar Ali

Published in 2021, European Conference on Machine Learning and Principles and

Practice of Knowledge Discovery in Databases (ECML PKDD)

� Paper V

An SRAM Optimized Approach for Constant Memory Consumption and Ultra-fast

Execution of ML Classi�ers on TinyML Hardware

Bharath Sudharsan, Piyush Yadav, John G. Breslin, and Muhammad Intizar Ali

Published in 2021, IEEE International Conference on Services Computing (SCC)

� Paper VI

Globe2Train: A Framework for Distributed ML Model Training using IoT Devices

Across the Globe

Bharath Sudharsan, John G. Breslin, and Muhammad Intizar Ali

Published in 2021, Proceedings of the 18th IEEE International Conference on Ubiq-

uitous Intelligence and Computing (UIC)

� Paper VII

ElastiQuant: Elastic Quantization Strategy for Communication Ef�cient Distributed

Machine Learning in IoT

Bharath Sudharsan, John G. Breslin, Muhammad Intizar Ali, Peter Corcoran, and

Rajiv Ranjan

Published in 2022, Proceedings of the 37th ACM/SIGAPP Symposium on Applied

Computing (ACM SAC)

� Paper VIII

RCE-NN: A Five-Stage Pipeline to Execute Neural Networks (CNNs) on Resource-

Constrained IoT Edge Devices

Bharath Sudharsan, John G. Breslin, and Muhammad Intizar Ali

Published in 2020, Proceedings of the 10th International Conference on the Internet

of Things (IoT)
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� Paper IX

Edge2Train: a framework to train machine learning models (SVMs) on resource-

constrained IoT edge devices

Bharath Sudharsan, John G. Breslin, and Muhammad Intizar Ali

Published in 2020, Proceedings of the 10th International Conference on the Internet

of Things (IoT)

� Paper X

Ensemble Methods for Collective Intelligence: Combining Ubiquitous ML Models

in IoT

Bharath Sudharsan, Piyush Yadav, Ducduy Nguyen, Jefkine Kafunah, and

John Breslin

Published in 2021, IEEE International Conference on Big Data (BigData)

� Paper XI

OWSNet: Towards Real-time Offensive Words Spotting Network for Consumer IoT

Devices

Bharath Sudharsan, Sweta Malik, Peter Corcoran, Pankesh Patel, John G. Breslin,

and Muhammad Intizar Ali

Published in 2021, IEEE 7th World Forum on Internet of Things (WF-IoT)

� Paper XII

Adaptive Strategy to Improve the Quality of Communication for IoT Edge Devices

Bharath Sudharsan, John G. Breslin, and Muhammad Intizar Ali

Published in 2020, IEEE 6th World Forum on Internet of Things (WF-IoT)

1.6.2 Demonstrations in Conferences

� Demo I

TinyFedTL: Federated Transfer Learning on Ubiquitous Tiny IoT Devices

Kavya Kopparapu, Eric Lin, John G. Breslin, and Bharath Sudharsan

Published in 2022, The 20th International Conference on Pervasive Computing and

Communications (PerCom)

� Demo II

GNOSIS- Query-Driven Multimodal Event Processing for Unstructured Data Streams

Piyush Yadav, Dhaval Salwa, Bharath Sudharsan, and Edward Curry

Published in 2021, The ACM/IFIP International Middleware conference

� Demo III

TinyML Benchmark: Executing Fully Connected Neural Networks on

Commodity Microcontrollers

Bharath Sudharsan, Simone Salerno, Duc-Duy Nguyen, Muhammad Yahya, Abdul

Wahid, Piyush Yadav, John G Breslin, and Muhammad Intizar Ali

Published in 2021, IEEE 7th World Forum on Internet of Things (WF-IoT)

� Demo IV

SRAM Optimized Porting and Execution of Machine Learning Classi�ers on MCU-

based IoT Devices

Bharath Sudharsan, Pankesh Patel, John G. Breslin, and Muhammad Intizar Ali
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Published in 2021, Proceedings of the ACM/IEEE 12th International Conference on

Cyber-Physical Systems (ICCPS)

1.6.3 Magazine Articles

� Paper I

OTA-TinyML: Over the Air Deployment of TinyML Models and Execution on IoT

Devices

Bharath Sudharsan, John G. Breslin, Mehreen Tahir, Muhammad Intizar Ali, Omer

Rana, Schahram Dustdar, and Rajiv Ranjan

Published in 2022, IEEE Internet Computing Journal

� Paper II

Towards Distributed, Global, Deep Learning using IoT Devices

Bharath Sudharsan, Pankesh Patel, John G. Breslin, Muhammad Intizar Ali, Karan

Mitra, Schahram Dustdar, Omer Rana, Prem Prakash Jayaraman, and Rajiv Ranjan

Published in 2021, IEEE Internet Computing Journal

1.6.4 Posters in Conferences

� Poster I

Training up to 50 Class ML Models on 3$ IoT Hardware via Optimizing One-vs-One

Algorithm

Bharath Sudharsan

Published in 2022, Association for the Advancement of Arti�cial Intelligence (AAAI)

� Poster II

ElastiCL: Elastic Quantization for Communication Ef�cient Collaborative Learning

in IoT

Bharath Sudharsan, Dhruv Sheth, Shailesh Arya, Federica Rollo, Piyush Yadav,

Pankesh Patel, John G. Breslin, and Muhammad Intizar Ali

Published in 2021, The ACM Conference on Embedded Networked Sensor Systems

(SenSys)

� Poster III

Air Quality Sensor Network Data Acquisition, Cleaning, Visualization, and Analyt-

ics: A Real-world IoT Use Case

Federica Rollo, Bharath Sudharsan, Laura Po, and John G. Breslin

Published in 2021, ACM International Joint Conference on Pervasive and Ubiquitous

Computing and ACM International Symposium on Wearable Computers (UbiComp-

ISWC Adjunct)

1.6.5 Workshops in Conferences

� Paper I

Avoid Touching Your Face: A Hand-to-Face 3D Motion Dataset (Covid-Away) and

Trained Models for Smartwatches
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Bharath Sudharsan, Dineshkumar Sundaram, Pankesh Patel, John G. Breslin, and

Muhammad Intizar Ali

Published in 2020, Internet of Things based Health Services and Applications (IoT-

HSA) workshop in the 10th International Conference on the Internet of Things (IoT)

� Paper II

Edge2Guard: Botnet Attacks Detecting Of�ine Models for Resource-Constrained

IoT Devices

Bharath Sudharsan, Dineshkumar Sundaram, Pankesh Patel, John G. Breslin, and

Muhammad Intizar Ali

Published in 2021, Security, Privacy and Trust in the Internet of Things (SPT-IoT)

workshop in the 19th International Conference on Pervasive Computing and Com-

munications (PerCom)

1.6.6 ML meets IoT Tutorial - Organized at ECML PKDD 2021

We designed, organized, and delivered a half-day tutorial titled Machine Learning Meets

Internet of Things: From Theory to Practiceat the European Conference on Machine Learning

and Principles and Practice of Knowledge Discovery in Databases (ECML PKDD2021).

Tutorial Overview. Standalone execution of problem-solving Arti�cial Intelligence (AI) on

IoT devices produces a higher level of autonomy and privacy. This is because the sensitive

user data collected by the devices need not be transmitted to the cloud for inference. The

chipsets used to design IoT devices are resource-constrained due to their limited memory

footprint, fewer computation cores, and low clock speeds. These limitations constrain one

from deploying and executing complex problem-solving AI (usually an ML model) on IoT

devices. Since there is a high potential for building intelligent IoT devices, in this tutorial,

we teach researchers and developers; (i) How to deep compress CNNs and ef�ciently

deploy on resource-constrained devices; (ii) How to ef�ciently port and execute ranking,

regression, and classi�cation problems solving ML classi�ers on IoT devices; (iii) How to

create ML-based self-learning devices that can locally re-train themselves on-the-�y using

the unseen real-world data.

Tutorial Aims and Learning Objectives. Through this tutorial, we aim to interconnect the

Software Engineering, Internet of Things, Machine Learning communities by bringing to-

gether the technology from each community in order to develop AI-enabled, self-learning,

and of�ine inference performing autonomous IoT devices/products. The learning objec-

tives of the tutorial are the following:

� For beginners, it will create an end-to-end understanding of how to optimize a given

problem-solving ML model and deploy it on resource-constrained devices for of�ine

analytics.

� Practitioners can improve the inference performance and compression levels of their

use-case ML models, which they plan to deploy on their commercial IoT devices/prod-

ucts.

� Researchers, when benchmarking a ML model by executing it on real-world devices

using the tutorial Part IV technique, can obtain superior experimental results in their

papers.
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� For ML experts, it will express the need of designing resource-friendly models in

order to speed up the R&D phase (going from idea to product) of ML-powered IoT

devices.

The complete tutorial sections, with its material is made available in the:

� Tutorial website: https://sites.google.com/view/ml-meets-iot-ecml-tutorial/

� Tutorial proposal: https://scholarcommons.sc.edu/aii _fac _pub/508/

1.7 thesis outline

The rest of this thesis is arranged as follows: Chapter 2 to Chapter 4 present Paper I to

Paper III, which sums up thesis contribution I. Chapter 5 and Chapter 6 present Paper IV

and Paper V, which sums up thesis contribution II. Chapter 7 and Chapter 8 present Paper

VI and Paper VII, which sums up thesis contribution III. Chapter 9 concludes the thesis,

present possible limitations and future research directions.
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T R A I N I N G A LG O R I T H M TO C R E AT E

S E L F - L E A R N I N G M C U - B A S E D I OT E D G E

D E V I C E S

2.1 abstract

The majority of Internet of Things (IoT) devices are tiny embedded systems with a micro-

controller unit (MCU) as its brain. The memory footprint (SRAM, Flash, and EEPROM) of

such MCU-based devices is often very limited, restricting onboard Machine Learning (ML)

model training for large trainsets with high feature dimensions. To cope with memory

issues, the current edge analytics approaches train high-quality ML models on the cloud

GPUs (uses large volume historical data), then deploy the deep optimized version of the

resultant models on edge devices for inference. Such approaches are inef�cient in concept

drift situations where the data generated at the device level vary frequently, and trained

models are clueless on how to behave if previously unseen data arrives. In this paper, we

present Train++, an incremental training algorithm that trains ML models locally at the

device level (e.g., on MCUs and small CPUs) using the full n-samplesof high-dimensional

data. Train++ transforms even the most resource-constrained MCU-based IoT edge devices

into intelligent devices that can locally build their own knowledge base on-the-�y using

the live data, thus creating smart self-learning and autonomous problem-solving devices.

Train++ algorithm is extensively evaluated on 5 popular MCU-boards, using 7 datasets

of varying sizes and feature dimensions. A few exciting �ndings when analyzing the

evaluation results are: (i) The proposed method reduces the onboard binary classi�er

training time by � 10 - 226sec across various commodity MCUs; (ii) Train++ can infer on

MCUs for the entire test set in real-time of 1 ms; (iii) The accuracy improved by 5.15 - 7.3%

since the incremental characteristic of Train++ enabled the loading of full n-samplesof the

high-dimensional datasets even on MCUs with only a few hundred kBs of memory.

Keywords. Intelligent Microcontrollers, Online Learning, Optimization, Incremental Learn-

ing, Edge Computing.

2.2 introduction

In the real-world, every new scene generates unseen data patterns. When an ML model

deployed over edge devices sees any fresh patterns which were not previously exposed

during the training phase, it will either not know how to react to that speci�c scenario,

21
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or can lead to false or less accurate results. Furthermore, a model trained using data

from one context often does not produce the expected results when deployed in another

context. Certainly, it is not feasible to train multiple models for multiple environments and

contexts [176, 151]. In order to achieve truly autonomous local intelligence at the device

level, the devices must have the ability to self-learnand understandthe data patterns with

no dependency on users or cloud services. In other words, if we provide edge devices

the ability to autonomously retrain themselves (self-learning), they become intelligent

machines capable of learning to perform analytics in any given environment.

In most real-life IoT scenarios, designing a problem-solving AI is a lengthy and expen-

sive process that demands skills in statistics, data science, and access to complex datasets

that are dif�cult to source (GDPR restrictions and privacy concerns) [ 180]. Typically, his-

torical data is collected at a central location for years, using which high-quality ML mod-

els are trained. Once trained, the models are deeply compressed and deployed on edge

devices across the world to perform edge analytics. In cases where the historical data

becomes obsolete, or if it is not truly representative for possible cases, the edge analytics

produces inferences at low accuracy (i.e., whenever the device processes the previously

unseen data) [66]. In this paper, we propose Train++, a resource-friendly algorithm to

train ML models at the device level, without the need for any cloud-based ML training

services. When devices are equipped with Train++, the devices gain the ability to re-train

themselves locally and build knowledge on-the-�y using the live IoT data streams. Thus,

Train++ transforms resource-constrained devices into intelligent devices that can train and

infer of�ine at the edge.

The state-of-the-art ML frameworks are not suitable for training models on resource

constrained hardware like commodity MCUs, small CPUs, and FPGAs since executing

the frameworks alone requires hundreds of megabytes (MB) for storage, high memory-

resource, �le system support, high clock speeds, multiple cores, parallel execution units,

etc [142]. The majority of IoT devices cannot afford to have such high speci�cations re-

quired by the modern ML frameworks. The memory of MCUs, which is the brain for

billions of edge devices (or tiny embedded systems) deployed worldwide, is limited to a

few MBs, thus restricting (upper bound is imposed) onboard model training using high

features and large trainsets [145].

To enable training ML models of�ine on edge MCUs without upper bounds, we de-

signed the Train++ algorithm to possess both resource-friendly and incremental ML model

training characteristics. For each new data input, Train++ predicts an output, which is a

yes/no decision much similar to the binary classi�cation. After prediction, we show the

correct outcome/labels, so the algorithm modi�es its classi�er, aiming to obtain accurate

predictions on the upcoming rounds. We solve a constrained optimization problem to per-

form this classi�er modi�cation while also making the updated classi�er stay very close

to the current classi�er version so as to retain the information learned in previous rounds.

When Train++ is deployed on devices, it reads the live data, learns from it using the incre-

mental method, then discards it, thus saving the memory required to store training data.

The main contributions can be summarised as follows:

ML Model Training on Commodity MCUs. To the best of our knowledge, the work pre-

sented in this paper is one of the few recent novel approaches enabling high-performance

ML model training on MCUs. We provide Train++ algorithm and open-sourced its C++
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implementation, using which users can train binary classi�ers on MCUs using a large vol-

ume of high dimensional real-time IoT use-case data. We provide Train++ Pipelineto show

the users how the core Train++ algorithm can be used to produce self-learning devices

capable of learning to perform analytics for any target IoT use cases.

Validation Study and Evaluation Results. We extensively evaluate Train++ by loading

its C++ implementation on 5 different MCUs and making it perform onboard ML model

training and inference using 7 datasets that have various train set sizes and feature dimen-

sions. A few of the exciting �ndings when analyzing the evaluation results are: (i) Train++

is compatible with various MCU boards and multiple datasets. (ii) It can load, train, and

infer using high features and large-size datasets even on MCU boards with only a few

hundred kBs of memory. (iii) The models trained on MCUs using Train++ show accuracy

close to those of Python scikit-learn trained classi�ers on high-resource CPUs. (iv) For few

datasets, MCUs trained faster than CPUs due to the high-performance characteristics of

Train++, its algorithmic simplicity (implementation less than 100lines), and independence

of third-party libraries. (v) Across various MCUs, Train++ consumed � 34000- 65000x

times less energy to train and consumed � 34 - 66x times less energy for unit inference.

The remainder of this paper is structured as follows; Section 2.3 contains a comprehen-

sive review of the state-of-the-art approaches. Section 2.4 presents the core contributions

of this paper that is the Train++ algorithm to create self-learning IoT devices. In Section

2.5, algorithm evaluation and results comparison is performed. Section 2.6 discusses the

real-world bene�ts of Train++, current limitations and provide a greater context for future

research. Finally, Section2.7 concludes the paper.

2.3 related work

To ensure comprehensiveness, we cover the research works from both the ML model train-

ing, inference on MCUs domain, and the classi�er training methods domain.

2.3.1 Machine Learning on Microcontrollers

Training ML models on MCUs is an emerging area of research. The majority of the exist-

ing frameworks like Tensor�ow Micro [ 157], Edge-ML [ 30], Open-NN [ 102], etc., do not

yet provide methods to enable training models on MCUs. To achieve resource-ef�cient

training, so far, researchers have focused on optimizing existing algorithms to run them

on various resource-constrained setups. For example, Lee et al. [76] executed a gaussian

mixture model on an embedded board aiming to re-train an ML algorithm at the edge

level. Articles [ 55, 153] present optimized methods to enable training models on smart-

phones. SEFR, a low-power classi�er [69], is the most related work to enable a binary clas-

si�er training and inference on MCUs. The Arti�cial Intelligence for Embedded Systems

(AIfES) library is a C-based platform-independent tool for generating NNs compatible

with a range of open-source MCU boards. AIfES can be used with Windows and embed-

ded Linux platforms by producing ef�cient code in the form of Dynamic Link Library

(DLL). Similar to ML-MCU [ 134], Edge2Train [ 136] and TinyOL [ 112], AIfES permits to
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implement ML model training process on the embedded devices. Cartesiam NanoEdge AI

Studio [108] enables the creation of ML static libraries to embed them in Cortex-M MCUs.

It allows integrating the training process within the constrained device. In addition, it also

can perform unsupervised algorithm training on MCUs.

However, the above-mentioned work and other similar algorithms [ 66, 73] are tailored

for speci�c applications and do not enable MCU-based IoT edge devices to self learn/train

from a wide range of IoT use-case data. Train++ algorithm is superior to state-of-the-art

methods since, even on tiny MCU-based devices, it can load and train faster, using the

full n-samplesof high-dimensional data, thus producing self-learning devices capable of

learning to perform analytics for any target IoT use cases.

There is another category of research work presenting algorithms for resource-ef�cient

model inference on MCUs. Here, a set of articles propose compression techniques to

reduce the size of the model's weights using quantization and pruning techniques. Con-

densa [64], a system for users to compose simple operators to build complex model com-

pression strategies. In [106], two new compression methods jointly leverage weight quan-

tization and distillation of larger networks. In [ 73], a tree-based algorithm for ef�cient pre-

diction in milliseconds even on slow MCUs was implemented. Similarly, ProtoNN [ 42], a

k-Nearest Neighbor inspired algorithm with several orders of low storage, and prediction

complexity addresses the problem of real-time and accurate prediction on resource-scarce

devices. In both [64, 106] and other similar articles proposing compression [ 47, 44, 135]

and optimization [ 11, 74] methods, the models are trained in high resource setups, then

a multi-stage MCU-aware optimization (tailored) is performed before deployment [ 143].

Similar to the above works, even the Train++ can infer in super real-time on MCUs. We do

not attempt to outperform their state-of-the-art inference methods since they are tailored

to be application-speci�c, whereas ours can train and infer onboard using real-time data

from any IoT use-cases.

2.3.2 Incremental Classi�er Training Algorithms

The concept of updating or modifying a classi�er to improve its performance by solving

a constrained optimization problem has been presented in [ 71, 89]. There is widespread

literature for online margin-based inference algorithms whose roots date back to the Per-

ceptron algorithm [ 1, 117]. Recent examples include ROMMA [ 80], ALMA [ 40], NORMA

[77], and the MIRA [ 23] algorithms. The NORMA algorithm shares a similar view of

classi�cation problems, but its update rule is based on a stochastic gradient approach.

The MIRA and Herbster's [ 49] algorithm for binary classi�cation (both designed to solve

separable problems) is closely related to our work. We surpass them by making Train++

applicable for both separable and non-separable settings and also extending it to solve

regression problems.

Another set of articles present an incremental learning approach for different applica-

tions such as, for automatic online picture collection [ 78], incremental and decremental

training for linear classi�cation [ 163]. Also, the online methods have been well studied,

a few related articles are, in [170], a robust and ef�cient algorithm for online classi�ca-

tion problems was presented, online active learning techniques for online classi�cation

tasks was investigated in [90]. In [ 173], similar to the proposed approach, an online
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Figure 2.1: Train++ pipeline produces devices capable of self-learning to perform analytics for any
given target IoT use case.

passive-aggressive algorithm based low-budget online learning algorithm was presented.

The proposed Train++ can also be viewed as a highly-optimized online binary classi�er

training method that aims to enable training models, but on highly resource-constrained

MCU-based IoT devices.

2.4 train++ design

In this section, we present the Train++ pipeline, then the core Train++ algorithm, which is

a part of the pipeline that enables ML model training on commodity MCUs.

2.4.1 Train++ Pipeline to Create Self-Learning IoT Devices

In Figure 2.1, using a four-step pipeline, we show how to use the proposed Train++ algo-

rithm to enable the edge MCUs to self-train of�ine for any IoT use case. This pipeline

enables users to build powerful ML models quickly and inexpensively without needing

statistics, data science skills, and complex datasets. Here, inStep One, the users can select

any MCU of choice depending on the target use case. Then in Step Two, the contextual sen-

sor data corresponding to normal working will be collected as the local dataset and used
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for training in the next step. The labels/ground truth for the collected training data rows

shall be computed using method from [ 136]. In Step Three, the edge MCUs learns using

theTrain++ algorithm. In Step Four, the resultant MCU-trained model can start inference

over previously unseen data. In the following, we brief a few use-case scenarios where

Train++ can train models of�ine on edge MCUs, producing devices capable of learning to

perform analytics for any target IoT use cases.

Condition Monitoring Edge MCU. Incrementally learn by monitoring the contextual sen-

sor data corresponding to regular vibration patterns from the pump's crosshead, cylinder

and frame. Generate alerts using the learned knowledge if anomaly patterns are predicted

or detected.

Edge MCU for a Perfect Coffee. Learn the data patterns of temperature, time, and ma-

terial proportion when a person makes his/her best coffee. When brewing new coffees,

use this knowledge to detect and alert when there is a considerable deviation from the

best coffee patterns. Thus, we can ensure the person gets the coffee of his/her taste all the

time.

Usage Patterns Learning Edge MCU. Learn the usual residential electricity consumption

patterns and raise alerts in the event of unusual usage or overconsumption. Thus, we

can reduce bills, detect leaks, etc. Similarly, the devices can learn to perform continuous

diagnostics for detecting fault-causing anomalies, learning to improve home appliance

safety.

2.4.2 Train++ Algorithm Design

In the above use cases, the live sensor data stream which act as local training dataset is

represented as

Dataset =

8
<

:
X = fx0 , x1 ...xt gwhere xt 2 Rn

Y = fy0 , y1 ...y t gwhere y t 2 f- 1,+ 1g,
(2.1)

Here, in Eqn (2.1), X is the dataset rows that contain features of input data samples, and

Y holds the corresponding labels. We consider t (dimension of time) inde�nite since

real-time sensor data keeps arriving with inde�nite length. Initially the algorithm infers

using a binary classi�cation function that updates from round to round and the vector

of weights w 2 Rn , takes the sign (x.w) form. The magnitude jx.wj is the con�dence

score of prediction. After prediction, the task of Train++ becomes to learn the weight

vector w in an incremental method. w t is the weight vector that Train++ uses on round

t and y t (xt .w t ) is the margin obtained at t . Whenever the algorithm makes a correct

prediction sign (xt .w t ) = y t . After prediction, we instruct the Train++ to predict again

with a higher con�dence score. Hence, the goal of our algorithm becomes to achieve at

least 1 as the margin, as frequently as possible. Whenever y t (xt .w t ) < 1 the following

hinge-loss function makes Train++ suffer an instantaneous loss,

l (w; (x, y)) =

8
<

:
0 if y(x.w) > 1

1 - y(x.w) otherwise ,
(2.2)
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Algorithm 1 Train++: A high-performance binary classi�er training algorithm for MCU-
based IoT devices.

Inputs :
C: Positive parameter to control the in�uence of � .
t : The dimension of time for real-time data inputs.
xt : Real-time sensor data inputs. Where xt 2 Rn .
y t : Correct labels. Where y i 2 f- 1,+ 1g.

Output :
w t : Incrementally learned weights.

Receive live data stream, represented as in Eqn (2.1).
function MCUTrain ( xt , y t , t ,C)

for t = 0 to setsize do
Predict ŷ t for every xt . Use sign (xt .w t ).
Compute con�dence score of prediction.
Use jxt .w t j.
Compute margin at t . Use y t (xt .w t ).
Show original label y t to this algorithm.
if (ŷ t equals to y t ) then

Prediction was correct. y t = sign (xt .y t ).
Predict again with a higher con�dence score.
if (sign (xt .y t ) lesser than 1) then

Suffer an instantaneous loss. Use Eqn (2.2).
if (sign (xt .y t ) exceeds1) then

Loss becomes0.
else

Wrong prediction. Loss becomes 1 - y t (xt .w t ).
end if
Incrementally learn w t . Use Eqn (2.4).
Store the learned weights w t .

end for

Here, if the margin exceeds 1, the loss is zero. Else, it is the difference between the

margin and 1. Now we require an update rule to modify the weight vector for each round.

Train++ algorithm updates using this rule,

w t + 1 = argmin
1
2

jjw - w t jj2 + C� 2 s.t l (w; (xt , y t )) 6 � , (2.3)

� is a slack variable and C is the parameter to control the in�uence of � . Here, � is

non-negative and C is positive. Whenever a correct prediction occurs, the loss function

is 0 and the argmin is w t , hence the Train++ algorithm becomes permissive. Whereas

on the rounds when misclassi�cations occur, the loss is positive and Train++ offensively

forces w t + 1 to satisfy the constrain l (w; (xt , y t )) = 0. Larger C values produce strong

offensiveness, which might increase the risk of destabilization when input data is noisy.

Whereas lower C values improve adaptiveness. To provide the ability for edge devices

to cope with noisy input samples (wrong labeled), reduce rapid changes that produce

consequent higher misclassi�cation rates, �nally, to keep the value of w t + 1 close to w t , to

retain the information learned in previous rounds. We increase our algorithm's robustness.

Hence the update rule in its simple closed-form is w t + � t y t xt . When substituting � , it

becomes,
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w t + 1 = w t +
l t

jjxt jj2 + 1
2C

y t xt ,

Then substituting the loss l t , we get,

w t + 1 = w t +
max f0,1 - y t (xt .w t )g

jjxt jj2 + 1
2C

y t xt , (2.4)

Now, this update rule meets our expectations since the weight vector is updated, with a

value whose sign is determined by y t , with a magnitude proportional to the error. During

correct classi�cation, the nominator of this equation becomes 0, so w t + 1 = w t . During

misclassi�cation, the value of the weight vector will move towards xt and stops with a

loss of l 6 � . This movement is usually very tiny. After this movement, the dot product

in the update rule becomes negative, hence the input is classi�ed correctly as + 1.

In the remainder of this section, we modify Train++ algorithm for regression problems.

Here, all the inputs xt are associated with their corresponding labels y t 2 R (labels/tar-

get/ground truth are computed using the method from [ 136]), where we try to predict

ŷ t on every round. In the linear regression function, y t = xt .w t , w t is the vector that

is learned incrementally using Train++ algorithm. Similar to the binary classi�cation sce-

nario explained above, after inference, we show the true label y t to the algorithm, but

here we use a new loss function,

l � (w; (x, y)) =

8
<

:
0 if jx - y.wj 6 �

jx - y.wj - � otherwise ,
(2.5)

Here, � is the parameter to control the algorithm's sensitivity to wrong predictions. If

the predictions deviate from the true labels by less than � , the loss is zero. Else, the loss

grows linearly with value of deviation, jŷ t - y t j. At the end of every round, Train++ uses

w t , the input ( xt ), and its label (y t ) to generate a new weight vector w t + 1 , which will be

used as weights for the next round. This new weight vector is set using:

w t + 1 = argmin
1
2

jjw - w t jj2 s.t l (w; (xt , y t )) 6 � ,

Similar to binary classi�cation, this update rule can also be written in its closed-form as

w t + sign (y t - ŷ t )� t xt . When substituting � and l t , it becomes,

w t + 1 = w t +
max f0,1 - y t (xt .w t )g

jjxt jj2 + 1
2C

xt sign (y t - ŷ t ) , (2.6)

The Train++ classi�er training method is summarised in Algorithm 1. We implemented
1 this algorithm in C++ and open-sourced it so users can train models on MCU-based edge

devices using their live IoT use case data. After training, when the MCUs want to infer,

we pass new inputs, and the incrementally learned weights w t to a function that performs

sign(w t .new inputs) to predict the output for the newly fed inputs. Train++ is applicable

1 Train++ code: https://github.com/bharathsudharsan/Train _plus _plus
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Table 2.1: Datasets and hardware chosen for Train++ evaluation.

Dataset#: Name - feature dimension
D1: Iris Flowers [ 59] - 4 D5: Banknote [9] - 5

Datasets D2: Heart Disease [48] - 13 D6: Survival [ 45] - 3
D3: Breast Cancer [12] - 30 D7: Titanic [161] - 11
D4: MNIST Digits [ 97] - 64

MCU# Name
Specs: processor �ash,

SRAM (kB), clock (MHz)
1 nRF52840Feather Cortex-M4, 1MB, 256, 64
2 STM32f10 Blue Pill Cortex-M 0 128kB, 20, 72

MCU 3 Adafruit HUZZAH 32
Generic ESP32

Xtensa LX6,
boards 4 4MB, 520, 240

5 ATSAMD 21 Metro Cortex-M 0+, 256kB, 32, 48
CPU# Name Basic specs

1 W10 Laptop Intel Core i 7 @1.9GHz
2 NVIDIA Jetson Nano 128-core GPU @1.4GHz

CPU 3 W10 Laptop Intel Core i 5 @1.6GHz
devices 4 Ubuntu Laptop Intel Core i 7 @2.4GHz

5 Raspberry Pi 4 Cortex-A72 @1.5GHz

for regression problems too, when its loss function in Algorithm 1 is replaced with Eqn

(2.5), then the incrementally learn function with Eqn ( 2.6).

From our experimental experience, we report that training NNs on commodity MCUs

is not feasible since it requires hardware resources (particularly computational power and

memory) orders of magnitude higher than what is available on MCU-based IoT devices.

Even if we manage to implement the training of a basic network (only a few layers) on

MCUs that usually has less than 1 MB memory (see Table 2.1), the resultant models will

show less accuracy than simple algorithms like SVM, Random Forests, etc. In [136], we

had already explored training SVMs on various popular MCU boards.

2.5 train++ algorithm performance evaluation

Here we perform multiple datasets and MCUs based extensive experimental evaluation

that aims to answer:

� Is Train++ compatible with different MCU boards, and can it train ML models on

MCUs using datasets with various feature dimensions and sizes?

� Can Train++ load, train, and infer using high features and size datasets on limited

memory MCU boards that have low hardware speci�cation and no �oating point

unit (FPU), accelerated processing unit (APU), convolution operation accelerator

(KPU) support?

� What is the impact on accuracy when training ML models on MCUs using Train++,

and how much does the accuracy vary in comparison with models trained on high

resource CPU/GPU setups?

In Section 2.5.1, we explain the experiments and results comparison procedure. In

Sections2.5.2 - 2.5.6, we present, analyze and compare the obtained results.
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Table 2.2: High-performance ML model training on MCUs using Train++: Accuracy, Memory and
time consumed by MCUs for on-board training and inference.

MCU
#

Dataset
Dimension &

Size (No. of row)

Train
Time
(ms)

Accuracy
(%)

Inference
Time
(ms)

Flash & SRAM
Req (kB)

1

Iris Flowers
4, 150

Heart Disease
13, 212

Breast Cancer
Dataset
30, 567

Handwritten
Digits
64, 356

< 1
< 1
5
7

97.33
80.18
85.0
98.0

< 1
< 1
1
1

41.62, 8.76
51.95, 18.74
110.41, 77.32
133.46, 100.36

2
4
13
66
83

96.0
82.08
78.0
95.0

1
1
9
11

269.36, 6.24
36.93, 16.23
+53.6, +29.0
+76.7, +52.0

3
< 1
< 1
2
2

96.67
80.0
78.0
98.0

< 1
< 1
< 1
< 1

217.27, 17.37
227.35, 27.35
285.94, 859.32
308.97, 108.97

4
< 1
< 1
2
2

97.33
80.0
73.0
95.0

< 1
< 1
< 1
< 1

217.27, 17.37
227.35, 27.35
285.94, 859.32
308.97, 108.97

5
12
44
286
304

96.67
80.18
85.0
97.75

1
6
36
45

20.46, 9.20
20.47, 19.17

+46.7, +40.58
+69.7, +63.62

2.5.1 Datasets and Experimentation Procedure

Table 2.1 presents the datasets and hardware chosen to evaluate the performance of

Train++ algorithm. Using Train++, for datasets D1-D4, we train a binary classi�er on

MCUs 1-5. Datasets D5-D7 are used in the latter part of this section. For the �rst dataset

D1, all the classi�ers trained on MCUs 1-5 (using Train++) should distinguish Iris Setosa

from other �owers based on the input features. Similarly for D 2, the MCU-trained clas-

si�ers should identify the presence of heart disease in the patient. Similarly, for D 3, the

classi�ers should be able to predict the class names based on the input features from the

test set. For D4, digit six should be recognized from other digits.

As explained in Section 2.3, training ML models on MCUs is an emerging research

area. During the time of writing, Edge2Train [136] is the only work that enables training

of ML models (SVMs) on MCUs. Also, its code is made available online that can be used

to reproduce experimental results. We compare the evaluation results of Train++ trained

models with Edge2Train trained models. During comparison, we use the same datasets,

MCUs, and procedure as from Edge2Train. The difference is, we use Train++ instead of

Edge2Train's classi�er training algorithm.

We upload the Train++ algorithm's C++ implementation on all MCU boards from Table

2.1. Then power on each board, connect them to a PC via the serial port to feed the training

data in chunks, receive training time and classi�cation accuracy from MCU boards. We

perform a 70/ 30 training/testing split for each of the above datasets. When we instruct
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Figure 2.2: Training models on MCUs using Train++: Comparing training set size vs training time
and accuracy for selected datasets.

the boards to train, Train++ iteratively loads the train set and trains the classi�er using

its method from Section 2.4. Next, we load the test set on MCUs, make the MCU trained

classi�er models perform inference in order to evaluate them. The results are shown in

Table 2.2, using which we analyze and compare results in the upcoming subsections.

2.5.2 Training and Inference Time on MCU Boards

Here, in Table 2.2, we record the ML model training and inference time consumed on

MCUs when using Train++. Comparing with Edge2Train results, it is apparent that us-

ing Train++, MCU 1 trained 33.5 sec faster for the Iris dataset, 45.7 sec faster for Digits.

Likewise MCU 2 trained 226.1 sec faster for Iris, and Edge2Train could not load the Digits

dataset due to SRAM over�ow. Since Train++ has an incremental training characteristic,

even after the SRAM requirement exceeds by +29 kB (Table 2.2), we were able to load the

dataset incrementally, to perform the training and complete training in 83 ms. MCUs 3, 4

trained � 10 sec faster for Iris and � 25 sec faster for Digits. The slowest MCU5 trained

785.5 sec faster for Iris, and although the SRAM requirement exceeds by +63.62 kB, using

Train++, MCU5 was able to load the entire dataset incrementally and train in 304ms. We
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are not comparing the inference time in detail since, for the same datasets, Train++ models

infer for the entire test set in lesser time than the Edge2Train model's unit inference time.

Next, to explain the relationship between training time, train set size, and feature

dimension, using Train++, we trained binary classi�ers on all MCUs 1-5 by providing

training sets of varying sizes. We illustrate the results only for MCUs 2, 5 in Figure 2.2

since other MCUs trained using the largest Breast Cancer dataset and the highest features

Digits dataset very fast, in 2 ms. In this �gure, the gap in the y-axis is the difference in the

training time between the selected datasets, and for a clearer view, we marked this gap

in ms. For MCUs 2, 5, we noticed that the training time grows almost linearly with the

number of training samples for all the datasets. For the Iris dataset with 4-dimensional

features, MCU2 only took 4 ms to train on 105samples, whereas it took 83 ms to train on

the Digits dataset with 64-dimensional features. MCU 5 is the slowest since it only has a 48

MHz clock and does not have FPU support. Hence it took 12 ms to train on 105 samples

of the Iris dataset (3x times slower than MCU 2) and 304 ms to train on the Digits dataset

(3.6x times slower than MCU 2).

2.5.3 ML Model Accuracy on MCU Boards

From Table 2.2, the highest onboard classi�cation accuracy is 97.33% for the Iris (D 1),

82.08% for Heart Disease (D2), 85.0% for Breast Cancer (D3), and 98.0% for Digits dataset

(D4). In Figure 2.2, we illustrate the training sample size vs accuracy (accuracy scale

in the right side y-axis). When comparing the accuracy of Train++ trained models with

Edge2Train trained models, for the same Iris dataset, the accuracy improved by 7.3% and by

5.15% for the Digits dataset. This improvement is because our training algorithm enabled

incremental loading of the full dataset. Other algorithms like SVMs work in batch mode,

requiring full training data to be available in the limited MCU memory, thus sets an upper

bound on the train set size. Hence, as shown in Figure 2.2, our models achieved overall

improved accuracy compared to the Edge2Train models, which were trained with limited

data (unable to load full dataset due to memory constraints).

2.5.4 Flash and SRAM Usage on MCU Boards

Most embedded systems have limited kBs of SRAM, which restricts training models using

high feature dimensions and large train sets. Train++ unrestricted this upper bound, thus

enabling us to train using the full n-samplesof the high-dimensional datasets. We provide

the Flash and SRAM requirements (calculated by the compiler for target MCUs) in Table

2.2. For MCU1, Iris dataset and Train++ algorithm in total used only 4.1% of Flash and

3.4% SRAM. For the Digits, the same MCU1 requires 6.54% and 29.93%. When we use

the Edge2Train, in the case of MCUs 2, 5, we cannot train using the Digits dataset because

SRAM over�owed by + 52.0 kB and +63.62 kB. Similarly, for Heart Disease, both the Flash

and SRAM requirements exceed the MCU's capacity. The results from Table 2.2 shows

that the incremental training characteristic of Train++ enables training on limited Flash

and SRAM footprints while also allowing to use full n-samplesof the high-dimensional

datasets.
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Figure 2.3: Edge2Train vs Train++: Comparison of energy consumed for on-board classi�er training
and unit inference on MCUs 1-5.

2.5.5 Energy Consumption on MCU Boards

We follow the same procedure as is Edge2Train to calculate the energy (in Joules) con-

sumed by MCUs to train and infer using the proposed method. We multiply the Current

(Amperes) rating of MCUs with its Potential/Voltage (Volts) and corresponding task time

(seconds). In this formula, the task time is the training and inference time (values are from

Table 2.2) consumed by Train++ when executing on MCUs 1-5. Then, for comparison pur-

poses, we plot thus calculated energy along with Edge2Train energy consumption results,

in the form of a stacked bar chart.

Here, from Figure 2.3 (y-axis in base-10 log scale), it is apparent that Train++ consumed

� 34000- 65000x times less energy to train and consumed � 34 - 66x times less energy for

unit inference. For a given task that needs to be completed by using the same datasets on

the same MCUs, Train++ achieved such signi�cant energy consumption due to its high-

performance characteristics (i.e., it trained and inferred at much higher speeds than other

methods). Hence, when Train++ is used, MCUs can perform onboard model training and

inference at the lowest power costs, thus enabling of�ine learning and model inference
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Figure 2.4: Onboard training of ML models on various MCUs (uses C++ implementation of
Train++) and CPUs (uses standard Python scikit-learn) using the same selected datasets:
Comparing training time and accuracy (training results) produced by MCUs 1-5 with
the results of CPUs 1-5.

without affecting the IoT edge application routine and operating time of battery-powered

devices.

2.5.6 MCUs vs CPUs: ML Model Performance

Here, additional experiments are performed to extensively evaluate the training perfor-

mance of Train++ on MCUs. After training using the datasets D 5 - D7, we analyze and

compare the Train++ results produced on MCUs with the model training results produced

on CPUs. The CPUs selected for experimentation are given in Table 2.1. An 80/ 20 train-

ing/testing split is performed for datasets D 5 - D7, using which Train++ performs onboard

model training. Using Arduino IDE, the train sets of split dataset and C++ implementa-

tion of the Train++ algorithm is uploaded on all 5 MCUS, using the Arduino IDE. Each

MCU board is then powered and connected to PC via serial port to receive training time

and classi�cation accuracy.

In Figure 2.4 (left y-axis in base-10 log scale), we present the training time and accuracy

(right y-axis in percentage) obtained during training across MCUs 1-5. We follow the

same setup and procedure when training on high-resource CPUs 1-5. The results are then

shown in the same Figure 2.4 to compare the Train++ trained models with Python scikit-

learn models. For statistical validation, the plotted time corresponds to the average of 5
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runs. In Figure 2.4, we use labels to help quickly identify the time consumed by MCUs

and CPUs to train using the complete train set of the selected datasets. In the remainder

of this section, using Figure 2.4, we analyze and compare the accuracy and training time

of the MCU models with CPU models.

MCUs vs CPUs: Training Time Comparison. Although the CPUs 1, 3, 4 have � 1000x

times better speci�cations and 200x times more expensive than MCUs. It is apparent

from Figure 2.4 a-c that, across all the datasets, MCUs1, 3, 4 trained faster than their

competitor CPUs. In the CPU class, the Jetson Nano with the highest hardware resource

trained using Banknote dataset (D5) in 1.8 ms, in 2 ms for Haberman's survival dataset

(D6), and 3ms for the Titanic dataset (D7). In the MCU class, the MCUs 3, 4, based on the

same LX6 processor have the highest resource, trained in 2 ms, 0.8 ms, and 1 ms (same

dataset sequence as above).

MCUs vs CPUs: Accuracy Comparison. For all the datasets, after training using various

train set sizes, the resultant models were evaluated using the test set (20% of whole data),

and the corresponding accuracy is plotted in Figure 2.4. For D5, the highest accuracy

was 96% on CPU2 and 95% on MCU2. For D6, MCU1 performed the best, producing

the highest accuracy of 98%, followed by CPU 2 that showed 96% accuracy. In D7, we

removed non-numeric features, then the rest of the procedure remains the same. For D7,

MCU 1 trained classi�er produced the highest accuracy of 82%, and CPU2 showed 79.5%

from its class. Although the training time on a few MCUs was higher than CPUs, Train++

trained classi�ers show classi�cation accuracy close to those of Python scikit-learn trained

classi�ers on high-resource CPUs.

During this experiment, in default settings, the MCU 2 could not load the full D 5 and

D7 datasets because SRAM over�owed by +8.71 kB and +11.20 kB. But the incremental

training characteristic of Train++ enabled training using the full n-samplesof both the

datasets. In addition to the of�ine model training and inference demonstration from

Section2.5, our algorithm trained using three new datasets with different sizes and feature

dimensions.

2.6 discussion

From the extensive evaluation of Train++, it is apparent that developers can utilize its

C++ implementation to train models of�ine using real-time data from any of their use

cases on commodity MCUs. We also estimate that using Train++, onboard model training,

and super real-time unit inference can be performed on thousands of open-source MCU

boards supported by Arduino IDE, which have limited Flash, SRAM, and no FPU, APU,

KPU support. When the same experiments are run on the latest Arti�cial Intelligence of

Things (AIoT) hardware, Train++ can perform onboard training at much higher speeds

and produce unit inference in microseconds.

As demonstrated with results, such tiny resource-constrained devices could train faster

than CPUs because theTrain++ algorithm does not depend on external or third-party li-

braries, and its core implementation is just less than100 lines. Hence, the devices using

our method consume lesser storage and time (to load and execute models) than Python
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or other ML framework classi�ers. But, for high-features and large datasets with hetero-

geneous contents, server-class GPUs are preferred over MCUs and CPUs. Our focus is on

the MCUs since, in the real world, billions of IoT edge devices are MCU-based, where it

is feasible to train even at lesser speeds. Such of�ine training using Train++ reduces the

hardware cost of edge devices since they do not need a wireless module (4G or WiFi) to

receive the updated models from the cloud. Also, when the data for which the model

has to be updated is small, it does not require data center GPUs for training. Models

can rather be trained on the edge, using the proposed method, without compromising the

model accuracy.

We see the lack of real-world experimental evaluation as the major limitation. Also, the

algorithm behavior and its on-device self-learning performance need to be investigated by

deploying the implementation (code) of Train++ on real-world devices. Hence in future

work, we plan to; (i) Make a generic IoT device autonomously learn to perform condition

monitoring of an industrial paint compressor by monitoring and learning from the contex-

tual sensor data corresponding to regular vibration patterns from the pump's crosshead,

cylinder and frame. Then, generate alerts using the learned knowledge if anomaly pat-

terns are predicted or detected; (ii) Make the energy/power meters autonomously learn

the usual residential electricity consumption patterns and raise alerts in the event of un-

usual usage or overconsumption. Thus, Train++ can make the power meters self-learn to

perform of�ine analytics that can reduce bills, detect leaks, etc.

2.7 conclusion

We presented Train++, a resource-friendly binary classi�er training algorithm that enables

the onboard training of high-performance ML models on commodity MCUs. When MCU-

based IoT devices (tiny embedded systems) are equipped with Train++, they get trans-

formed into intelligent devices that can self-learn (locally re-train themselves) using large

volume, high dimensional, real-time data. Thus, even the resource-constrained tiny IoT

hardware with Train++ can self-learn to perform analytics for any target IoT use cases. The

extensive evaluation using 7 datasets shows that Train++ can guarantee superior onboard

model training performance, accuracy, and perform ultra-fast inference while showing a

higher level of memory conservation. In future work, we plan to implement the Train++

algorithm for regression problems which was outlined in this paper.





3 M L- M C U : A F R A M E W O R K TO T R A I N M L

C L A S S I F I E R S O N M C U - B A S E D I OT

E D G E D E V I C E S

3.1 abstract

The majority of IoT edge devices are embedded systems with a tiny microcontroller unit

(MCU), which acts as its brain. When users want their edge devices to continuously

improve for better edge-analytics results, there is a need to equip their devices with al-

gorithms that can learn/train from the continuously evolving real-world data. Currently,

such devices are not capable of executing any Machine Learning (ML) based model train-

ing tasks due to their resource constraints such as: limited memory (SRAM, Flash and

EEPROM), low operations per second, its inability to perform parallel processing, etc. In

this paper, we provide ML-MCU , a framework with our novel Opt-SGD and Opt-OVO

algorithms to enable both binary and multi-class ML classi�er training directly on MCUs.

Thus, ML-MCU enables billions of MCU-based IoT edge devices to self learn/train (of-

�ine) after their deployment, using live data from a wide range of IoT use-cases. When

evaluating our algorithms on multiple popular MCUs, using various datasets of different

sizes and feature dimensions, one of the most exciting �ndings was, our Opt-OVO algo-

rithm trained a multi-class classi�er using a dataset of class count 50, on a $3 resource-

constrained MCU and also performed onboard unit inference for the same 50 class data

in super real-time ( 6.2 ms).

Keywords. Self-learning IoT devices, Intelligent Microcontrollers, Real-time Machine

Learning, Edge Intelligence.

3.2 introduction

In the real-world, every new scene generates unseen data patterns. When an ML model

deployed over edge devices sees any fresh patterns which were not previously exposed

during the training phase, it will either not know how to react to that speci�c scenario or

can lead to false or less accurate results [120]. Furthermore, a model trained using data

from one context often does not produce the expected results when deployed in another

context. Certainly, it is not feasible to train multiple models for multiple environments

and contexts. In order to achieve a truly autonomous local intelligence at the device level,

the devices must have the ability to self-learnand understandthe data patterns of�ine, with

no dependency on users or cloud services. These devices should be capable of locally

gathering knowledge incrementally during the training/learning phase and should self-

37
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learn. Thus, transforming edge devices into intelligent machines capable of learning and

performing analytics in any given environment [ 136].

In most real-life IoT scenarios, designing an AI solution and deploying on edge de-

vices to solve a target problem is a lengthy and expensive process that demands statistics,

data science skills, and access to complex datasets that are dif�cult to source (GDPR and

privacy concerns) [20]. A large amount of historical data is collected and stored at a cen-

tral location before training ML models over these large datasets [ 176]. However, such

approaches are only able to train and infer based on the collected data. Once trained, the

models are deployed across the board at all devices to perform analytics at the edge. In

cases where the historical data becomes obsolete, or it is not truly representative for pos-

sible cases, the edge analytics produces inferences at a low accuracy whenever previously

unseen data is processed. In this paper, we are proposing Machine Learning - Microcon-

troller Unit (ML-MCU ), which is an incremental method to train and infer at the device

level without the need for any cloud-based ML training services. Whenever ML-MCU is

deployed at the device level, it trains itself locally to build knowledge on-the-�y using the

live IoT data streams, thus transforming IoT devices into intelligent devices which can

train and infer of�ine at the edge.

The state-of-the-art ML frameworks do not enable training models on resource con-

strained devices like MCUs, small CPUs, and FPGAs since executing the frameworks

alone requires hundreds of MB for storage, high memory-resource, �le system support,

high clock speeds, multiple cores & parallel execution units, etc. MCUs are resource-

constrained and can not afford to have the high speci�cation required by the modern ML

frameworks [ 112]. Also, since the memory (SRAM, Flash, and EEPROM) of MCUs, which

is the brain for billions of edge devices deployed worldwide, is limited to a few MB, an

upper bound is imposed, thus restricting onboard model training using high features and

large trainsets. Hence, our optimized training algorithms should also be capable of un-

restricting this upper bound to enable utilizing the full n-samplesof the dataset during

onboard model training.

To enable MCU-based IoT edge devices to self learn/train (of�ine) after their deploy-

ment, without restrictions, using the full n-samplesof live IoT use-case data, we provide

ML-MCU and open-sourced its implementation 1. To the best of our knowledge, ML-MCU

is one of the few recent novel approaches enabling a model's training tasks on MCUs. The

main contributions of this paper are as follows:

� We provide an algorithm named Optimized-Stochastic Gradient Descent(Opt-SGD) as

a part of the ML-MCU framework to enable high performance, resource-friendly

binary classi�ers training on edge MCUs. Opt-SGD method combines bene�ts from

both Gradient Descent (GD) and Stochastic Gradient Descent (SGD) thus, inheriting

the stability of GD while retaining the work-ef�ciency of SGD.

� We provide an algorithm named Optimized One-Versus-One(Opt-OVO) as a part of

the ML-MCU . To the best of our knowledge, this is the �rst novel algorithm to enable

multi-class classi�ers training on MCUs. The Opt-OVO achieves reduced computa-

tion by identifying and removing base classi�ers that lack signi�cant contributions

to the overall multi-class classi�cation result. For further ef�ciency improvement,

we use Opt-SGD method inside Opt-OVO for training the B number of base learners

1 The C implementation of ML-MCU algorithms are available at https://github.com/bharathsudharsan/ML-MCU .
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Figure 3.1: ML-MCU framework to train ML classi�ers on MCUs.
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that decompose one multi-class problem into multiple binary problems. We also

provide the �exibility for users to replace our Opt-SGD method with a base learner

method of their choice, i.e., SVM, LDA, etc.

� We designed both the algorithms to be capable of training classi�ers incremen-

tally, thus enabling edge devices to self-learn utilizing the full n-samplesof high-

dimensional IoT use case data. When updating/re-training the existing model with

a new set of data, our algorithms do not require the previous training data because

it is capable of updating the former version model without erasing the information

it learned from the previous datasets.

Outline. The rest of the paper is organized as follows. Section 3.3 presents the ML-

MCU framework that contains the Opt-SGD and Opt-OVO algorithms. In Section 3.4,

we perform an extensive evaluation of the framework algorithms. Section 3.5 briefs the

related studies. Section3.6 concludes the paper with an outline of future directions.

3.3 ml-mcu framework

Here we present the ML-MCU framework, which enables training ML classi�ers directly

on MCU boards. When users want their edge devices to learn from the new data patterns

it sees after deployment, they just need to use any of the framework's algorithms that

we present in the upcoming sections 2. In Figure 3.1, we show the ML-MCU framework.

In such an online, incremental training setup, to facilitate feeding the live data stream

directly to the Opt-SGD or Opt-OVO framework algorithms, we generate data chunks

from the data stream then provide it to the algorithm during training and evaluation. This

additional step is mandatory since the computation process (classi�er training) is slower

than the speed of the data stream, which might lead to data loss (no buffer/cache memory

on MCUs to compensate for the delay). To better understand the need for training models

using ML-MCU on MCU-based IoT edge devices, in the following, we present two use

case scenarios.

Self-learning HVACs for Superior Thermal Comfort. Currently, HVACs in smart build-

ings control their internal environment using a standard HVAC control strategy. In most

cases, such a standard/one-size-�ts-all strategy fails to provide a superior level of thermal

comfort for people because every building/infrastructure has differences (e.g., location,

size of a building, its thermal con�nement, etc.). In this scenario, if the HVAC control

edge devices are equipped with any of the ML-MCU training algorithms, they can learn

the best strategy (of�ine) to perform tailored control of the HVAC system for any build-

ing types, eliminating the need to �nd and set distinct HVAC control strategies for each

building, in order to provide the desired thermal comfort for people.

Providing Sensitive Medical Data for Research. The data required for most researches

are sensitive in nature, as it revolves around a private individual. Currently, privacy reg-

ulations restrict sending sensitive yet valuable medical data from hospitals and imaging

centers to biological research conducting pharmaceutical companies. When the resource-

constrained medical devices like insulin-delivery devices, electric steam sterilizers, BP

2 Refer to our Edge2Train work [ 136] for details on how to fuse ML-MCU framework algorithms with the device's
IoT application/program for improving edge analytic results by training using the evolving real-world data.
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apparatus, etc., are equipped with any of ML-MCU algorithms, they will become capa-

ble of training of�ine using the sensitive medical data, even without depending on the

hospital's local servers. After training, we can extract the weights (learned information)

of the trained models from multiple similar devices without exposing the data and send

it to research �rms (securely via https) without voiding the privacy regulations. This

method of transmitting trained models (knowledge gained from distributed data) instead

of the actual data fuels �nite element analysis at various stages of drug development,

from identifying target molecules to recruiting patients for clinical trials by providing

the much-needed sensitive data. Also, enables manufacturers to know their device �eld

performance, perform analysis for early warnings, etc.

3.3.1 Opt-SGD for Training Binary Classi�ers on MCUs

In this section, we present the Opt-SGD algorithm to enable training binary classi�ers

directly on MCUs.

Background and Setup

Here, we �rst brief the core concept of the popular GD and SGD, then the setup. We

view the optimization method to enable binary classi�er training on edge devices as a

loss minimization problem with the form,

min
x 2 Rd

, where f (x) =
1
n

nX

i = 1

f i (x) , (3.1)

Where, d is the number of features, n is the number of samples and f i (x) is the loss for

sample i . Here, we seek to �nd a predictor x 2 Rd minimizing the loss f (x). In our

ML model training scenarios, this n is very large and we consider the new incoming data

patterns as the local dataset,

D =

8
<

:
X = fx( 0) , x( 1) , : : : , x( n ) gwhere x( n ) 2 Rn

Y = fy ( 0) , y ( 1) , : : : , y ( n ) gwhere y ( n ) 2 f0,1g,
(3.2)

To solve the problem in Eqn ( 3.1), given the model's parameters xk (e.g. weights of a

classier), where xk 2 Rd , the existing GD method sets:

xk + 1 = xk - �f 0(xk ) , (3.3)

Where � is the stepsize and f 0(xk ) is the gradient of f at xk . To compute f 0(xk ) (the full

gradient), the batch method computes the gradients of n functions. It is prohibitive to cal-

culate n for every iteration since most ML datasets are large and the hardware we target to

compute are MCUs, which are highly memory-constrained. Using this method on MCUs

has other limitations such as; it leads to high computation time and sometimes crash-

ing the training process. It causes memory over�ows when data does not �t within the

MCU's SRAM. Finally, after training, batch methods do not allow online model updations,

i.e., using new data on-the-�y.
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Algorithm 2 Opt-SGD to train binary classi�ers on MCUs.

1: Opt-SGD Parameters : max: Maximum number of stochastic steps every epoch, � :
Step size, and' : Convexity constant for f .

2: for s = 0, 1, 2, . . . , do
3: gs  1

n

P n
i = 1 f 0

i (xs ).
4: ys,0  xs .

5: Let t s  t with probability ( 1- � ) max - t

� . where t = 0 to max .
6: for t = 0 to t s - 1 do
7: Pick i 2 1,2, : : : , n , uniformly at random.
8: ys,t + 1  ys,t - � (gs + f 0

i (ys,t ) - f 0
i (xs ).

9: end for
10: xs+ 1  ys,t s .
11: end for

SGD method addresses these limitations by computing the parameter's gradient only

using a single or a few data �elds (uniformly picks random i 's) from the dataset. The

SGD update is given by,

xk + 1 = xk - �f 0
i (xk ) , (3.4)

Using this will reduce the computation for each iteration by n factor since E(f 0
i (xk )) =

f 0(xk ). To summarise, batch methods, over the same dataset, perform redundant compu-

tations by recomputing gradients before updating each parameter, which is very expensive

on MCUs. To eliminate this redundancy SGD performs one update at a time, resulting in

higher learning speeds.

Opt-SGD Algorithm

To improve thus briefed existing GD, we need to reduce the gradient computation costs.

For existing SGD, we need to reduce the stochastic gradient's variance. In the rest of this

section, we present the Opt-SGD, which combines bene�ts from both GD and SGD, thus

inheriting the stability of GD while retaining the work-ef�ciency of SGD. We present the

Opt-SGD in Algorithm 2 that users can use to enable high performing, resource-friendly

binary classi�ers training on edge MCUs. During IoT application design, the users have

to set the OptSGD parameters, stepsize � and a constant max for limiting the number

of stochastic gradients computed for every epoch. We recommend users to experiment

training using our method with various � s and select the value corresponding to the

highest performance for their use-cases. In Algorithm 2, to make the best use of datasets,

we use the concept of epochs(one pass over the dataset), where we shuf�e the dataset in

every epoch to prevent cycles. In our algorithm, the outer for loop is indexed by epoch

counter s and the inner loop is indexed by t . In every epoch s, we �rst compute gs , which

is the full gradient of f at xs . In every step, a random t s 2 [1,max ] number of steps are

produced using a geometric law given below:

� =
maxX

t = 1

(1 - � )max - t . (3.5)

We can compute one stochastic gradient for every single inner for iteration, i.e., f 0
i (ys,t )

at the cost of storing f 0
i (xs ), where i = 1,2, : : : , n . But as mentioned, since n is very large
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for ML datasets, it is not possible to store on MCUs memory. Hence we load the data

in batches and compute many stochastic gradient. In the next step of the algorithm, we

subtract the stochastic gradient f 0
i (xs ) from gs and f 0

i (ys,t ) is added to gs to ensure the

expectation is w.r.t i (the random variable),

E(gs + f 0
i (ys,t ) - f 0

i (xs )) = f 0(ys,t ) . (3.6)

Hence, the algorithm is a non-standard execution of the traditional SGD. To the best

of our knowledge, Opt-SGD is one of the few recent novel approaches that offer a high

performance, resource-friendly method to enable model training on MCUs.

Opt-SGD Results

Here, we provide the result of our method, which is the contribution that enables high-

performance, resource-friendly training on MCUs. If function f from Eqn. 3.1 is convex,

then Opt-SGD requires,

Cwork = Cfn ((n + cn ) log(1=� )) , (3.7)

Here, Cwork is the complexity of work, which is the measure of the total number of exe-

cutions of stochastic gradient and also the executions of the total number of full gradient

rounds. n is the number of input samples, cn = D=' is the condition number, where '

is the convexity constant for f , and D > 0 is a constant. The Eqn. 3.7 can be explained as

the work done to produce an � -approximate solution. We obtained this result by running

the Opt-SGD Algorithm 2 with the stepsize � = Cfn (1=D), epoch s = Cfn (log (1=� )) , the

value of epoch is the number of full gradient executions, and max = Cfn (cn ), the value

of max is roughly equal to the number of stochastic gradient executions in one epoch.

In the remainder of this section, we implement the Opt-SGD and run an experiment

to compare its performance with GD and SGD. In a binary setting, using a zero mean,

symmetric covariance Gaussian distribution, we generate data points ranging from 102

to 106 , which are of the form shown in Eqn. 3.2. Here, for each x( n ) that is of feature

dimension 64, its class label y ( n ) is generated using a set of known weights. After data

generation, we pretend to forget the used weights because our objective is to minimize the

objective function, which also means �tting a binary classi�cation model for the generated

data.

We use the generated data on each algorithm, including ours. In Fig 3.2, we show the

convergence behavior of each algorithm for input size ranging from 102 to 106 . Here, the

Y-axis represents the gap between optimality, which we measure and plot after each epoch

(one full pass through the dataset). The convergence of GD and Opt-SGDis linear, whereas

the SGD method shows a sub-linear convergence pattern. GD is the fastest when the data

size is small. From analyzing Figure 3.2. a to d, as the data size increases, the inef�ciency

of GD increases since to update the model weights for each iteration, the algorithm needs

to pass through the entire dataset. As expected, we noticed the convergence of SGD to be

very slow, whereas Opt-SGD was capable of reaching high precision despite its stochastic

characteristic. In Figure 3.2. d, for a very large train set, our method is much less ef�cient

than SGD. But in practical scenarios, we do not train using such large data on MCUs,
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Figure 3.2: Comparing the convergence behavior of Opt-SGD with GD and SGD.

and anyways the ML-MCU framework initially splits the data stream from IoT use-case

into data chunks that are small, for which our algorithm performs better than GD (higher

precision) and faster than SGD.

3.3.2 Opt-OVO for Training Multi-class Classi�ers on MCUs

The majority of real-world IoT use cases such as health monitoring, gesture recognition,

and equipment condition monitoring generate multi-class data. Training multi-class clas-

si�ers on MCUs, using any existing methods are currently not feasible. In this section, we

provide Opt-OVO, an algorithm to enable training multi-class classi�ers (to distinguish

from multiple possible outcomes) directly on MCUs. Opt-OVO is superior to Opt-SGD

since it applies for multi-class scenarios. Still, we provided Opt-SGD since its binary clas-

si�er training and inference time is much lesser than when using Opt-OVO.

Background

Here, we outline the state-of-the-art OVA and OVO methods before providing our Opt-

OVO, which we propose as an optimized extension of the OVO method to enable multi-

class classi�er training on MCUs.

To provide an MCU-executable multi-classi�er training method, we initially consid-

ered employing k - 1 classi�ers where each classi�er separates points in a particular class

Ck from points that do not belong to that class (solves a two-class problem). This approach

is the existing OVA classi�er where the algorithm �nds k - 1 classi�ers, i.e., f 1 , f 2 , : : : , f k - 1 .

To explain in detail, the binary classi�er f 1 classi�es 1 from { 2,3, : : : , k}, the next f 2 clas-
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si�es 2 from { 1,3, : : : , k}, �nally the f k - 1 classi�es k - 1 from { 1,2, : : : , k - 2}. The input

values that are not classi�ed to any classes belong to the k class. There are multiple ex-

amples in the literature showing this heuristic method ambiguously classi�es regions of

input space. This means some input values get classi�ed as they belong to multiple classes.

Another drawback is, it creates one model for each class, sok - 1 models have to be stored

in MCU's limited memory, restraining training using large datasets with multiple classes.

To address these limitations, the existing OVO classi�er, introduces k(k - 1)=2 binary

classi�ers (one for every possible pair of classes), where it �nds k(k - 1)=2 classi�ers,

i.e., f ( 1,2) , f ( 1,3) , : : : , f ( k - 1,k ) . To explain in detail, the binary classi�er f ( 1,2) classi�es 1

from 2, the f ( 1,3) classi�es 1 from 3, �nally the f ( k - 1,k ) classi�es k - 1 from k. Here, the

classi�cation result for each multi-class input is based on the majority vote amongst the

employed classi�ers, or in other words, the �nal result is the class with the highest votes.

Setup

We use a set of base classi�ers,B to produce classi�cation results for a multi-class input

x( n ) . We store outputs of the entire base classi�ers in RB . In other words, each classi�er

bi 2 B is a base learner that produces a result2 {-1, +1}. Therefore, RB contains outcomes

for all the k(k - 1)=2 binary classi�ers over the entire training chunk D tr shown in Figure

3.1. We assign l as the class indicator (label) for our problem with k(k - 1)=2 classes. To

understand our setup better, RB contains the required information to �nd out which class

a given multi-class input x( n ) belongs to and also used to compute P(l i j RB ) (Probablity).

For example, x( n ) and a set B with three base learners, it's RB is of the form RB (x( n ) ) =

h- 1,+ 1, - 1i . Using Bayes theorem,

P(y ( n ) = l i j RB ) =
P(RB j y ( n ) = l i )P(y ( n ) = l i )

P(RB )

/ P(RB j y ( n ) = l i )P(y ( n ) = l i ) ,

(3.8)

Here, since P(RB ) is common for all classes, it can be suppressed. Hence considering this

independence between all the outcomes of base learners inB for a sample input x( n ) , Eqn.

3.8 becomes

P(y ( n ) = l i j RB ) /
Y

b i 2 B

P(Rb i
B j y ( n ) = l i )P(y ( n ) = l i ) , (3.9)

Here, Rb i
B is the classi�cation result of a base learner bi 2 B. As shown, using this

independence concept simpli�es the model, but it might not suit all cases. Hence we relax

it and do not use Eqn. 3.9 in our algorithm design.

When the results of two base classi�ers overlap within a tight area for the same input

data, we group such correlated classi�ers to reduce the number of base classi�ers. The

Opt-OVO algorithm �nds groups of correlated base classi�ers, and creates a Probability

Table (PT) for each group. Hence, the multi-class classi�cation problem is modeled to be

conditioned to groups of correlated base classi�ers Corr class . Hence the model in Eqn.

3.8 becomes,

P(y ( n ) = l i j RB ,Corr class ) / P(y ( n ) = l i )

P(RB ,Corr class j y ( n ) = l i ) .
(3.10)
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We assume independence only among the groups of highly correlated base learners

bcorr � Corr class . Therefore, to �nd the class of an input x( n ) we use,

class(x( n ) ) = arg max
j

Y

b corr � Corr class

P(y ( n ) = l j )

P(Rb corr
B , bcorr j y ( n ) = l j ) ,

(3.11)

Here Rb corr
B is the outcome of all base learners that belong to the group of highly

correlated base classi�ers bcorr � Corr class , for training data D tr . To �nd the groups

of correlated base classi�ers Corr class , we create a correlation matrix Cm to measure the

level of correlation between two base classi�ers when classifying for a train chunk D tr .

Opt-OVO Algorithm

Here, we present the Opt-OVO, which we propose as an optimized extension of the state-

of-the-art OVO method. From our analysis, we discovered that when using existing OVO,

the k(k - 1)=2 base learners/classi�ers, for a few datasets, contain classi�ers that lack

signi�cant contributions to the overall multi-class classi�cation result. This occurs when

a classi�er is already within a big interdependent group. Hence, we provide a method,

which is a part of the Opt-OVO that identi�es then removes the less important base classi-

�ers, thus improving the overall resource-friendliness when executing on MCUs.

We present the Opt-OVO in Algorithm 3. Here, in Line 3-6, all the k(k - 1)=2 base

classi�ers bi belonging to B are trained with the local data D tr (see Figure3.1) using the

Opt-SGD Algorithm 2. In the function in Line 4, we provide the �exibility for users to

replace our Opt-SGD method with the base learner of their choice, i.e., SVM, LDA, etc.

But we use the Opt-SGD for its resource-friendly characteristics. In Line 5, we evaluate all

the thus trained base classi�ers. Here, each base classi�ers bi produce a binary output

2 f- 1,+ 1gfor each input vector x( n ) . In Line 7, for all data in D te , we store outcomes of

the k(k - 1)=2 base learnersRi in RB . Next, in Line 8, we create a correlation matrix Cm

using the output of base classi�ers stored in RB . In Line 9, from Cm , we �nd Corr class ,

which is the group of highly correlated base classi�ers. In Line 10, from the groups of this

found correlated base learners, we create a PT of each group to know the joint probability

of the outcome RB . These PTs provide the joint probabilities of the outcomes RB and the

groups of correlated classi�ers bcorr � Corr class when evaluating using new/unseen

data. In the �nal Line 11, we classify for any new multi-class input x( n ) by using the

algorithm produced set of base classi�ers B and Corr class in Eqn 3.11.

Next, we explain our method to �nd the groups of highly correlated base classi�ers

Corr class from correlation matrix Cm . For a multi-class training chunk D tr , we measure

the level of correlation between two base classi�ers by considering their binary classi�ca-

tion result 2 f- 1,+ 1g,Ri ,Rj . Where Ri & Rj 2 RB are outcomes of base classi�ersbi & bj

and its correlation matrix Cm is given as,

Cm ( i ,j ) =
1
N

�
�
�
�
�
�

X

8x ( n ) 2 D tr

Ri (x( n ) )Rj (x
( n ) )

�
�
�
�
�
�

, (3.12)



3.4 evaluation 47

Algorithm 3 Opt-OVO with Opt-SGD based base learners to incrementally train multi-
class classi�ers on MCUs.

1: Inputs : Train (D tr ) & test (D te ) chunks of local dataset D (Eqn. 3.2). Opt-SGD
training method from Algorithm 2.

2: Output : Incrementally trained multi-class classi�er.
3: for eachk(k - 1)=2 base classi�ers bi 2 B do
4: Model i  Train (D tr , bi , Opt-SGD). Train bi with D tr using Opt-SGD method.
5: Ri  Evaluate (D te , Model i , Opt-SGD). Evaluate trained Model i with D te using

Opt-SGD.
6: end for
7: RB  

S
Ri . Store all outcomes Ri of k(k - 1)=2 binary base classi�er bi in RB .

8: Create a correlation matrix Cm for RB .
9: Find groups of highly correlated base classi�ers Corr class from Cm .

10: Using RB create a PT for each highly correlated classi�ers groups bcorr � Corr class .
11: Classi�er: Classify for any new x( n ) by using thus obtained set of base classi�ers B

and Corr class in Eqn. 3.11.

Here, if both the base classi�ers produce the same output for all the data points in D tr ,

then the level of correlation between them is one, the highest, so, Ri = Rj . In cases when

their outputs always don't match Ri 6= Rj , again their correlation is one. Whereas if the

base classi�ers have half outputs matching and rest not equal, then the correlation is zero.

We use this method in the Opt-OVO Algorithm 3 to group similar output producing base

binary classi�ers.

In the remainder of this section, we brie�y explain how researchers and developers can

use the ML-MCU algorithms for enabling their IoT devices/products to perform on-the-�y

of�ine learning. During the IoT device programming phase using Arduino IDE, Atmel

Studio, Keil MDK, etc., our algorithm implementation (code) needs to be fused with the

use-case IoT application. Then, when the labeled data �elds (generated by following the

method from Edge 2Train [ 136]) that correspond to the low accuracy inference performed

are passed to our algorithm function, it trains and updates the current classi�er version

running on the IoT device with a superior performance version. The ML-MCU implemen-

tation is also applicable to other self-learning settings where it can locally train a model

from scratch without needing cloud-based ML training services or proprietary datasets.

Here, instead of passing only the data that correspond to the low accuracy inference, the

complete live data stream should be cleaned, labeled, and passed to our algorithm func-

tion. An example application of this self-learning setting can be A coffee machine learning

a person's taste. Here, ML-MCU can make a coffee machine learn the data patterns of

temperature, time, and material proportion when a person makes his best coffee. When

brewing new coffees, the machine can use this knowledge to detect and alert when there

is a considerable deviation from the best coffee patterns. Thus, the machine can ensure

the person gets the coffee of his taste all the time.

3.4 evaluation

Here, we evaluate both the Opt-SGDand Opt-OVO algorithms of the ML-MCU framework.

For each algorithm, we start the evaluation by �rst explaining the evaluation setup, then
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Table 3.1: Speci�cations of MCUs chosen to evaluate ML-MCU.

Board or
MCU #

MCU &
Board Name

Speci�cation

Bits SRAM Flash
Clock
(MHz)

FP

1
nRF52840

Adafruit Feather
32 256kB 1MB 64 X

2
STM32f103c8

Blue Pill
32 20kB 128kB 72 7

3 Generic ESP32 32 520kB 4MB 240 X

4
ATSAMD 21G18

Adafruit METRO
32 32kB 256kB 48 7

for the selected datasets, using our algorithms, we train models on the selected popular

MCU boards, whose speci�cation is given in Table 3.1. Next, we tabulate the obtained

results (training & unit inference time, model accuracy, and memory requirements) and

analyze them to summarize the bene�ts of our methods. Finally, we compare our methods

with the existing results of other methods.

3.4.1 Datasets and Evaluation Procedure for Opt-SGD

For evaluation, we selected four datasets using which the Opt-SGDalgorithm trains binary

classi�ers on the selected MCUs. The �rst dataset we chose is the Iris Flowers dataset

[59], which has the least feature dimension of 4 when comparing with the other selected

datasets. Here, we extract50 positive and 100negative samples of Iris Setosa. Then using

Opt-SGD, we trained a binary classi�er that distinguishes Iris Setosa from other �owers

based on the input features. The second round of evaluations was performed using the

Heart Disease dataset [48]. Here, after training, based on the input features, the Opt-SGD

trained classi�er should be able to identify the presence of heart disease in the patient.

The third round of evaluation was performed using the Breast Cancer dataset [ 12]. Here

we train a binary classi�er that can �nd the class names (malignant or benign) based

on the input features. The fourth round of evaluation was performed using the MNIST

Handwritten Digits dataset [ 97], which has the highest feature dimension of 64. Here, we

extracted data �elds for digit 6, with positive and negative samples. Then using Opt-SGD

we trained a binary classi�er on MCUs, that distinguishes digit 6 from other digits, based

on the input features.

3.4.2 On-board Binary Classi�er Training & Inference using Opt-SGD

We uploaded the Opt-SGD algorithm's C implementation on all boards from Table 3.1. We

then power on each board, connect them to a PC via the serial port to feed the training

data in chunks, receive training time and classi�cation accuracy from MCUs. For all of

the selected datasets, the �rst 70% of data was used for training, the remaining 30% data

for evaluation. When we instruct the board to train, Opt-SGD iteratively loads the data

chunks and trains the classi�er using its method from section 3.3.1. Next, we load the test

set, infer using the trained models to evaluate the trained classi�ers. We tabulated thus
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Table 3.2: On-board binary classi�er training using Opt-SGD: Flash, SRAM, and Time consumed to
train & infer on various MCUs.

MCU
#

Dataset
Dimension &

Size (No. of row)

Train
Time
(ms)

Accuracy
(%)

Inference
Time
(ms)

Flash & SRAM
Req (kB)

1

Iris Flowers
4, 150

Heart Disease
13, 212

Breast Cancer
Dataset
30, 567

Handwritten
Digits
64, 356

3
6

273
341

84.4
80.1
63.0
89.7

0.022
0.015
0.005
0.018

42.97, 8.79
53.63, 18.76

111.864, 77.32
134.90, 100.39

2
29
77

3837
3759

75.5
82.0
78.0
95.0

0.022
0.03
0.1
0.1

30.84, 6.24
40.832, 16.24
+33.9, +54.33
+56.95, +77.4

3
3
3

112
161

77.7
83.0
62.0
70.0

0.022
0.015
0.005
0.046

131.72, 17.38
228.84, 27.38
287.43, 241.73
310.46, 108.98

4
90
260

13806
14130

84.4
83.0
78.0
90.6

0.044
0.093
0.33
0.36

23.12, 7.21
35.73, 17.26

+32.6, +40.58
+56.4, +63.62

obtained results in Table 3.2, using which we analyze the results in the remainder of this

section.

Training and Inference Time

From Table 3.2, it is apparent that, even for high dimensional Digits dataset, our method

achieves real-time unit inference, within a ms, even on the slowest MCU 4. Although

CPUs are faster, they cannot be used as IoT edge devices because; they are� 200x times

more expensive than MCUs, they have � 10x bigger form factor, and consume � 7x time

more energy to train the same models. Since billions of edge devices are MCU-based, it

is feasible to train even at lesser speeds. Such of�ine training using Opt-SGD reduces the

hardware cost of edge devices since they do not need a wireless module (4G or WiFi) to

receive the updated models from the cloud. Also when the data for which the model has

to be updated is small, then it does not require data center GPUs for training. It can rather

be trained on the edge, using ML-MCU framework, without compromising accuracy.

Accuracy

From Table 3.2, the highest onboard classi�cation accuracy is 84.4% for the Iris, 83.0 % for

Heart Disease,78.0 % for Breast Cancer, and95.0% for Digits dataset. Although the train-

ing time on MCUs is higher than CPUs, the Opt-SGDtrained models produce classi�cation

accuracy close to those of Python scikit-learn trained models. Unlike other batch meth-

ods, since Opt-SGD can incrementally load data and train models, we expect to achieve

accuracy close to models trained in high-resource setups, even when experimenting with

other larger datasets.
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Flash & SRAM Requirements

The run-time variables generated during training need to be stored within the limited

SRAM of MCUs. From Table 3.1, the popular open-source boards we chose have only 20

kB to a max of 520kB of SRAM. We provide the Flash and SRAM requirements calculated

by the compiler for target MCUs for all boards in Table 3.2. Here, for MCU 3 the largest

Digits dataset, including the Opt-SGD algorithm consumes only 7.7 % Flash and 20.9 %

SRAM. Whereas for MCUs 2 & 5, both the Flash and SRAM over�owed (exceed MCUs

capacity) for both the Breast Cancer and Digits datasets. Hence, in such scenarios with

large volume and high dimensional data, the upper bound imposed by MCUs memory-

constraints restricts training models on such small MCUs. Since we designed Opt-SGD

to be capable of incrementally training a model, even on small MCUs, with only KBs

of memory, we can incrementally load n-samplesof high-dimensional data, which might

range from a few MB to hundreds of MBs, then perform the required model training.

Hence, even on the lowest-spec MCU4, we were able to load both the Breast Cancer and

Digits datasets incrementally and train in 13.8 ms and 14.1 ms respectively.

From the analysis of Opt-SGD's results presented in this section, it is apparent that

developers can leverage Opt-SGD to train models of�ine using real-time data from any

of their use cases on such small MCU boards. We also estimate that using Opt-SGD,

on-board binary classi�er training can be performed on thousands of open-source MCU

boards supported by Arduino IDE, which have limited Flash, SRAM, and no �oating-point

support.

3.4.3 Comparing Opt-SGD with Other Methods

The work complexity of the Opt-SGD, which is the measured number of stochastic gra-

dient executions required to produce an � -solution was presented in Eqn 3.7. Our Eqn

is similar to EMGD results [ 179], where the performance (work complexity) of EMGD

is given as Cfn ((n + c2
n ) log(1=� )) . This Eqn clearly shows that their method achieves

a quadratic dependence on the condition number cn instead of linear dependence, and

also their results hold with high probability. Similarly, the complexity of the next related

stochastic coordinate descent (RCDC) method was also investigated in a high probability

setup [115]. The SDCA [54] method has work complexity similar to our Eqn 3.7. But

the condition number cn in their method is complex than ours since it requires complete

knowledge of the convexity constant ' of f to run their algorithm. We found SAG [ 121] as

the most related method to compare with since it achieves linear convergence only using

the stochastic gradient executions (similar to our method). During the close comparison,

our method was faster since SAG updates the test points after each execution of a stochas-

tic gradient. Whereas our Opt-SGD does not always update during the evaluation of the

full gradient. Hence, our method needs lesser time to perform the same amount of passes

through data chunks than SAG. Another downside of SAG is, it consumes additional

space in MCUs memory to store n gradients, which is necessary for their method.

In Section 3.3.1, we compared the convergence behavior of Opt-SGD with GD and

SGD. From dataset to dataset, we expect the performance gap betweenOpt-SGD and

related methods to vary. So, to present a �ne-grained comparison, we need to conduct
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Figure 3.3: Training multi-class classi�ers on MCUs using Opt-OVO: Comparing training set size
vs training time & accuracy for a. MNIST Digits dataset; train set size from 0 to 1476
and class count from 3 to 10. b. Australian Sign Language signs dataset; train set size
from 0 to 1250and class count from 3 to 50.

computational experiments. Hence, in future work, we shall run experiments, where we

make the GD, SGD, SAG, SDCA, RCDC algorithms and Opt-SGD to solve the same least-

squares problem by iterative re�nement. Using the obtained results, we shall perform a

�ne-grained comparison and also compare the practical performance with their theoretical

bound on convergence in expectations.

3.4.4 Datasets and Evaluation Procedure for Opt-OVO

For evaluation, we selected two multi-class datasets using which the Opt-OVO algorithm

trains multi-class classi�ers on the MCUs from Table 3.1. For the �rst evaluation round,

we use the same64 features Handwritten Digits dataset, but in a different setup. Here, we

built 3 train sets of various class counts and sizes. For the �rst train set, we extract data

�elds corresponding to the handwritten digits 0 to 2 to build a 3 class train set of size432.

The second train set is of class count5 (digits 0 to 4) and size 720. The last train set of size

1467contains 10 classes (digits0 to 9). In all the 3 train sets, each class is of the size144.

The second round of evaluation was performed using the 22 features Australian Sign

Language signs dataset [126]. Here, we built 8 train sets of different class counts and

sizes. For the �rst train set, we extract data �elds corresponding to the alive, alland answer

Auslan signs. Hence, the �rst set is of class count 3 and size 75. The last set is of class count

50 and size 1250since it contains data of 50 Auslan signs varying from alive to more. The

in-between train sets contain class counts ranging from 3 to 50, with their corresponding

train set size ranging from 0 to 1250. In all the 8 train sets, each class is of the size25.
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Figure 3.4: Inferring for multi-class data on MCUs: Class size ( 3 to 50) vs inference time of the
onboard Opt-OVO trained classi�ers.

For both the datasets, as explained, we purposefully built train sets of different class

counts and sizes in order to plot and investigate (i) the train set size vs training time &

accuracy. (ii) the class size vs onboard inference time. We built a test set for each train set

that contains unseen data �elds from the corresponding classes in the respective train set

and data �elds from the remaining classes. We use these test sets to compute the accuracy

of classi�ers trained on MCUs by Opt-OVO. For brevity purposes, we do not present the

classi�er performance in confusion matrices. If users require performance visualization in

a table layout, they can enable the confusion matrix function we provide in the repository.

3.4.5 On-board Multi-class Classi�er Training & Inference using Opt-OVO

We follow the same procedure explained in section 3.4.2, starting from uploading the

algorithm, until loading the test set and evaluating the trained classi�ers. Here, the dif-

ference is, we replace theOpt-SGD with the Opt-OVO algorithm, then use the multi-class

data instead of binary. We illustrate the obtained training results in the form of graphs

in Figure 3.3, which we use to analyze how the training time and accuracy vary w.r.t to

the train set size. We do not analyze the Flash and SRAM requirements like in section

3.4.2 because the datasets we use here exceeded the available onboard memory of all the

selected MCUs. But due to the incremental model training design of the Opt-OVO, it was

able to incrementally load both the high-dimensional, large volume, multi-class datasets

via Serial port, then perform the required training and evaluation.

Training Set Size vs Training Time & Accuracy

The Figure 3.3. a & b shows that even on the slowest MCU 4, the Opt-OVO was able to

train using a 10 class,1476size, 64 dimension Digits dataset in 29.6 sec and could train in

7.6 sec using the 15 class,375 size, 22 features Australian Sign dataset. The same �gures

also show that the fastest MCU3 trained in 0.4 sec for Digits and in 4.7 sec using the 50

class,1250size Sign dataset. In these �gures, the gap in the Y-axis (base-10 log scale) is the

difference in the training time between the selected MCUs, for �xed class counts. For a
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clearer view, we marked this gap in seconds. In Figure 3.3. b, at the individual MCU level,

we show how the training time varies when the class count and train set size increases.

In Fig 3.3, the right side Y-axis is the MCU trained multi-class classi�er accuracy. We are

not presenting the explicit performance comparing of the classi�ers trained using the Opt-

OVO, with the classi�ers trained on high resource setups using Python scikit-learnsince

we achieve similar accuracies when experimenting using the same setup and datasets.

Also, we are not comparing the training time on MCUs with CPUs and edge GPUs since

they have � 106x times higher hardware resources. Using Opt-OVO, users can increase

the class count beyond 50 and train without stability issues when they use the emerging

better resource MCUs with inbuilt FPU, KPU, FFT hardware capabilities.

Class Size vs Inference Time

To analyze the impact of increasing class count on inference time, in Figure 3.4. a, we feed

the Opt-OVO trained models a multi-class data (size one) with class count ranging from

0 to 10 and from 0 to 50 in Figure 3.4. b. For a clearer view, we label the plotted points

with their corresponding values (unit inference time) in seconds. For statistical validation,

the plotted inference time corresponds to the average of 5 runs. It is apparent that, even

for the high dimensional Digits dataset, our method achieves real-time unit inference, 11.8

ms, even on the slowest MCU4. The fastest MCU3 was able to infer for a 50 class input in

6.2 ms. In Figure 3.4. b, when the class count increased from 15 to 25, the inference time

increased by 0.9 ms, from 25 to 40 by 2.4ms and 40 to 50 by 2.2 ms, showing an almost

linear relationship. Overall, it is apparent that the Opt-OVO trained classi�ers perform

onboard unit inference for multi-class data in super real-time, within a second, across

various MCUs.

3.4.6 Comparing Opt-OVO with Other Methods

Here, we �rst brief a method to �nd the computational requirement of the existing OVA

and OVO methods. We then use it on the related papers to investigate their optimization

ef�ciency (computational simpli�cation). In this method, we consider B as the number of

base learners that decompose one multi-class problem into multiple binary problems, NB

as the size of B, the count of classes in the given multi-class problem as C and Tc is its

respective time complexity.

For OVA, NB = C = Tc (C). Here, the time complexity is Tc (C) since each base learner

requires positive examples of the respective class and negative examples of the rest of the

classes. During testing, OVA needs Tc (C) binary classi�cations for each input tested. In

the case of OVO, NB = (
C

2
) = Tc (C2 ). Here, the time complexity is Tc (C2 ) since each

base learner (binary classi�er), each time requires positive and negative samples of the

two classes that are considered for training. During testing, OVO needs Tc (C2 ) binary

classi�cations for each input tested. OVO becomes computationally challenging for high

B values.

In [ 39], authors have combined OVA and OVO to improve the overall classi�cation.

But their approach uses NB = (
C

2
) + C = Tc

�
C2

�
base classi�ers during training. The
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method in [ 99] is a combination of classi�ers, where the output of each base classi�er is a

probability of the pattern that belongs to the given class. Here, (C(C + 1))=2 = Tc (C2 ) base

classisiers are required. In [93], a dynamic programming approach was used to design a

class removal sequence. Their method only usesNB = C - 1 base classi�ers during testing,

but the class removal policy is very expensive to run on MCUs.

The Opt-OVO method produces a higher level of optimization than the above methods

since it can intelligently identify and remove base classi�ers that lack signi�cant contribu-

tions to the overall multi-class classi�cation result, enabling training up to 50 class data on

highly resource-constrained MCUs. Additionally, our method has bene�ts such as; it does

not depend on the number of selected base classi�ers, and it also provides the �exibility

for users to use any base learner method of their choice, i.e., SVM, LDA, etc.

3.5 related work

Since theML-MCU enables incremental binary and multi-class classi�er training on MCU-

based tiny edge devices, for comprehensiveness, our state-of-the-art review consists of the

two following subsections:

3.5.1 Machine Learning on Microcontrollers

Here, we classify the existing literature into two broad categories: training models on

MCUs and resource-ef�cient model inference on MCUs.

Training ML models on MCUs is an emerging area of research [ 37, 139]. The existing

frameworks like Tensor�ow Micro, Keras, Edge-ML, Open-NN, etc. do not yet provide

methods to enable training models on MCUs. Currently, to achieve resource-ef�cient train-

ing, authors have optimized existing algorithms to run on various resource-constrained

setups [112, 108]. In [ 76], a Gaussian Mixture Model was executed on an embedded

board aiming to re-train an ML algorithm at the edge level. Articles [ 55, 153] present opti-

mized methods to enable training models on smartphones. Multiple Federated Learning

algorithms [ 13, 79] enable �ne-tuning global models of�ine, at the edge level using local

datasets. SEFR, a low-power classi�er [69] is the most recent work to enable a binary

classi�er training and inference on MCUs. However, thus outlined and other impactful

algorithms [ 66, 73] are tailored for speci�c applications and do not enable MCU-based IoT

edge devices to self learn/train from a wide range of IoT use-case data. Our ML-MCU's

algorithms are superior to state-of-the-art methods since they can incrementally train both

binary and multi-class classi�ers iteratively, enabling edge MCUs to continuously improve

themselves for better analytics results.

In the category of algorithms for ef�cient model inference on MCUs [ 140], there is a

set of articles proposing compression techniques to reduce the size of the model's weights

using quantization and pruning. CONDENSA [ 64], a system for users to compose simple

operators to build complex model compression strategies. Two new compression methods

jointly leverage weight quantization and the distillation of larger networks was proposed

in [ 106]. Authors in [ 73] have implemented a tree-based algorithm for ef�cient prediction
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in milliseconds even on slow MCUs. Similarly, ProtoNN [ 42], k-Nearest Neighbor inspired

algorithm with several orders of lower storage and prediction complexity addresses the

problem of real-time and accurate prediction on resource-scarce devices. In [64, 106] and

other articles proposing compression [ 47, 44] and optimization [ 11, 74, 135] methods, the

models are trained in high resource setups, then a multi-stage MCU-aware optimisation

(tailored) is performed before deployment. In [ 143, 147, 141], a foundation is laid by

exploring the porting and execution of ML classi�ers, anomalies detection models on

embedded systems in IoT.

Similar to the above works, even our framework algorithms can infer in super real-time

on MCUs. For example, the MCU 3 used Opt-OVO to perform onboard unit inference for

a 50 class data sample in super real-time of 6.2 ms (in Section 3.4.5). We do not attempt to

outperform the state-of-the-art inference methods since they are tailored to be application-

speci�c, whereas our ML-MCU algorithms are capable to train and infer using real-time

data from any IoT use-cases.

3.5.2 Optimizing the SGD and OVO Methods

SGD is an iterative method for optimizing an objective function with suitable smoothness

properties. The Random Coordinate Descent for Composite functions (RCDC) method

[115] can be directly applied to the equation of a loss minimization problems or its dual

version. Applying an RCDC to the dual formulation is known as Stochastic Dual Coordi-

nate Ascent (SDCA) [54]. The analysis of SDCA in their paper shows that it is compara-

ble or better than SGD. Article [ 116] study parallel stochastic coordinate descent method

where they show block coordinate descent methods when accelerated by parallelization

can bene�t a type of minimization problem used in their paper. Stochastic Average Gra-

dient (SAG) [121] is the �rst method relevant to SGD, which is different from the above

coordinate descent approaches while exhibiting linear convergence. The Epoch Mixed

Gradient Descent (EMGD) [179] is similar to the SAG, SDCA, and our method, but it

achieves a quadratic dependence on the condition number instead of linear dependence.

Articles [ 38, 28] combine GD and SGD, vary sample size to achieve reduce variance. How-

ever, the bene�ts obtained as a result of their realization are lesser than the above recent

methods. Classical paper [94] on stochastic approximation methods is partially related to

our work.

From the literature that aims to optimize the popular OVA and OVO methods, we

select and brief the papers that are related to our approach. In [ 39], authors have combined

OVA and OVO to improve the overall classi�cation. But their approach uses + C extra

classi�ers during training. The method in [ 99], a combination of classi�ers use C2 extra

base classi�ers. In [7], a class embeddings method to choose the best base classi�ers was

presented. In [93], a dynamic programming approach was used to design a class removal

sequence. Although their method uses fewer (C - 1) base classi�ers during testing, their

class removal policy is very expensive for MCUs. Since the existing methods improve the

OVA and OVO at the cost of adding extra base classi�ers, it is not feasible to implement

them for training models on MCUs.
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3.6 conclusion: discussion and future work

We presented ML-MCU , a framework with resource-friendly binary and multi-class clas-

si�er training algorithms to enable billions of MCU-based IoT edge devices to self learn/-

train (of�ine) on-the-�y, using live data from a wide range of IoT use-cases. Thus, the

devices equipped with any of our algorithms can self-learn to perform analytics for any

target IoT use cases without requiring a historical dataset. As explained with evaluations,

the few most exciting bene�ts are; the incremental training characteristics of our algo-

rithms enabled loading the full n-samplesof large volume high dimensional data without

memory over�ow issues, also it incrementally updated the trained models without losing

any information it learned from the old data streams. Next, models trained on MCUs

using ML-MCU produced accuracies close to ML framework trained models on high re-

source setups. Finally, we achieved a signi�cant level of optimization compared to existing

methods, thus facilitated training using 50 class data on MCUs and then performed unit

inference in super real-time.

Utilizing the open-sourced implementation of ML-MCU algorithms, researchers and

developers can start to practice split-learning, federated learning, centralized learning, dis-

tributed ensemble learning by involving even the most resource-constrained MCU-based

IoT devices in complex learning tasks. For example, in a sensitive medical data collection

use-case, without disturbing the routine of resource-constrained medical devices (such

as electric steam sterilizers, BP apparatus, etc.), our framework algorithms can locally

learn (data does not leave the device) using the sensitive patient data, then share only

the learned parameters to the hospital/research center servers. Since even the light ML

frameworks versions like TensorFLow Lite cannot be used in such use-cases involving

resource-constrained MCU-based devices, we believeML-MCU to provide the basis for a

broad-spectrum of decentralized and collaborative learning applications.

We see the lack of real-world experimental evaluation as the major limitation. Also,

the framework behavior and its on-device self-learning performance need to be investi-

gated by deploying the implementation (code) of the framework algorithms on real-world

devices. Hence in future work, we plan to; (i) Make a generic IoT device autonomously

learn to perform condition monitoring of an industrial paint compressor. Here, the task

of ML-MCU is to make the device incrementally learn by monitoring the contextual sen-

sor data corresponding to regular vibration patterns from the pump's crosshead, cylinder

and frame. Then, generate alerts using the learned knowledge if anomaly patterns are

predicted or detected; (ii) Make the energy/power meters autonomously learn the usual

residential electricity consumption patterns and raise alerts in the event of unusual usage

or overconsumption. Thus, ML-MCU can make the power meters self-learn to perform

of�ine analytics that can reduce bills, detect leaks, etc.
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L E A R N I N G F R O M I M B A L A N C E D DATA

S T R E A M S I N R E A L-W O R L D I OT

4.1 abstract

Typically a Neural Networks (NN) is trained on data centers using historic datasets, then

a C source �le (model as a char array) of the trained model is generated and �ashed on

IoT devices. This standard process impedes the �exibility of billions of deployed ML-

powered devices as they cannot learn unseen/fresh data patterns (static intelligence) and

are impossible to adapt to dynamic scenarios. Currently, to address this issue, Online

Machine Learning (OL) algorithms are deployed on IoT devices that provide devices the

ability to locally re-train themselves - continuously updating the last few NN layers using

unseen data patterns encountered after deployment.

In OL, catastrophic forgetting is common when NNs are trained using non-stationary

data distribution. The majority of recent work in the OL domain embraces the implicit

assumption that the distribution of local training data is balanced. But the fact is, the

sensor data streams in real-world IoT are severely imbalanced and temporally correlated.

This paper introduces Imbal-OL, a resource-friendly technique that can be used as an

OL plugin to balance the size of classes in a range of data streams. When Imbal-OL

processed stream is used for OL, the models can adapt faster to changes in the stream

while parallelly preventing catastrophic forgetting. Experimental evaluation of Imbal-OL

using CIFAR datasets over ResNet-18 demonstrates its ability to deal with imperfect data

streams, as it manages to produce high-quality models even under challenging learning

settings.

Keywords. IoT Devices, TinyML, Online Learning, Imbalanced Data, Class Balancing.

4.2 introduction

The top-quality NN models that solve a range of complex tasks are typically trained at

data centers by performing multiple passes over labeled historic datasets collected for

decades. The knowledge gathered by ubiquitous devices in IoT is a vastly different story

as, over the service span of devices, they perceive a data stream of unlabeled, temporally

correlated observations and rarely revisit the same data multiple times [ 104]. Learning

new knowledge needs to occur in the real world after deployment, rather than training

at the data center then inference at the edge [134]. So, to enable on-the-�y knowledge

gaining, the trend in IoT is moving towards Online Machine Learning (OL), where the
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