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Abstract

Accurate perception and localisation of dynamic objects is crucial for autonomous
vehicles to navigate complex environments and avoid collisions. However, onboard
sensing often struggles with complex environments due to the challenges associated
with occlusion, hindering progress in achieving advanced levels of vehicle auton-
omy in these environments. Cooperative driving automation has emerged as an
enabling technology for the development of safer vehicles by using shared percep-
tion information to enhance the situational awareness of the ego-vehicle. Despite
V2l collaboration demonstrating numerous bene ts and opportunities, it has not yet
been adopted as an industry vertical. This lack of widespread adoption can be at-
tributed to several technical and operational considerations that must be thoroughly
understood and addressed before this technology can be successfully implemented
on a large scale. To enable the safe deployment of Cooperative Driving Automation
applications, it is essential to investigate how such systems perform under realistic
deployment conditions, where factors such as positioning uncertainty, communication
delays, and calibration errors are non-zero.

This thesis explores the feasibility of V21 map fusion in real-world deployments,
amidst the current technological, operational, and regulatory landscape. To address
this, the thesis will evaluate enabling technologies, identify deployment challenges,
develop a dataset, and quantify the impact of real-world pose alignment errors on
map fusion performance. Firstly, a review of the current state-of-the-art for multi-
agent and single-agent environmental sensing, perception, and mapping is provided.
Then, the practical considerations for V2I CDA deployment in real-world conditions
are examined. Following this, a heterogeneous, multimodal dataset captured from
the infrastructure perspective is introduced to enable systematic evaluation of CDA

Vi



Abstract

technologies. Finally, the robustness of V21 map fusion by analysing the impact of
real-world pose alignment errors on V2| CDA is investigated.

This thesis shows that deploying V21 systems involves substantial challenges
spanning infrastructure sensor selection, edge computing optimisation, policy and
privacy issues, and economic viability. Experiments conducted demonstrate that
pose alignment errors from communication delay, calibration errors, and positioning
uncertainty can signi cantly degrade collaborative perception reliability. Establish-
ing well-de ned operational design domains and error thresholds is paramount to
ensuring the safety and reliability of V21 systems as they scale up. To utilise the
technology's full potential, a gradual rollout strategy in small controlled use cases
is necessary, enabling stakeholders to address technical and regulatory challenges in

manageable settings.

Vii



Acknowledgements

Completing this Ph.D. has been a di cult and enjoyable journey that has chal-
lenged me academically and personally, providing an invaluable opportunity for
growth and development as an independent researcher. This thesis represents not
only my individual e orts but also the support and diverse perspectives of everyone
who has in uenced my life, both within academia and beyond. Their guidance and
insights have been important in shaping my understanding of complex issues and
have taught me the importance of continually questioning and exploring new ideas.

I would like to express my sincere gratitude to my primary supervisor, Prof.
Martin Glavin, whose unwavering support and insights have signi cantly shaped
this Ph.D. His attention to detail, scienti c rigour, and passion have enabled me
to become an independent researcher and writer. | am also deeply grateful to my
co-supervisors, Prof. Edward Jones, Dr. Brian Deegan, and Dr. Darragh Mullins,
for their patience, guidance, and direction throughout this process. | will forever
appreciate your continued support and genuine willingness to foster my passion and
professional development.

To my dear friends and colleagues, Joseph, Dara, Dallan, and Tim, | am grateful
to you for your support and guidance over the past four years. Your contributions
to my Ph.D. journey have been immeasurable. | have learned an incredible amount
from each of you, not only about being exceptional engineers and educators but also
about the importance of progress over perfection.

| also want to express my heartfelt gratitude to my close friends, Kerry, Aoife P,
Aoife R, Ciaran, and Hao, for your support and presence throughout this challenging
journey. Your kindness and willingness to listen to my concerns, frustrations, and
doubts have been invaluable. Your friendship has left an indelible mark on my life,
and | am forever grateful for the time, energy, and kindness you have so generously
shared with me.

Throughout my research journey, | had the privilege of collaborating with my
industry sponsors, Valeo Vision Systems, whose invaluable support enriched my re-

viii



Acknowledgments

search experience and broadened my perspective on the practical applications of my
work. | extend a special thanks to William O'Grady, Ganesh Sistu, and Fiachra
Collins for their unwavering support and expertise.

Finally, to my beloved Amma and Pappa, your dedication and sel ess decision
to move to Ireland in pursuit of better opportunities for me and my education have
been the foundation of my success. | am forever grateful for the sacri ces you made
to ensure that | could reach this milestone. Your constant love, encouragement,
and unwavering faith in my abilities have been my guiding light throughout this
challenging journey. In moments of doubt, your reassuring presence and belief in me
have given me the strength to persevere. | am deeply appreciative of the values you
have instilled in me - the importance of hard work, determination, and the pursuit
of knowledge. Without your support, this process would have been in nitely more
di cult, if not impossible.

Writing the acknowledgements has been the most challenging section, as countless
individuals have in uenced my life and journey. Expressing my gratitude to each
person is impossible. To those mentioned by name, your support has been the
foundation of my success. To others not explicitly listed, your impact has not gone
unnoticed. Each of you has uniquely contributed to my development as a researcher,
professional, and human being. From the bottom of my heart, | extend my utmost
gratitude to everyone who has been a part of this journey, and | am forever grateful
for your in uence, support, and guidance.



List of Figures

11
1.2

13

2.1
2.2
2.3

2.4

Scenario of a darting child from behind a parked vehicle. . . . . . .. 2
Examples of collaborative perception for detecting occluded pedestri-

ans, where the ego-vehicle FOV is represented in white, the CAV FOV

is in blue, and the FSN FOV is represented in orange. The ego-vehicle

(A) is moving right-to-left in the gure. (a) The pedestrian is occluded

by the bus and not visible to vehicle A. (b) V2V collaborative percep-

tion where vehicle B detects the pedestrian occluded from vehicle A's
view and shares this information with vehicle A. (c) V2I collabora-

tive perception where the FSN embedded in the environment detects

the occluded pedestrian and shares this information with vehicle A.

(d) V2X collaborative perception where vehicle A receives information
about the occluded pedestrian from both vehicle Banda FSN.. . .. 3
Key components in a Vehicle-to-Infrastructure global environmental
model, adapted from [15]. The nal decision is made by the CAV.

The green arrow represents the C-V2X supported infrastructure-to-
vehicle wireless communication link, which transmits messages to the

ego-vehicle's on-board unit (OBU). . . . ... .. ... ... ..... 5
Comparison of characteristics for Vision, lidar, and radar. . . . . . . . 24
Operating principles of an RGB camera, adapted from [4]. . . .. .. 25
Comparisor of image: from different passive sening modaities: (a)

RGB carrera. (b) Thermal camera. (c) Neuromorphic carrera. . . . . 26
Example of how radar ADC signal can be processed (blue) to output
various radar data formats (red), adapted from [59]. . . . . .. .. .. 34



List of Figures

2.5

2.6

2.7

2.8

2.9

2.10
2.11
2.12

3.1

4.1

Overview of some lidar 3D object detection approaches, adapted from
[114]. (a) Multi-view-based method that uses various views in the
lidar point cloud and an RGB frame to generate 3D detections in a
lidar point cloud. (b) Segmentation-based approach for generating

3D detections in a lidar point cloud. (c) Frustum proposal approach
projects a frustum from an image onto a lidar point cloud to generate

3D detections. . . . . . ... 58
Overview of object detection methocolaogies for various radar data
types, adaptec from [58,59. The purple blocks denote different radar

data formats, while the yellow blocks represeni the corresponcing data
procesingmethods. . . . . . . ... . ... . 59
Overview of some approache: usec for monowlar RGB 3D Object
Detection, adaptec from [125. (a) A 2D-driven method that coiples

prior assumgtions or corstraints with 2D detections to gererate 3D
detections. (b) Depth esti mation-basec method that utilises depth in-
formation with 2D detections to gererate 3D detections. (¢) Pseudc«-
lidar-base( method that use! a depth e<timator to gererate a pseudo

point cloud and is coLpled with an image to gererate 3D detections.

(d) BEV transformation method that performs 3D detections in the

BEV space. . . . . . . .. 63
Comparisor of BEV mapping techniques from input carmrera images:

(a) BEV-Se( [157 gererating a semartic map, and (b) SMOKE [158]
producing an object map, both in BEV space. . . .. ... .. .. .. 90
Comparisor of BEV pipeline architectures: (a) Camere-basecand (b)
lidar-basec pipelines highlighting the comrpanents in eact pipeline,

adaptec from [167,16€E| . . . . . . . . . .. ... ... 92
Comparisor of carrerg PV, recular BEV, and perspetive BEV [175. 97
Six layers for a High De nition (HD) Map [184]. . . . . . . . .. ... 102
Global ccordinate systems and their relations. . . . .. ... ... .. 107

Example of scenario 1, where a pedestrian, depicted in red, is occluded
behind a parked vehicle and is about to walk in front of the ego-vehicle.

The vehicle's trajectory is indicated by a black dotted line, and the
pedestrian’s trajectory is shown as a black solid line. The Fixed Sensor
Nodes (FSN) detects the pedestrian and shares this information with

the ego-vehicle. . . . . . ... . ... 123

CAD model of the sensor platform. . . . . ... ... ... ...... 162

Xi



List of Figures

4.2

4.3

4.4
4.5

5.1

5.2

5.3

Sersol platform on the stand, including the Velodyne lidar and Neousys
acquisition corrputer at the baseofthestand. . . . . ... ... ... 163
Relative strengths and wealknesse of eact sersor in the Galway Mul-
timodal Infrastructure Node Dataset (G-MIND). An ideal Intelligent
Transportation Systems (ITS infrastructure node sersor would max-

imise the characteristics showr ontheaxes. . . ... ... ... ... 164
Sanple output from some of the sersors in the surveillance petspeitive.165
Map illustrating the location of the vehicles and VRUs in di erent
scenarios. The location and orientation of the sensor platform are
denoted by the light blue circles, with (1) being the location during

the urban junction & pedestrian interaction and the outlier objects
scenarios, and (2) being the location of the sensor platform for the
maximum detection distance test scenario. . . . .. ... ... .. .. 173

lllustration of a vehicle-infrastructure fused global map. Panels (a)

and (b) display the manually annotated lidar point cloud from the ego-
vehicle and the xed sensor node (FSN). Panels (c) and (d) present
the corresponding local maps with detected objects (A-D) relative to

the agent. Panel (e) demonstrates the fusion of both perspectives
onto a global map. Green boxes show objects (A-B) detected by both
agents, the blue box (D) reveals a pedestrian detected only by the
FSN (revealing previously occluded areas), and the red box (C) shows

a pedestrian detected only by the vehicle (highlighting FSN coverage
limitations). The blue and red point clouds depict lidar data from the

FSN and ego-vehicle. . . . . . . . .. ... .. .. .. ... .. 194
Example data from the multi -agent scenario usec for experimertation.

(a-b) RGB carrere image: showing the scene (c-d) lidar point clouds

with pedeitri ans annctated in greer from the Cegton P6C with a lim-

ited horizortal eld of view and the Velodyne VLP-1€ with a 360

eld of view, illustrating sersor hetercgendty betweer agents. . . . . 198
An overview of the temporal ne-alignment process between the FSN
and ego-vehicle lidar data. Four distinct events are identi ed where

an object of interest crosses a shared landmark visible from both per-
spectives. The timestamps for these events from the ego-vehicle data
are compared against the corresponding FSN reference timestamps to
calculate a uniform alignment o set. This o set is then applied to the

lidar data to correct for any minor GPS drift or jitter, ensuring the
datasets are precisely synchronised for the experiment. . . . . .. .. 200

Xii



List of Figures

5.4 lllustration of the steps involved in the egcvehicle localisetion (a),
egc-vehicle object localisetion (b), and node object localisetion (c)

PrOCESS. . . . . o o e e e 201

5.5 lllustration of the sensor (blue) and vehicle (green) coordinate sys-
tems. (a) Pre-alignment: misaligned sensor and vehicle coordinate
systems due to a rotated sensor. (b) Post-alignment: properly aligned

sensor and vehicle coordinate system. . . . . .. ... ... ... ... 203
5.6 Example of ego-vehicle odometry shown in (a) the sensor coordinate
system and (b) the global coordinate system. . . . .. .. ... .... 206

5.7 Example of spatial accuracy veri cation between the FSN (green) and

ego-vehicle (blue), and error introduction in the map fusion pipeline. 209

5.8 Example demonstrating the impact of transmission delay on the align-
ment of FSN and ego-vehicle lidar data in a fused global model. (a)
With no transmission delay, the FSN data packets (blue) and ego-
vehicle data packets (red) are perfectly synchronised at each times-
tamp TO-T5. This results in properly aligned fused global objects
(green). (b) When a 100ms transmission delay is introduced, the FSN
data is delayed relative to the ego-vehicle data. Consequently, each
previous FSN data packet (Tn-1) gets incorrectly aligned with the
ego-vehicle data from the current timestamp (Tn). This temporal
misalignment leads to inaccurate fused global objects. Furthermore,
the ego-vehicle data at time TO is discarded because there is no cor-
responding FSN data available for fusion. If the delay between the
ego-vehicle data and FSN data exceeds 100ms, more ego-vehicle data

points will be discarded. . . . . .. ... ... ... ... ... ... 211

5.9 lllustration depicting the axes of a sensor mounted on a FSN.

5.10 Example of bouncing box unceitainty from spars¢lidar data. (a) The
vehicle is farther from the object of interest, i.e., the red car. The blue
points represent the re ected lidar points from the car. Since the full
dimersions of the car are not caftured due to the distance and an-
gle, the bounding box is t ted to the available points, resulting in a
smallel dimersior than the actual car. This alsc impacts the certroid
locetion (black). (b) The vehicle is close to the object of interest. The
greer points represent the re ected lidar points from the car. As the
sersor/egc-vehicle is close to the object, a more comrplete sel of di-
mersions is acquired from the detection, resulting in a more accurate

. 212

represertation of the XY certroid. . . . . .. ... .. ... ...... 214

Xiii



List of Figures

5.11 Illustration demorstrating why IoU and comer alignment methods

were not usecin thisstudy. . . .. .. ... ... ........... 217
5.12 Baseline map fusion performance, illustrating the spatial accuracy

(Euclidean distance) between the FSN and ego-vehicle detections. . . 221
5.13 Number of lidar points contained within the FSN detection versus the

distance from the lidar sensor to the detected object. . . ... .. .. 222
5.14 Example of abeirrations in the lidar point cloud causet by the corr-

bined verti cal and horizortal scarning mction of the MEMS mirror in

the lidar sersor, resulting in a non-uniform distri bution of points on

the groundplane. . . . . .. .. ... ... ... 223
5.15 Results showing the time synchrenisetion drift betweer the egc-vehi-

cle and FSN lidar data. The lidar data index represents a synchrcnised

frame index betweer the egc-vehicle and FSN, while the time differ-

ence meesures the difference betweer their respedive timestamps. . . 224
5.16 Impact of transmissior delay on map fusion. . . . . .. .. ... ... 225
5.17 Impact of GPS compass heading error on map fusion. . . ... ... 226

5.18 Pedestrian detections from ego-vehicle (red), FSN without heading
error (black), and FSN with 1 GPS heading error applied (orange).
The annotated ROI depicts the 8m-11m distance range. This illus-
trates the impact of pedestrian motion and bounding box uncertainty
on map fusion, as shown by the divergence and convergence of the

orange and red points. . . . . . . ... 227
5.19 Impact of x-axis rotation errors on map fusion. . . . . . . . ... ... 228
5.20 Impact of z-axis rotation errors on map fusion. . . . . . . .. ... .. 229

5.21 Global map depicting pedeitri ans detected by the egc-vehicle and the
FSN under two corditions. The ROIs highlight the 8-11rr (inclusive)
and 17-18mr (inclusive) distance ranges The map illustrates in the
17m-18m ROI, that due to pedetrian mation and bouncding box un-
ceitainty, the comrbination of higher distance range: (17m-18m) and
lower rotation errors (1 ) results in lower Euclidear distances between
the detected pedetri ans and the ground truth. . . . . . . .. .. ... 231
5.22 Impact of x-axis translation error on map fusion. . .. .. ... ... 232

Xiv



List of Figures

5.23 Global map illustrating why at the 17m-18n range pedetrian mo-

tion and bouncing box unceitainty leac to lower Euclidear distance.

At the 13-14mr (inclusive) distance range the vehicle detections are

on average further away from the node detection with a 4m x-trans-

lation error applied. In cortrast, the vehicle detections at the 17-18m

(inclusive) distance range show that node detections are close to the

vehicle detections with the errors applied. . . . . ... .. ... ... 233
5.24 Impact of y-axis translation error on map fusion. . . .. ... .. .. 234
5.25 Global map illustrating why at the 17rr-181r range pedetrian mation

and bouncing box unceltainty leac to a higher Euclidear distance for

aY-Translation error of 0.5m, and a lower Euclidear Distance for a 'Y -

Translation error of 1m. At the 17mr-18n (inclusive) distance ranges,

vehicle detections are on average further away from the node detec-

tion with a 0.5 y-translation error applied. Corversely the vehicle

detections are close to the node detections with a 1m y-translation

error applied, resulting in lower Euclidear distances. . . . . . . .. .. 235
5.26 Simulation of positional o set of an object for a given latency. . . . . 236
5.27 The effect of transmissior delay visLalisec on a global map. The

zoome( ROl illustrates the trail ing effect cause( by transmissior delay,

where objects appear to trail in the oppasite direction of the pede-

trian's mation, with the effect becorring more pronouncec as the delay

INCIEASES. . . . o o i e e e e e e e e e 237
5.28 Example scenario where pose misalignment causes false detections,

leading to phantom emergency braking by the ego-vehicle. The pedes-

trian is occluded behind a parked vehicle. While the FSN successfully

detects and shares the pedestrian's location with the ego-vehicle, the

pose misalignment causes the system to incorrectly place the pedes-

trian in the ego-vehicle's path, potentially triggering phantom braking. 240
5.29 lllustration of GPS cormrpass heacing error impact, showr in ROI 1

and ROI 2. At greatel distances from the sersor (ROl 2), the spetial

sefaration betweer -2 and +2 heacing errors increase relative to

the basdine (0 error). In cortrast, close to the sersor (ROI 1), this

sefaration is smaller demorstrating that heacing error impact grows

proportionally with distance fromthe sersor. . . . . . . ... ... .. 242
5.30 Global map illustrating the impact of z-axis rotation. At greate dis-

tances from the sersor, z-axis rotation has a larger impact than at

close ranges. . . . . ... 244

XV



List of Figures

5.31 Global map illustrating the impact of x-axis translation. The transla-
tion error maintains a corstant o sei regardless of distance from the
SEISOI. . . v o e e e e 245
5.32 Global map illustrating the impact of y-axis translation. The transla-
tion error remains corstant regardless of the distance from the sersor. 246
5.33 Examples of different operational design domains for an infrastruc-
ture-assistec collaborative driving applicetion. . . . . . ... ... .. 250

XVi



List of Tables

2.1
2.2
2.3

3.1

4.1
4.2

5.1

Al

Overview of the information that a FSN can share. . . . ... .. .. 21
Comparison of Di erent Sensing Modalities. . . . . .. ... .. ... 36
Comparison of view transformation methods in a camera-only BEV

pipeline [167,168]. . . . . . . . . . . . 94

Overview of commonly used 3D object detection methods and their
real-time performance considerations. . . . . ... ... .. ...... 137

Comparison of surveillance datasets with object detection annotations. 155
Sensor comparison table, outlining sensor speci cations. *Event-based
cameras have variable data rates depending on the scene content due

to their asynchronous design. . . . . . . .. ... .. ... ... ... 172

Example of some service requirements for di erent Cellular V2X (C-
V2X) applications from [312] and their corresponding map error thresh-
olds from the experimental results. HD Sensor Sharing (HDSS), Haz-
ardous Location Warning (HLW), Forward Collision Warning (FCW),
Lane Change Warning (LCW), Vulnerable Road User Detection (VRU),
Velocity (V), Positional Accuracy (PA), Transmission Delay (TD),
GPS Heading Error (GH), X-Axis Rotation (Rx), Z-Axis Rotation
(Rz), X-Axis Translation (Tx), Y-Axis Translation (Ty). . ... ... 247

Contribution breakdown for the G-MIND dataset [26] by task cate-
gory. DM refers to the rst author of the associated publication, and
RG refers to the thesis author (second author of the publication). . . 334

XVii



List of Abbreviations

5GAA 5G Automotive Association.

ADAS Advanced Driver Assistance Systems.
AMCW  Amplitude Modulated Continuous Wave.

AP Average Precision.
BEV Birds Eye View.

C-ITS Cooperative Intelligent Transport System.
C-V2X Cellular V2X.

CA Constant Acceleration.

CAMs Cooperative Awareness Messages.

CAV Connected and Autonomous Vehicles.
CDA Cooperative Driving Automation.

CFA Color Filter Array.

CFAR Constant False Alarm Rate.

CNN Convolutional Neural Networks.

CPMs Collective Perception Messages.

CTRA Constant Turn Rate Acceleration.

Xviii



CV Constant Velocity.

DDT Dynamic Driving Task.

DEM Dynamic Environmental Map.

DENMs Decentralized Environmental Noti cation Messages.
DGNSS Di erential Global Navigation Satellite System.

DOE Diractive Optical Element.

DSRC Dedicated Short Range Communications.

E2E End to End.
ECEF Earth Centered Earth Focused.
EM Electromagnetic.

ENU East-North-UP.

FCW Forward Collision Warning.

FFNet Feature Flow Net.

FL Federated Learning.

FMCW Frequency Modulated Continuous Wave.
FOV Field of View.

FPS Frames Per Second.

FSN Fixed Sensor Nodes.

FV Front View.

G-MIND  Galway Multimodal Infrastructure Node Dataset.
GaAs Gallium Arsenide.

GCDC Grand Cooperative Driving Challenge.

XiX



GNN Graph Neural Network.
GNSS Global Navigation Satellite System.

GPS Global Positioning System.

HD High De nition.
HDSS High-De nition Sensor Sharing.
HLF High Level Fusion.

HLW Hazardous Location Warning.

INGaAS Indium Gallium Arsenide.

InP  Indium Phosphide.

loU Intersection Over Union.

IPM Inverse Perspective Mapping.

ISAD Infrastructure Support for Automated Driving.
ISP Image Signal Processor.

ITS Intelligent Transportation Systems.

LCW Lane Change Warning.
LLF Low Level Fusion.
LOAM LiDAR Odometry and Mapping.

LWIR Long Wavelength Infrared.

MEMS Microelectromechanical.
MLF Mid Level Fusion.
MLP Multilayer Perceptrons.

MOR Meteorological Optical Range.

XX



NIR Near Infrared.

NMS Non-Maximum Suppression.

ODD Operational Design Domain.

OEMs Original Equipment Manufacturers.
OGM Occupancy Grid Map.

OPA Optical Phased Arrays.

PA Positioning Accuracy.
PDOP Positional Dilution of Precision.

PV Perspective View.

RA Range-Azimuth.

RAD Range-Azimuth-Doppler.
RD Range-Doppler.

RNN Recurrent Neural Network.
RSU Roadside Unit.

RTK Real Time Kinematics.

SAE Society of Automotive Engineers.

SFF Spatial Feature Fusion.

SLAM Simultaneous Localisation and Mapping.
SMPC Secure Multiparty Computation.

SOT Single Object Tracking.

SPOD Sparse Point-cloud Object Detection.

SWIR Short Wavelength Infrared.

XXi



TEE Trusted Execution Environments.

TOF Time Of Flight.

V2l Vehicle-to-Infrastructure.
V2V Vehicle-to-Vehicle.

V2X Vehicle-to-Everything.
VFF Voxel Feature Fusion.

VRU Wulnerable Road Users.

WHO World Health Organisation.

XXii



Sponsor Acknowledgement

This work was produced by the Connaught Automotive Research (CAR)
Group at the University of Galway and was supported in part by Taighde
Eireann | Research Ireland under Grant 13/RC/2094 P2 and Grant
18/SP/5942, in part by the European Regional Development Fund through
the Southern and Eastern Regional Operational Programme to Lero - the
Research Ireland Center for Software (www.lero.ie), and in part by Valeo
Vision Systems.



Chapterl

Introduction

According to the World Health Organisation (WHO), road tra c collisions claim
the lives of approximately 1.2 million individuals each year, with Vulnerable Road
Users (VRU) accounting for over half of these fatalities [1]. Furthermore, an ad-
ditional 20 to 50 million individuals sustain non-fatal injuries, often resulting in
disability. These injuries result in substantial economic losses for individuals due to
medical expenses and lost productivity of those killed, disabled, or caring for the
injured. The economic cost of road tra c crashes is estimated to be around 2% of
the gross domestic product for most countries [2]. Automated mobility applications
and ITS are envisioned to reduce the number of road accidents globally. Automated
mobility applications, such as robotaxi services and Advanced Driver Assistance Sys-
tems (ADAS) promise to deliver signi cant bene ts across multiple domains. These
applications can enhance road safety, optimise tra c ow e ciency, and reduce fuel
consumption, while also providing substantial environmental and economic advan-
tages.

Despite the rapid pace of technological development, there are still several chal-
lenges that hinder the rollout of truly safe, robust, and reliable autonomous vehicles.
Limited situational awareness is one key challenge that a ects both human drivers
and autonomous vehicles alike. Vehicles perceive the environment through a num-
ber of onboard multi-modal sensors [3{5], to generate a Dynamic Environmental
Map (DEM) consisting of information about the surrounding environment. How-
ever, the vehicle's understanding of its surroundings is limited because it relies solely
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Figure 1.1: Scenario of a darting child from behind a parked vehicle.

on observing the environment from its own onboard perspective. As a result, several
common tra ¢ scenarios, such as darting pedestrians [6], VRU occlusions [7], and
vehicles emerging from concealed entrances, all pose a signi cant challenge. Figure
1.1 shows a common road safety hazard, where a darting child suddenly enters the
vehicle's path from an occluded area. These visual obstructions signi cantly reduce
the driver's reaction time, increasing the risk of collisions that could result in serious
injury or death. This commonly cited scenario is further illustrated in Figure 1.2(a),
where a pedestrian attempting to cross the street is occluded by a parked bus, pre-
venting an oncoming vehicle from perceiving the pedestrian. Such scenarios highlight
the need for intelligent vehicles to employgooperative perception , enabling them

to perceive the environment beyond their direct line of sight.

Cooperative Driving Automation (CDA) [8] has emerged as a technology that
enables the development of safer and more e cient Connected and Autonomous
Vehicles (CAV) [9,10] by sharing and receiving perception information from nearby
agents, thus extending the scene coverage and improving the ego vehicle's situational
awareness. These agents can be other CAVs, connected infrastructure, or VRUs
with smart wearables. Connected infrastructure, also known as Fixed Sensor Nodes
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(a) Occluded Pedestrian Scenario (b) V2V Collaborative Perception

(c) V2I Collaborative Perception (d) V2X Collaborative Perception

Figure 1.2: Examples of collaborative perception for detecting occluded pedestrians, where the
ego-vehicle FOV is represented in white, the CAV FOV is in blue, and the FSN FOV is represented
in orange. The ego-vehicle (A) is moving right-to-left in the gure. (a) The pedestrian is occluded
by the bus and not visible to vehicle A. (b) V2V collaborative perception where vehicle B detects
the pedestrian occluded from vehicle A's view and shares this information with vehicle A. (c)
V2| collaborative perception where the FSN embedded in the environment detects the occluded
pedestrian and shares this information with vehicle A. (d) V2X collaborative perception where
vehicle A receives information about the occluded pedestrian from both vehicle B and a FSN.

(FSN), is utilised by Vehicle-to-Infrastructure (V2I) CDA. FSNs are a collection

of sensors mounted at an elevated viewpoint, with built-in wireless connectivity and
data processing units. The primary advantage of a FSN is an elevated viewpoint that
mitigates the issues of occlusion and is constantly available to monitor complex or
dangerous road segments such as complex intersections, areas with dense pedestrian
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activity, and locations with limited visibility. Using the shared information between
the agents, the cooperative driving participants jointly plan and execute driving
manoeuvres [11], increasing safety, tra c e ciency [12], and consequently reducing
the number of injuries or fatalities.

Collaborative perception is an essential component of CDA. Vehicle-to-Vehicle
(V2V) collaborative perception involves the collaboration between multiple CAVs,
while Vehicle-to-Infrastructure (V2I) collaboration involves FSN and connected vehi-
cles working together. Vehicle-to-Everything (V2X) collaborative perception encom-
passes all of the previously mentioned collaborative agents, enabling a comprehensive
approach to perceiving and understanding the driving environment. This thesis fo-
cuses on V2I collaborative perception, which is the task of a FSN jointly perceiving
and sharing information with CAVs, which can be formulated as a map-merging
problem between the FSN and the ego-vehicle [13,14]. Figure. 1.2(b), 1.2(c), and
1.2(d) illustrate scenarios where V2V, V2I, and V2X cooperation can aid the ego
vehicle in detecting an occluded pedestrian. Figure 1.3 depicts some of the key
components required for a vehicle-to-infrastructure environmental model.

1.1 Background

The release of Society of Automotive Engineers (SAE) J3216 [16] standards
for CDA applications highlights the importance of, and potential for collabora-
tive driving. Four cooperation classes are de ned: Status-Sharing, Intent-Sharing,
Agreement-Seeking, and Prescriptive Cooperation.

Class A, or status-sharing cooperation, involves the sharing of perception data
and location with other agents. This type of cooperation provides transparency by
allowing agents to access information about what others perceive, along with their
location, yet leaves interpretation and decision-making to each individual system.
While status-sharing enhances situational awareness and expands the spatial aware-
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Figure 1.3: Key components in a Vehicle-to-Infrastructure global environmental model, adapted
from [15]. The nal decision is made by the CAV. The green arrow represents the C-V2X supported
infrastructure-to-vehicle wireless communication link, which transmits messages to the ego-vehicle's
on-board unit (OBU).

ness of the receiver, it does not ensure alignment in interpretation or coordinated
action, limiting its e ectiveness in complex, dynamic contexts.

Intent-sharing cooperation extends communication to include not only perception
information but also planned future actions or strategies. Through this exchange,
the ego vehicle and other participants within the environment gain the ability to
anticipate and adapt to each other's behaviours with greater accuracy, thereby re-
ducing uncertainty and the likelihood of conict. The future state of the sender is
predicted from their kinematic state (i.e., position, velocity, and orientation) and
projected path. Similarly, the other participants' future states can be predicted from
their estimated projected path, based on their kinematic state, but also from visual
indications of intention, such as a turning signal or brake lights. Despite improving
predictive capacity, intent-sharing lacks mechanisms for resolving con icting goals
or negotiating mutually acceptable courses of action, leaving open the possibility of
uncoordinated outcomes when intentions diverge.

Agreement-seeking cooperation introduces an explicit negotiation process through
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which the ego vehicles and other automated driving systems on the road collaborate
with each other by exchanging proposals, acceptances, or rejections to arrive at a
consensus regarding joint action. The ego vehicle proposes an action to jointly exe-
cute, and the accompanying participants can either accept or reject it to execute this
Dynamic Driving Task (DDT). This form of cooperation ensures that participants
not only understand each other's intended actions but also coordinate those actions
toward shared objectives. Agreement-seeking is particularly important in complex
operational environments where the independent DDT could lead to ine ciencies or
accidents. Nevertheless, this approach introduces additional overheads, as negotia-
tion requires iterative exchanges and mechanisms for resolving disagreements, which
may complicate real-time decision-making.

Prescriptive cooperation establishes a hierarchical relationship in which auto-
mated driving systems in the environment are required to adhere to a set of prescribed
actions by an authoritative body. In this mode, agents adhere to instructions issued
by an authoritative entity, thereby ensuring uni ed and highly structured execution
of tasks. Prescriptive cooperation enables maximum coordination and e ciency, par-
ticularly in situations requiring centralised control, such as emergency response or
eet management.

Furthermore, there are several ongoing e orts by many institutions to address
the challenges associated with enabling cooperative driving. The Grand Coopera-
tive Driving Challenge (GCDC) provided a competitive platform to facilitate the
advancement of cooperative driving. In 2009, the GCDC [17] primarily focused on
V2V cooperation, where the competition required participants to demonstrate vehi-
cle platooning and platoon merging in scenarios such as highway and urban junctions.
In 2016, the GCDC [18] introduced interoperable wireless communication and more
complex tra ¢ scenarios derived from the Cooperative Intelligent Transport System
(C-ITS) standards. The SARTRE platooning program [19] is another initiative run
by the European Commission to advance vehicle platooning capabilities on public
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motorways.

The US Department of Transportation (DoT) is advancing CDA through two
key initiatives: CARMA [20] and IntelliDrive [21]. These programs aim to integrate
CDA technology into the existing transportation system. The CARMA Program
[20] explores applications of CDA in three distinct tracks: trac, reliability, and
freight. The trac track aims to identify how CDA can reduce congestion and
improve trac ows. The reliability track addresses issues around non-recurring
tra ¢ due to accidents or construction work, and how CDA can mitigate the e ects
of this. The freight research track investigates how CDA can improve e ciency in
ports by improving freight movement reliability. Researchers from the IntelliDrive
program [21] investigate how CDA can improve safety and mobility while reducing
environmental impact.

While both European and US initiatives share the common goal of advancing
cooperative driving, their approaches di er signi cantly. GCDC and SARTRE pro-
grams have emphasised competitive demonstrations and real-world implementation
on public roads, particularly focusing on platooning technology. In contrast, the US
programs take a more systematic, multi-track approach, addressing various aspects
of transportation infrastructure integration. The CARMA program's three-track
structure represents a more comprehensive strategy compared to the European focus
on speci ¢ use cases. By integrating with existing transportation infrastructure, this
approach will accelerate the adoption of the technology, as the associated industries
could bear the initial costs.

Another core topic of interest for CDA is V2| cooperative driving. As previously
discussed, in scenarios with signi cant occlusions, leveraging infrastructure sensors
improves safety and tra c e ciency. As a result, several projects aim to address the
challenges and advantages of V2I cooperation.

Both MEC-View [22] and Providentia++ [23] investigated how V2| cooperation
can be bene cial for VRU safety and trac ow. Particularly, they focus on how
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limitations of onboard sensing can be mitigated by a FSN sharing information with an
autonomous vehicle. In MEC-view [22], the data from a multi-modal sensor system
are fused to generate a local environmental model; this local model is shared with the
ego vehicle to generate a uni ed environmental model. INFRAMIX [24] studied how
V21 cooperation can support the transition of fully autonomous vehicles onto roads
while coexisting with conventional vehicles. As a result of this project, Infrastructure
Support for Automated Driving (ISAD) [25] schemes were introduced. ISAD is an
infrastructure classi cation scheme that de nes the levels of infrastructure-based
cooperation and the information required to be exchanged.

When comparing these initiatives, it is evident that distinct approaches are taken,
but they have a shared objective of addressing VRU safety and trac ow. MEC-
View emphasises a multi-modal sensor fusion approach to create local environmental
models. Providentia++ takes a broader perspective on infrastructure integration.
INFRAMIX focuses on the transition period where autonomous and conventional
vehicles must coexist, introducing the standardised ISAD classi cation scheme. This
represents a more systematic approach to infrastructure integration compared to the
more technically focused solutions of MEC-View and Providentia++.

1.2 Motivation

Cooperative Driving Automation has demonstrated great potential for advancing
the eld of ITS. In particular, V2| collaborative perception o ers numerous bene-
ts and opportunities. However, despite its potential, V2I cooperative perception
has not yet been widely adopted as an industry vertical. This lack of widespread
adoption can be attributed to several technical and operational considerations that
must be thoroughly understood and addressed before this technology can be suc-
cessfully implemented on a large scale. To enable the safe deployment of CDA
applications, it is essential to investigate how such systems perform under realistic
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deployment conditions, where factors such as positioning uncertainty, communica-
tion delays, and calibration errors are non-zero. Furthermore, a signi cant amount
of existing research has been dedicated to V2V cooperative perception. This focus
can be attributed to the fact that the majority of costs associated with deploying
V2V systems are already incorporated into the price of each individual vehicle, elim-
inating the need for signi cant additional expenditure on infrastructure installation.

In contrast, V2I cooperation remains a relatively underexplored area of research.

Despite its potential bene ts, Vehicle-to-Infrastructure collaborative map fusion
has not been widely adopted by the relevant automotive Original Equipment Manu-
facturers (OEMSs). This lack of adoption raises questions about the factors hindering
the widespread implementation of V2| collaborative map fusion as a solution for
promoting safer ITS. Consequently, the research objective of this thesis is to inves-
tigate the reasons behind the limited adoption of V2I collaborative map fusion and
identify the associated problems that impede its progress. As a result, the problem
statement of this thesis can be formulated a%investigating the feasibility of
Infrastructure-Vehicle collaborative mapping for Intelligent Transporta-
tion Systems in real-world deployments, amidst the current technological,
operational, and regulatory landscape”

To address the problem statement, this thesis examines the following research
questions, which provide a comprehensive understanding of the factors in uencing
the adoption and feasibility of V21 collaborative map fusion in real-world deploy-
ments:

1. What are the enabling technologies for Vehicle-to-Infrastructure col-
laborative map fusion, and what are the dierent approaches for
single-agent and multi-agent sensing, perception, and mapping?

2. What are the main challenges hindering the widespread deployment
of Vehicle-to-Infrastructure collaborative map fusion in real-world
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scenarios.

3. How can a controlled Vehicle-to-Infrastructure dataset be designed
and collected to e ectively represent real-world deployment condi-
tions and enable a fundamental data-level analysis of V2I map fusion?

4. What is the impact of inevitable real-world pose alignment errors,
such as positioning uncertainty, calibration drift, and communication
delays, on the performance V2l map fusion?

Research question 1 aims to identify the current capabilities and limitations of the
technologies that support V2I map fusion, including sensors, communication, data
processing, and map fusion approaches. By understanding the strengths and weak-
nesses of these enabling technologies in both single-agent and multi-agent scenarios,
it is possible to better assess the feasibility and potential challenges of implementing
V2I collaborative map fusion in real-world applications.

The second research question seeks to identify and analyse the challenges that
must be overcome to enable the successful implementation of V21 map fusion on a
large scale. By examining the impact of these challenges on various aspects of the
system, such as sensor choice, computational requirements, data privacy, and the
overall cost-e ectiveness of the solution, the ndings of this research question aim
to provide a comprehensive understanding of the barriers to widespread V21 map
fusion adoption.

Research question 3 provides a dataset with a heterogeneous multi-modal sensor
suite between the agents and allows for the exploration of di erent deployment con-
ditions and domains, ultimately facilitating a comprehensive understanding of the
limitations and challenges associated with V2I map fusion in practical scenarios.

The nal research question aims to identify the limitations of map fusion in the
presence of real-world errors and determine the speci ¢ conditions and environments
in which CDA can operate e ectively. By investigating the e ects of pose alignment

10



1.3 Contributions

errors on map fusion performance, this research seeks to establish the boundaries of
CDA capabilities and provide insights into potential improvements for cooperative
perception algorithms. Understanding these limitations will help de ne the Oper-
ational Design Domain (ODD) where CDA can be safely implemented, considering
factors such as the severity of pose alignment errors and the complexity of the op-
erating environment. Ultimately, this research question provides insights into the
feasibility of deploying V21 map fusion in real-world scenarios.

To conclude, this thesis investigates the feasibility of Infrastructure-Vehicle col-
laborative mapping for Intelligent Transportation Systems in real-world deployments,
taking into account the current technological, operational, and regulatory landscape.
By conducting this assessment, insights are gained into the reasons behind the lim-
ited adoption of V2I collaborative map fusion and identify the associated challenges
that hinder its progress.

1.3 Contributions

As previously discussed, this thesis investigates the feasibility of Vehicle-to-Infrastructure
map fusion in real-world deployments, considering the current technological, opera-
tional, and regulatory landscape. The research questions are addressed through the
following primary contributions:

A comprehensive review of the current state-of-the-art enabling technologies
for Vehicle-to-Infrastructure collaborative map fusion. The capabilities, limi-
tations, and challenges of sensors, communication, data processing techniques,
and map fusion approaches in both single-agent and multi-agent scenarios are
identi ed in [14].

Deployment challenges hindering the widespread adoption of V2I collaborative
map fusion are identi ed and analysed. Examined the challenges related to

11
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sensor selection, real-time computation, privacy preservation, and economic
feasibility in [14].

A controlled V2I dataset representing real-world deployment conditions, fea-
turing a heterogeneous multi-modal sensor suite between agents. This dataset
enables fundamental data-level analysis of V2I map fusion by exploring di er-
ent deployment conditions and domains. Furthermore, it enables a comprehen-
sive understanding of the limitations and challenges associated with V21 map
fusion in practical scenariosin [26]. The cortri butions of the thesis author
(second author of [26) primarily focusec on researct activities (58%), tech-
nical pipeline (48%) and data collection and management pipeline (38%). A
detailed breakdown of cortri butions by task is provided in table A.1.

Characterisation of the impact of real-world pose alignment errors on V21 map
fusion performance, using the vehicle and FSN data from the aforementioned
dataset, identifying the e ects of positioning uncertainty, calibration drift, and
communication delays. This work also determined the challenges of deploying
CDA and provided insights into the feasibility of deploying V2I map fusion in
real-world scenarios in [27].

1.4 Publications to date

The contributions of this thesis have contributed tothree journal papers , two
of which have beerpublished , and one is in submission.

1. R. George, J. Clancy, T. Brophy, G. Sistu, W. O'Grady, S. Chandra, F.
Collins, D. Mullins, E. Jones, B. Deegan, M. Glavin \Infrastructure Assisted
Autonomous Driving: Research, Challenges, and Opportunitie®Dpen Journal
of Vehicular Technologyvol. 6, pp. 662{716, 2025Paper has been selected
as an IEEE OJVT featured article

12
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2. R. George, D. Molloy, T. Brophy, W. O'Grady, D. Mullins, E. Jones, B.
Deegan, M. Glavin \The Impact of Pose Alignment Errors on a Classical Late
Infrastructure-Vehicle Collaboration Framework Using Experimental Data'Open
Journal of Vehicular Technologyvol. 6, pp. 2101{2130, 2025.

3. D. Molloy, R. George, T. Brophy, B. Deegan. D. Mullins, E. Ward, J. Horgan,
C. Eising, P. Denny, E. Jones M. Glavin \G -MIND: Galway Multimodal Infras-
tructure Node Dataset for Intelligent Transportation Systems" Oper Journal
of Vehicular Tecrnology, vol. 7, pp. 491{509 2026.

1.5 Thesis Structure

The remainder of this thesis describes the background, experimental system,
methods, and results used to address the primary research objective. The thesis
is structured as follows:

Chapter 2 provides a review of the current state-of-the-art for multi-agent and
single-agent environmental sensing, perception, and mapping. This chapter
identi es the capabilities and limitations of the enabling technologies for V2I
collaborative map fusion.

Chapter 3 examines the practical considerations for V2I CDA deployment in
real-world conditions. This section discusses the challenges concerning sensor
selection, real-time computation, privacy, and economic feasibility.

Chapter 4 introduces G-MIND, a heterogeneous, multimodal dataset captured

from the infrastructure perspective. This chapter details the dataset design,

collection process, and applications, establishing its role in enabling systematic
evaluation of CDA technologies.
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Chapter 5 investigates the robustness of V2I map fusion by analysing the im-
pact of real-world pose alignment errors on V2| CDA. Using experimental stud-
ies, this chapter quanti es the e ects of communication delays, positioning un-
certainty, and calibration errors, o ering insights into system tolerances and

the conditions under which CDA can operate reliably.

Chapter 6 identi es future research directions, building on the ndings of this
thesis to propose opportunities for advancing CDA. This includes open ques-
tions in multimodal sensing, map fusion, system robustness, and large-scale
deployment considerations. Following this, this chapter concludes the thesis
by summarising the key ndings, re ecting on the overarching research ob-
jectives, and discussing the implications of this work for the feasibility and

deployment of CDA in real-world intelligent transportation systems.
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Chapter2

Collaborative Driving Automation:
Enabling Technologies

Work from this chapter was published in IEEE Open Jour-
nal of Vehicular Technologies in 2025 in a review paper
entitled \Infrastructure Assisted Autonomous Driving: Re-
search, Challenges, and Opportunities"”.

This chapter reviews the enabling technologies that support V2I map fusion,
with a focus on environmental sensing, environmental perception, and environmental
mapping. The motivation behind this chapter is to address the question of what
enabling technologies are available for V2I collaborative map fusion, and what are
the di erent approaches for single-agent and multi-agent sensing, perception, and
mapping?

This chapter is structured as follows: Section 2.1 focuses on the di erent sensing
modalities and their relative strengths for robust environmental sensing from a FSN
perspective. Section 2.2 reviews the various methods for processing sensor data and
extracting object, semantic, and tracking information from both single-agent and

multi-agent multimodal data. Section 2.3 then discusses di erent formats for map-
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ping the scene, with a particular focus on spatial and temporal alignment methods.
Finally, Section 2.4 concludes the chapter by summarising the key insights.

The review presented in this chapter highlights both the state of the art and the
limitations of current approaches. Speci cally, it examines the relative strengths and
weaknesses of di erent sensing modalities under diverse operating conditions. Fol-
lowing this, it analyses perception methods for extracting meaningful information
from multimodal inputs and discusses mapping strategies, with particular empha-
sis on the approaches and challenges of cooperative map fusion. Collectively, these
sections provide a structured understanding of the technological landscape that en-
ables V2l collaborative map fusion. Ultimately, this chapter forms the basis of the

subsequent chapters that follow.

2.1 Environmental Sensing

This section provides an overview of the components required to accurately per-
ceive the environment from a FSN perspective. Particularly, this section reviews how
to \sense" the environment and how to share this information. As previously dis-
cussed, accurate perception and comprehension of the environment is an important
task for any autonomous driving application, as it provides information to make reli-
able and robust decisions for vehicle control [28]. Firstly, the information that needs
to be captured by a FSN will be identi ed, along with the various sensing modalities

that are required to obtain this information. Following this, an overview of di erent
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calibration methodologies is provided. Finally, a discussion on V2X communication
technologies, message formats, message-sharing strategies, and resource allocation
will be provided.

It is important to discuss these enabling technologies since they form the basis
of cooperative perception. The sensor selection section will provide an overview of
a number of sensor modalities and the factors to consider when deploying them. By
exploring these topics, insights into the key considerations involved in implementing
cooperative perception systems will be gained. This is essential for designing and

deploying e ective solutions that leverage the strengths of di erent sensor modalities.

2.1.1 Scene Information

It is important to identify the information that needs to be captured and pro-
cessed from a given scene. This can help determine the sensors that are required
on a FSN, while also outlining the functional capabilities of a FSN. The discussion
and analysis provided are necessary to understand the type of information contained
in a scene, and whether this information can be reliably sensed by a FSN. The ve
main information types that a FSN can share include physical, semantic, localisation,
environmental, and metadata information.

Expanding on the work of Malik et al. [29], Eising et al. [30] introduced the
concept of the 4Rs of automotive computer vision: Reconstruction, Recognition,

Relocalisation, and Reorganisation. Reconstruction refers to inferring 3D scene ge-
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ometry in a point cloud or voxelised representation along with object pose, that di-
rectly corresponds to the physical information that a FSN must share. Recognition
refers to adding semantic labels to entities that are detected in the scene, highlight-
ing the importance of semantic information. Relocalisation refers to localising the
vehicle relative to its surroundings. Reorganisation is a fusion of object, semantic,
and localisation information into a uni ed representation. Thus, the 4Rs framework
reinforces the idea that a FSN must be capable of sharing physical, semantic, and lo-
calisation information as a uni ed map, demonstrating the interdependency of these
information types.

Furthermore, the SAE J3216 standards [16] specify the information that needs to
be shared by a CAV for di erent levels of CDA. For class A status-sharing cooper-
ation, the minimum shared information includes physical scene data such as object
class, attributes and pose, visual indicator cues like brake lights and turn signals, and
environmental details covering road conditions, weather, tra c and events. Following
this, class B intent-sharing cooperation involves CAVs sharing their planned future
actions. For the CAV itself, this covers predicted future state and intended manoeu-
vres. CAVs can also share their perception of other road users' intent based on cues
like turn signals. Class C agreement-seeking cooperation entails a back-and-forth
negotiation between CAVs to coordinate actions. Key steps are seeking agreement
to cooperate, proposing speci ¢ actions such as manoeuvres or signal timing, and

accepting or rejecting the proposals. This allows CAVs to explicitly coordinate their
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plans. Finally, Class D prescriptive cooperation involves CAVs giving each other
binding instructions, with the expectation that they will be followed. The directing
CAV can command speci ¢ vehicle motion control in terms of acceleration and steer-
ing, set dynamic tra c rules like speed limits and lane usage, control infrastructure
such as tra c signals, and issue high-priority instructions like emergency evacuation
orders. Prescriptive cooperation relies on pre-established protocols where CAVs have
agreed to follow directives in speci ¢ circumstances.

Similarly, according to the ISAD levels [25], a FSN-based cooperative sensing sys-
tem must perceive and transmit detailed tra c information to the ego vehicle. This
is achieved by sharing a HD map containing precise geo-referencing points for locali-
sation, along with dynamic updates of the lane topology. The HD map encapsulates
both physical and semantic information, similar to the uni ed map concept derived
from the 4Rs. However, the ISAD levels place a greater emphasis on the precision
and detail of the information, particularly for localisation and lane topology, com-
pared to the more general requirements of the SAE J3216 standard. This highlights
a di erence in focus; the SAE standard focuses on minimum requirements for basic
cooperation, while the ISAD levels emphasise the need for detailed, high-precision
information for advanced autonomous driving.

The importance of physical object information and semantic scene labelling is
clear, as it is vital for scene mapping, obstacle avoidance, and vehicle control. Studies

conducted by Wen et al. [31], Deng et al. [32], and Gupta et al. [33] further
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support the idea that physical and semantic information needs to be shared for a
complete understanding of the scene. In [31], Wen et al. thoroughly reviewed lidar,
camera, and lidar-camera fusion approaches for both 3D object detection and drivable
area detection, providing a comprehensive overview of di erent approaches and their
e ectiveness in capturing physical and semantic information. In addition to this,
[32] also identi es the important role that localisation plays in accurately traversing
an environment, highlighting the interdependency of localisation with physical and
semantic information. A study by Gupta et al. [33] identi ed that 3D physical
information and semantic information are needed for accurate scene understanding,
reinforcing the ndings of [31, 32].

The above-mentioned studies reinforce the importance of physical, semantic, and
localisation information shared as a uni ed map for accurate scene understanding.
Based on [16], environmental conditions can also be shared to further augment an
ego vehicle's situational awareness.

Some useful metadata can include information timestamp, calibration informa-
tion and accuracy, global location of the FSN, unique identi ers of the FSN, and
relative pose. Timestamps of captured information can be useful for temporally sync-
ing multiple perspectives, which can help mitigate errors in map fusion tasks and
multi-perspective localisation tasks. Due to ageing and environmental conditions, de-
viations can occur in camera parameters over time; thus, the information captured

and shared will contain inaccuracies that reduce the precision of downstream tasks.
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Table 2.1: Overview of the information that a FSN can share.

Info. Type Description Justi cation

Physical Object information: 3D geometry (centroid, Important for scene mapping, obstacle
dimensions, orientation), classi cation (ve- avoidance, object tracking, and future state
hicle, person, cyclist), pose (position, veloc- | prediction.
ity).

Semantic Semantic information: drivable area (road Allows for a thorough understanding of the
boundaries), lane topology (lane markings, | scene by adding contextual information.
curvatures), and tra c sign recognition.

Localisation Localisation information: known landmarks Helps to accurately localise itself/ego-vehicle
in the scene with accurate global/shared co- | in the scene, which improves the overall ac-
ordinates. curacy of the global map.

Environmental Environmental information: road surface Provides more information to the vehicle,
conditions (friction), ambient weather (hu- improving path planning.
midity, air temperature), recurring events
(tra c stops), and non-recurring events (col-
lisions).

Metadata Metadata information: visual indicators Metadata information can help the vehicle
(turning signals), calibration accuracy verify and improve the accuracy of its own
(reprojection  error), timestamp, and detections.
global/shared location of FSN (longitude,
latitude, altitude, heading).

By sharing calibration information, the ego vehicle can account for any deviations
that might occur, ultimately resulting in better decisions. In a system with multiple
FSNs jointly managing a global map, a unique node ID and accurate GPS location
can be useful metadata to share. This allows the ego vehicle to accurately geo-locate
information shared by the FSN and also compute the relative pose. Additionally, if

the relative pose is known by the FSN, then sharing this information can simplify the
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spatial alignment process. While all metadata types are useful, they serve di erent
purposes, with some being more important for accuracy and others for system man-
agement. As a reference for the reader, table 2.1 categorises the types of information

that a FSN can share and describes why it can be useful.

2.1.2 Sensor Selection for V2X Systems

A FSN can employ a number of exteroceptive sensing modalities for the percep-
tion and mapping of the environment. These sensors can be categorised as either
active or passive sensors. Active sensors provide their own energy source to illumi-
nate a target and measure the re ected or scattered energy, while passive sensors
detect naturally occurring energy (such as re ected sunlight) or emissions from a
target without generating their own energy source. Lidars and radars are examples
of active sensors, and cameras are examples of passive sensors.

When selecting a sensor con guration for a FSN, several key characteristics must
be considered. The Field of View (FOV) determines the angular extent of scene
capture on a given axis, whereas spatial resolution, measured in pixels per degree
(px/deg), de nes the information density within that FOV. Temporal resolution
indicates the discrete time intervals at which information is captured. These fac-
tors, combined with other sensor-speci c components, determine the sensor's data
rate, which dictates the volume of information transmission. The sensor's ability to

provide absolute distance measurements and semantic information signi cantly in u-
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ences its utility in scene interpretation. Distance measurement capability is particu-
larly important for accurate spatial mapping, while semantic information facilitates
higher-level scene understanding. Practical considerations such as sensor cost, which
is in uenced by the manufacturing process's maturity, complexity, and material re-
quirements, play a vital role in large-scale deployment decisions. Additionally, the
sensor's resilience to adverse conditions, including low light and inclement weather,
is key to ensuring consistent performance across the range of environmental scenarios
encountered in the real world.

These characteristics: FOV, spatial and temporal resolution, data rate, distance
and semantic measurement capabilities, cost, and resilience to environmental con-
ditions, are a set of parameters that must be balanced to de ne a sensor con gu-
ration suitable for a specic deployment of the FSN. Figure 2.1 illustrates the key
characteristics of three commonly used automotive sensing modalities. The chosen
con guration must provide comprehensive scene coverage, accurate measurements,
and robust performance while remaining cost-e ective and suitable for the speci c
deployment environment. Cost of the sensors, and the associated computational
hardware that goes with each sensor on a FSN is a signi cant consideration because

it raises barriers to mass adoption.
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Figure 2.1: Comparison of characteristics for Vision, lidar, and radar.

2.1.2.1 Passive Sensors

Cameras are exteroceptive sensors that operate passively by capturing di erent
wavelengths of the Electromagnetic (EM) spectrum and storing that information
as an image. While there are various camera technologies employed in automotive
applications, the discussion in this section will focus on three camera types: RGB,
infrared, and neuromorphic.A corrparisor of image: from these three camrera types

IS presentecin gure 2.2.
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Figure 2.2: Operating principles of an RGB camera, adapted from [4].

RGB Cameras  Conventional RGB cameras operate in the visible light spectrum,
ranging from 0.4 m to 0.7 m, converting photons to an electric charge via an image
sensor and subsequently converting it to a digital representation with further pro-
cessing. A Color Filter Array (CFA) is used to limit speci ¢ wavelengths of visible
light incident upon the image sensor. A Bayer lIter, acting as an RGB CFA, will
only allow wavelengths that correspond to red, green, and blue light spectra to be
incident on the image sensor. The resultant image will be passed from the image
sensor to an Image Signal Processor (ISP), which will incorporate the full-colour
information and optimise the image quality [34]. Figure 2.2 illustrates the operating
principle of an RGB camera and shows how an image is produced.

The FOV of cameras is dependent on the focal length of the lens [35] that's
attached and the image sensor size [36]. A larger FOV allows for the capture of
more information in the scene at a lower resolution. Wide-angle lenses, like those
in sh-eye cameras, oer a FOV of approximately 180. Whereas, narrow FOV

cameras, generally 60or less [37], capture a smaller FOV at a higher resolution.
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