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Abstract

A biochemical reaction network is generally represented as a stoichiometric hypergraph,
where each vertex corresponds to a metabolite and each hyperedge represents a reaction. While
this representation provides an accurate algebraic and graphical description of metabolic net-
works, it lacks essential graph-theoretic structures, such as cycles and spanning trees, which
are central to topological and structural analysis. Each metabolite can also be represented as a
molecular graph, where each vertex corresponds to an atom and each edge represents a chemical
bond. This molecular representation at the level of atoms and bonds enables the identifica-
tion of conserved and reacting structures. A conserved moiety is defined as a group of atoms
whose association remains invariant across all reactions in the network. A reacting moiety is a
group of bonds that are broken, formed, or change order in at least one reaction. This thesis
bridges these two levels of representation by introducing a new method to identify conserved
and reacting moieties, enabling a mathematically and biologically meaningful representation of
biochemical systems.

First, we introduce and develop a well-established mathematical method to identify con-
served and reacting moieties. This framework enables the representation of a biochemical
network at three interrelated levels: the established metabolite-reaction level, an atom—bond
resolution level, and a newly defined conserved-reacting moiety level. The method enhances
structural resolution and biological interpretability by bridging these scales.

Second, we relate the stoichiometric hypergraph to a set of graph incidence matrices, where
each graph corresponds to a moiety transition graph associated with one species of conserved
moiety. This representation provides a graph-theoretical interpretation of the four fundamental
subspaces of the stoichiometric matrix and establishes a direct link between the algebraic struc-
ture of metabolic models and the topological features of moiety-based graphs, offering new
analytical tools for interpreting network structure and modularity.

Finally, we develop a preprocessing method for splitting lumped reactions in metabolic
networks using sparse flux analysis. This approach improves chemical granularity by replacing
lumped reactions with stoichiometrically equivalent elementary steps, enabling more accurate
structural interpretation. This preprocessing step prepares the network for the application of
our mathematical framework for conserved and reacting moieties to a real-world genome-scale
model. As an illustrative case, we focus on a segment of mitochondrial -oxidation, showing how
this procedure reduces combinatorial complexity and enhances interpretability in a biologically
relevant setting.

Overall, this work introduces a multiscale modelling framework that connects chemical
structures to the algebraic foundations of constraint-based models. By integrating moiety-
level representations, the thesis enhances the interpretability, modularity, and scalability of
biochemical network analysis. While not demonstrating all possible applications, this approach
provides a foundation with potential relevance for systems biology, metabolic engineering, and

data-driven model refinement.
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Chapter 1

Introduction

Understanding living systems requires a holistic approach that captures biological complex-
ity across multiple scales. Systems biology addresses this need by focusing on the interactions
among genes, proteins, metabolites, and environmental signals, recognising that cells operate
within dynamic contexts [1, 2, 3, 4, 5, 6, 7, 8, 9]. Network-based methodologies are pivotal in
systems biology, enabling the mapping of molecular interactions and the identification of key
pathways, which is crucial for understanding complex diseases like diabetes and cancer [10, 11,
4, 2]. Genome-scale metabolic reconstructions serve as a framework to integrate knowledge
of all known reactions, linking genetic and environmental factors to cellular behaviour [7, 2,
4]. Mathematical modelling is central to this field, allowing for the simulation of cellular re-
sponses and the evaluation of intervention strategies, thereby providing mechanistic insights
into biological functions [12].

Biochemical networks are effectively modelled using various mathematical methods, each
designed to capture specific system properties. Continuous models, primarily expressed as
systems of ordinary differential equations, provide a high temporal resolution for analysing
metabolite concentrations and reaction fluxes. They support detailed kinetic analysis but
require extensive parameterisation [13, 14, 15]. In contrast, stoichiometric and constraint-based
methods focus on the structural aspects of metabolic networks, allowing for the extraction of
functional properties without requiring detailed mechanistic knowledge [16]. These approaches
utilise principles from graph theory and linear algebra to predict network behaviour, making
them valuable for systems biology applications [17, 18, 16, 19]. Additionally, algebraic methods
based on systems of linear and polynomial equations are used to analyse the steady-state
behaviour of biochemical networks [20]. Thus, the integration of these diverse mathematical
frameworks enriches the modelling of biochemical pathways, enabling comprehensive analyses
of complex biological systems.

The combinatorial explosion of molecular species, particularly in complex pathways in-
volving lipids and glycans, presents significant challenges in systems biology, especially as
genome-scale models (GEMs) become more intricate [21, 22]. Lipidomics has revealed that
biological lipids consist of thousands of distinct entities, complicating the analysis of lipid-

mediated diseases and their associated biomarkers [23]. Similarly, glycans, which vastly increase
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Chapter 1. Introduction

the structural complexity of proteins, require advanced methodologies for high-throughput ana-
lysis to understand their roles in human physiology [24, 25]. Current frameworks often treat
these molecules as indivisible units, neglecting conserved substructures [26] that could elucid-
ate patterns of atomic conservation and transformation, thereby limiting the interpretability
of complex biological networks [27, 28]. Addressing these issues is crucial for advancing our
understanding of molecular interactions and their implications in health and disease. These
challenges also highlight a critical limitation in current modelling approaches: the gap between
biochemical complexity and the abstract representations used in genome-scale models. Address-
ing this gap requires methods that integrate molecular structure with the algebraic foundations
of constraint-based modelling. This thesis explores how substructural features, specifically con-
served and reacting moieties, can be identified and linked to stoichiometric models to improve
the representation of biochemical network analysis.

The structure of this thesis is as follows:

Chapter 1 introduces the background and motivation, reviews systems biology principles,
and outlines the thesis objectives.

Chapter 2, based on a submitted journal paper, mathematically defines conserved and
reacting moieties using graph-theoretic and linear algebraic tools.

Chapter 3 presents a parallel method using a bond-based approach, which was developed
at an earlier stage of the research. Although this method ultimately reached a dead end
in addressing our specific research objectives and was later superseded by the atom-based
approach, it has been retained as it may still prove useful for other applications or serve as a
foundation for complementary studies.

Chapter 4 extends the theoretical framework by offering a graph-theoretic interpretation of
the four fundamental subspaces of the stoichiometric matrix using moiety transition graphs.

Chapter 5 introduces a computational method for splitting lumped reactions using sparse
flux balance analysis, applied to the -oxidation pathway to improve its structural resolution,
serving as a preprocessing step for the next application.

Chapter 6 presents a preliminary application of the conserved-reacting moieties model for
the structural simplification of lipid metabolism, demonstrating its potential to address com-
binatorial complexity.

Chapter 7 summarises the main contributions and outlines future directions.

1.1 Systems Biology approach

Systems biology is an integrated, interdisciplinary approach to studying biological systems.
It focuses on the interactions among various components of these systems, including molecules,
cells, organs, and organisms. This approach requires the integration of diverse scientific discip-
lines, such as biology, mathematics, computer science, and physics, to analyse complex living
systems [8, 29, 1, 10, 30, 7]. The systems biology process typically begins with the formulation of
a biological hypothesis and the design of experiments aimed at studying the system. Research-

ers identify specific questions, such as discovering regulatory feedback mechanisms, predicting
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Chapter 1. Introduction

phenotypic outcomes, or identifying key metabolic bottlenecks, and design experiments that
perturb or monitor the system under defined conditions [9]. These experiments often leverage
high-throughput data acquisition techniques, including genomics, transcriptomics, proteomics,
and metabolomics, to capture large-scale measurements across multiple biological layers [31].
Following data collection, a critical step is data processing and integration, where datasets
from diverse sources are standardised, normalised, and merged. This stage ensures comparab-
ility and consistency across platforms and helps create a unified representation of the system.
Integration may include temporal, spatial, or multi-omics dimensions and often relies on on-
tologies (e.g., Gene Ontology [32]), curated biological databases (e.g., VMH [33], KEGG [34],
Reactome [35], ChEBI [36], Rhea [37], MetaNetX [38], Uniprot [39]), and statistical techniques
to map between different types of data [40, 41, 42, 41]. Once integrated, the data is visual-
ised using computational tools that represent molecular interactions as networks [43], dynamic
simulations, or statistical heat maps. These visualisations support the identification of motifs,
hubs, and emergent patterns, thereby providing mechanistic insights into system behaviour
[44]. At the heart of systems biology lies mathematical modelling, which allows one to formal-
ise biological knowledge and generate predictive simulations. Models may be constructed using
ordinary differential equations (ODEs) for dynamic systems, Boolean networks for regulatory
logic, or constraint-based models like Flux Balance Analysis (FBA) for steady-state metabolic
systems [12, 45, 46]. These models are used to simulate system responses to internal or ex-
ternal perturbations, identify control points, and suggest testable predictions. Crucially, these
simulations are iteratively compared with experimental observations to assess model validity.
Discrepancies between predictions and empirical data prompt refinements in both the model
and the experimental hypotheses. This iterative process, model-experiment-model, is a defin-
ing feature of systems biology, enabling continuous improvement in model accuracy and system
understanding [1, 7]. Figure 1.1 illustrates this systems biology cycle. It highlights the full
systems biology pipeline from hypothesis formulation and experiment design to data acquisi-
tion, integration, modelling, simulation, and feedback into new hypotheses. This work focuses
specifically on genome-scale metabolic models (GEMs), structured, computable representations
of metabolism at the whole-organism level. The following section introduces the foundational

steps involved in their reconstruction and application.

1.1.1 Genome-scale metabolic reconstruction
The genotype-phenotype relationship

The genotype refers to the complete genetic makeup of an organism, while the phenotype
encompasses its observable characteristics that arise from the interaction between genetic in-
formation and environmental influences [7]. These characteristics may include physical traits,
metabolic capabilities, disease susceptibility, or molecular outputs like protein expression. Un-
derstanding the relationship between genotype and phenotype is a central objective in biology
and medicine [47]. Advances in genome sequencing technologies have made it possible to quickly

and cost-effectively obtain genetic information from biological samples, producing large-scale
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Figure 1.1: Systems Biology workflow. A closed loop process starting from hypothesis generation, through
experimental design, data collection, integration, mathematical modelling, and simulation, returning to a refined
hypothesis.

datasets across populations and species [48]. Today, sequencing is often performed by aligning
short DNA reads to a well-established reference genome, allowing accurate reconstruction of
individual genetic profiles [49]. While genotyping has become fast and reliable, phenotyping
remains more challenging. Some phenotypic traits, such as the presence or absence of disease,
can be readily observed, whereas traits such as the abundance of a specific protein or meta-
bolite require complex biochemical assays or targeted detection technologies [50]. Although
omics-based methods like transcriptomics and proteomics have advanced, large-scale and high-
accuracy phenotyping is still less mature and less standardised than genotyping [51]. Despite
these limitations, bridging the genotype and phenotype is essential for understanding how ge-
netic variation leads to functional differences. This connection underpins critical applications

in personalised medicine, disease modelling, and functional genomics.

Metabolic network reconstruction

Metabolic network reconstruction is a foundational step in systems biology for formalising
cellular metabolism at the genome-scale. It involves the systematic collection, organisation,
and integration of biochemical knowledge related to genes, proteins, reactions, and metabolites
[7, 52]. The process begins by associating annotated genes with biochemical reactions through
genome annotations, curated databases, and primary literature. Each reaction is defined by its

substrates, products, directionality, and gene-protein-reaction associations. These reactions are

15



Chapter 1. Introduction

compiled into a structured biochemical network that illustrates the metabolic capabilities of
the organism. Resources such as the BiGG Models database support the standardisation and
sharing of reconstructions across the research community [53]. The reconstructed network serves
as a static map of metabolism, which, when integrated with physicochemical constraints and
environmental context, allows for the simulation of feasible metabolic behaviours under various
conditions [7]. To ensure quality and reproducibility, a standardised protocol for genome-
scale reconstruction has been developed, outlining best practices for reaction curation, gap
filling, thermodynamic consistency, and documentation [52]. This protocol has become a widely

adopted standard for generating high-quality, simulation-ready genome-scale metabolic models.

1.1.1.1 Recon3D: An example of genome-scale reconstruction

Recon3D is one of the most comprehensive genome-scale metabolic reconstructions of human
metabolism. It integrates biochemical, genetic, and three-dimensional structural data into a
unified framework, supporting both basic research and clinical applications. Recon3D includes
over 13,500 reactions, 4,140 unique metabolites, and 3,300 genes, covering a broad spectrum of
metabolic processes across multiple tissues and cell types [54]. A distinctive feature of Recon3D
is its incorporation of 3D protein structures. This structural dimension enables researchers to
link metabolic function to enzyme architecture, providing insights into the effects of mutations,
mechanisms of disease, and opportunities for drug design. Recon3D also supports tissue-specific
modelling by incorporating gene expression data, allowing the analysis of metabolic variation
between tissues. The model is compatible with constraint-based modelling approaches such as
Flux Balance Analysis, which enables simulations of steady-state metabolic flux distributions
and prediction of therapeutic targets. Recon3D has undergone rigorous manual curation and
validation against experimental datasets, ensuring a high degree of biochemical and functional
accuracy. Figure 1.2 summarises the scope and features of Recon3D and its integration with
tools such as the Virtual Metabolic Human (VMH) database [33]. However, like all genome-scale
models, Recon3D must be regularly updated to reflect new biochemical discoveries, changes in
gene annotation, and improved experimental evidence. To address these challenges, the Re-
con4IMD! project was launched. Recon4IMD aims to extend and refine Recon3D by integrating
disease-specific data related to Inherited Metabolic Disorders (IMDs). This effort focuses on
increasing model coverage of lipid metabolism and enzyme deficiencies, and supports personal-
ised diagnostics and therapy development. The Recon4dIMD project will be discussed in more

detail in section 1.3.2.

1.1.2 Mathematical representation of metabolism

Mathematical modelling provides a systematic framework for analysing the structure and
behaviour of metabolic networks. Once a genome-scale metabolic reconstruction has been as-
sembled, mathematical representations allow one to explore how metabolic components interact,

how resources are allocated, and how cellular responses may change under different environ-

thttps://www.recondimd.org/
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Figure 1.2: Overview of data resources. Top left: VMH portal (www.vmh.life), a publicly accessible
platform linking human metabolism, nutrition, and disease.Top right: Content and data types integrated into
Recon3D, including genes, reactions, metabolites, and 3D protein structures. These panels are adapted from
Brunk et al., 2018 [54]. Bottom left: The ReconMap visualisation tool showing the complexity of human meta-
bolic networks. Bottom right: Structural and functional mapping of genes, enzymes, reactions, and metabolite
moieties within Recon3D.

mental or genetic conditions [7]. Depending on the biological question, various mathematical
formalisms can be applied. Dynamic models, typically based on ordinary differential equations
(ODEs), are used to study time-dependent changes in metabolite concentrations and reaction
kinetics. These models require detailed parameterisation and are often applied to small sub-
systems. Graph-based representations provide insights into topological properties and network
connectivity, highlighting pathway structures and metabolite flow. Linear algebraic approaches,
which rely on the structure of the metabolic network, are particularly useful for system-level
analyses at steady state. These mathematical frameworks make it possible to simulate, analyse,
and predict metabolic behaviour in silico, offering valuable tools for hypothesis generation, ex-
perimental design, and systems-level understanding. In the following sections, we will introduce
the key structural element underpinning many of these approaches: the stoichiometric matrix,

which encodes the topology of the metabolic network.

1.1.2.1 The stoichiometric matrix

Consider the macroscopic properties of a system of chemical reactions. The stoichiometric
coefficients of a system of chemical reactions can be mathematically represented with a mat-
rix, the stoichiometric matrix, S € Z"™", where there are m distinct metabolite species and
n distinct elementary reactions. Each row, S; € Z™ represents a distinct metabolite, and
each column, S; € Z™', represents a distinct elementary chemical reaction. A stoichiometric

coeflicient is nonzero where the corresponding metabolite is consumed (S;; < 0) or produced
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in a reaction (S;; > 0). Within each elementary reaction, the number of atoms of each ele-
ment is conserved. The stoichiometric matrix provides the structural foundation for modelling
biochemical networks.

1.1.2.2 Mathematical preliminaries

The stoichiometric matrix provides a linear representation of chemical transformations, which
allows its analysis through linear algebra. Let S € Z™*" be the stoichiometric matrix, where m
and n denote the number of metabolites and reactions, respectively. Unless otherwise stated,
all vector spaces in this work are considered over the field of real numbers R. The rank of
S, denoted rank(S), is the number of linearly independent rows (or columns) of the matrix.

It determines the dimension of the column space, R(S), and the row space, R(ST),which are
defined as

R(S)={Sz:xz € R"},

R(ST) = {STy :y € R™}.

The null space of S, denoted N(S), is the set of all vectors x € R™ that satisfy Sz = 0, and
the left null space, denoted N (ST), is the set of all vectors y € R™ such that STy = 0. The
dimensions of these four subspaces are related by the rank-nullity theorem

dim(N(S) = n — rank(S)),

dim(N(ST) = m — rank(S)).

These definitions provide the mathematical foundation for later sections of this thesis, where
the four fundamental subspaces of the stoichiometric matrix are interpreted in biochemical

terms.

1.1.3 Constraint-based modelling

Constraint-based modelling is a widely adopted computational framework for analysing meta-
bolic networks at the genome scale. Rather than relying on detailed kinetic mechanisms, this
approach uses physicochemical and biological constraints to define a solution space of feasible
metabolic states under steady-state conditions [55, 56, 7, 57]. At its core, constraint-based
modelling is not intended to predict a single outcome but rather to characterise the full range
of behaviours a biological system can exhibit, given known limitations [58]. This is particu-
larly important in systems biology, where many regulatory mechanisms remain incompletely
understood. The method embraces partial knowledge by working within the bounds of known
constraints, enabling robust analysis even with limited experimental data [59]. The fundamental

mass-balance condition is expressed as

Sv =0,

where S is the stoichiometric matrix, and v € R" is a flux vector representing the rate of

each reaction. This equation imposes the steady-state assumption, which states that internal
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Method

Purpose

Features

Flux Balance Analysis ()

Compute optimal fluxes for a

biological objective

Uses linear programming; no kinetic
data

Flux Variability Analysis (FVA)

Identify alternative feasible fluxes

Calculates min/max for each reaction

Elementary Mode Analysis (EMA)

Decompose network into minimal

steady-state pathways

Describes all feasible routes through

the network

Metabolic Control Analysis (MCA)

Assess control within metabolic

pathways

Calculates control coefficients for flux

and concentration

Thermo-based Flux Analysis (TFA)

Ensure thermo feasibility

Adds AG constraints; refines

predictions

Table 1.1: Summary of methods for constraint-based modelling.

metabolite concentrations do not change over time. To make the model biologically mean-
ingful, additional constraints are applied. These include reaction bounds (e.g., reversibility),
environmental limitations (e.g., nutrient availability), and biological objectives (e.g., growth or
ATP production). These constraints define a convex solution space that can be explored using
different mathematical optimisation methods. The most widely used is Flux Balance Analysis,
which predicts a steady-state flux distribution by optimising a biological objective, such as
biomass production. Flux Balance Analysis requires no kinetic parameters and relies on linear
programming [46]. Flux Variability Analysis (FVA) extends Flux Balance Analysis by calcu-
lating the range of possible fluxes for each reaction while maintaining the same objective value.
This allows for the identification of alternative flux routes [60]. Elementary Mode Analysis
(EMA) decomposes the network into minimal sets of reactions that can operate at steady state
[61]. These modes describe all possible pathways through the network, providing insight into
its structure. Metabolic Control Analysis (MCA) takes a dynamic approach. It quantifies how
changes in enzyme activity affect fluxes and concentrations, helping to identify control points in
the system [15]. Thermodynamic-based Flux Analysis (TFA) adds thermodynamic constraints
to ensure that all predicted fluxes respect the directionality imposed by Gibbs free energy [62].
These methods provide complementary insights and together form a robust framework for ana-
lysing the structure, capacity, and regulation of metabolic networks under a range of biological
scenarios. A summary of the main constraint-based modelling methods, their purposes, key

features, and references is provided in Table 1.1.

1.1.4 Computational modelling tools

As described in the previous section, constraint-based modelling provides a framework for
simulating metabolic behaviours under defined physiological and environmental constraints. To
implement such analyses, several computational toolkits have been developed. Among them,
the COBRA Toolbox (COnstraint-Based Reconstruction and Analysis Toolbox) is one of the
most widely adopted platforms for modelling and analysing genome-scale metabolic networks
[56].
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Cobra Toolbox

The COBRA Toolbox facilitates the construction, refinement, and simulation of genome-scale
metabolic models using constraint-based approaches. Users can import models from curated
public databases such as BiGG Models [53] and ModelSEED [63], and refine them to ensure
stoichiometric consistency, elemental and charge balance, and biochemical connectivity. It sup-
ports model validation based on experimental evidence, enhancing the biological accuracy and
predictive reliability of the models. A central feature of the toolbox is its support for Flux Bal-
ance Analysis, which enables the computation of steady-state flux distributions that optimise
a specified objective function, such as biomass production or ATP generation. In addition, the
COBRA Toolbox includes capabilities for extended analyses such as flux simulations, robust-
ness analysis, and multi-objective optimisation, which help evaluate how metabolic networks
behave under varying conditions or trade-offs. Gene essentiality can be studied in silico using
the gene knockout simulation function, which evaluates how the deletion of specific genes af-
fects metabolic fluxes. This functionality is particularly useful for identifying critical reactions,
metabolic bottlenecks, and candidate drug targets. The toolbox also supports pathway enrich-
ment analysis, which helps identify metabolic subsystems significantly perturbed by genetic or
environmental changes. This aids in understanding how cells reconfigure their metabolism in
response to stress, mutations, or disease. The COBRA Toolbox has gained increasing import-
ance in systems medicine through its ability to generate personalised metabolic models. By
integrating patient-specific omics data, the toolbox enables the simulation of individual meta-
bolic phenotypes, supporting the prediction of disease susceptibilities and treatment responses.
It also facilitates the modelling of metabolic interactions between species, making it suitable
for host—pathogen and host—microbiome studies. Despite its flexibility and wide adoption, the
accuracy of COBRA-based simulations depends on the quality of the underlying metabolic re-
constructions. Some models lack coverage for tissue-specific functions or under-characterised
pathways. Moreover, standard flux balance analysis does not capture regulation or signalling
dynamics and assumes steady-state behaviour. Recent efforts aim to address these limitations
by integrating regulatory information, thermodynamic constraints, and time-resolved data into
the modelling framework [64, 65]. In summary, the COBRA Toolbox is a versatile and extens-
ible environment for performing constraint-based analysis of metabolic networks. It supports
a wide range of applications, from mechanistic hypothesis generation to personalised medi-
cine and drug discovery. The toolbox is freely available and actively maintained on GitHub?,
where users can access the latest updates and contribute to its development. Recent advances
in constraint-based modelling and the development of computational platforms such as the
COBRA Toolbox have not only enhanced our ability to simulate metabolism but have also
broadened the scope of systems biology applications in human health. By integrating omics
data, tissue specificity, and environmental context, systems biology now contributes directly to
understanding disease mechanisms, identifying biomarkers, and guiding personalised treatment

strategies [66, 58].

Zhttps://github.com/opencobra/cobratoolbox
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1.1.4.1 Atom mapping

Atom mapping is a critical computational method that establishes correspondences between
atoms in reactants and products during chemical reactions, facilitating insights into reaction
mechanisms and bond transformations [67, 68, 69]. This task is essential not only in organic
chemistry but also in reaction classification, substructure search, synthesis planning, and the
mechanistic interpretation of enzymatic and metabolic pathways [70]. Most recently, atom
mapping has become central to chemical artificial intelligence, as it enables the extraction of
reaction rules for use in synthesis design programs [71]. Atom mapping has been addressed
by two main algorithmic families. The first includes maximum common substructure-based
methods, such as extensions of the Morgan algorithm [72], which rely on extended connectivity
(EC) to iteratively label atoms based on their chemical neighbourhoods. The second relies
on the principle of minimal chemical distance (MCD), assuming that most reactions proceed
through a minimal number of bond changes [73]. These approaches solve variations of the NP-
hard subgraph isomorphism problem using methods such as A* search algorithms, which use
heuristics to efficiently explore atom correspondences that minimise bond changes [74], integer
linear optimisation [75], or bond edit-distance minimisation [76]. In addition to these classical
methods, a growing number of hybrid and data-driven approaches have been proposed. Reac-
tionMap [77] combines optimisation with heuristics trained on large databases. Ising computing
techniques [78] avoid rule-based constraints by directly minimising bond changes, while con-
straint programming has been used to identify cyclic transition states and refine atom matching
[74]. Deep learning models such as the Atom Matching Network (AMNet) and the Symmetry-
Aware Multitask Atom Mapping Network (SAMMNet), leverage graph neural networks and
symmetry-aware architectures to improve mapping accuracy and reduce computational cost
(79, 80]. Additionally, commercial and open-source tools like MarvinJS [81], ChemAxon?,
RDKit [82], and Indigo provide practical implementations of these algorithms, though their
performance varies depending on reaction complexity. Unfortunately, despite these advances,
most existing algorithms [83, 77, 75, 84, 85, 86, 87, 88, 73, 76, 89, 90] are capable of accur-
ately mapping only relatively simple reactions, often requiring full stoichiometry to perform
well. Their correctness is frequently benchmarked against outputs from other software rather
than manually validated mappings, and they often fail to generalise to mechanistically com-
plex transformations, precisely the types of reactions where computational assistance would
be most valuable to chemists. For example, pericyclic reactions, rearrangements, and meta-
thesis processes frequently violate the assumptions of minimal bond change and symmetrical
transformation, leading to incorrect or ambiguous mappings. To overcome such issues, hybrid
methods have begun to integrate domain-specific heuristics with learning-based cost functions,
improving accuracy in benchmark tests. However, the field still lacks widely adopted standards
for validation against expert-curated ground truth. Moreover, incorporating 3D structural in-
formation and spatial reasoning remains an underutilised enhancement strategy, though early

results suggest it can significantly improve mapping precision [91, 92].

3(https://www.chemaxon.com)
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The next section outlines how the previous modelling approaches are increasingly being used

to address challenges in precision medicine, metabolic disorders, and complex disease systems.

1.2 Impact of systems biology on human health

The impact of systems biology on human health is profound. By integrating experimental
and computational approaches, systems biology enables the modelling of complex biological
systems across molecular, cellular, and physiological scales. This holistic perspective facilitates
the exploration of interactions between genetics, environment, and lifestyle, leading to more

accurate disease modelling, personalised diagnostics, and targeted therapies [93, 94, 95].

Systems biology and disease understanding

Systems biology offers tools to identify and dissect the molecular mechanisms underlying com-
plex diseases. Through dynamic modelling of biological networks, researchers have gained
insights into disorders such as cancer and metabolic disorders [96, 97, 10]. For example, the
use of genome-scale metabolic models has helped to link disease phenotypes to pathway disrup-
tions, revealing key metabolic vulnerabilities that can be exploited therapeutically. Moreover,
systems-level approaches have proven effective in identifying microbial dysbiosis associated with
chronic diseases, such as inflammatory bowel disease and metabolic syndrome. These insights

are guiding the development of targeted microbiome interventions [96].

Personalised medicine and nutrition

Systems biology is central to the development of personalised medicine, where treatment plans
are tailored to the genetic and metabolic profile of an individual. This is achieved by integ-
rating multi-omics data (genomics, transcriptomics, metabolomics) with clinical phenotypes to
identify patient-specific disease mechanisms [42, 93, 94]. In metabolic diseases such as type 2
diabetes, systems-level models have clarified how hormonal imbalances and nutrient signalling
affect glucose homeostasis, informing individualised interventions [98]. Nutrigenomics, a sub-
field of systems biology, explores how diet—gene interactions shape disease risk and treatment
response [99, 100]. This field provides a framework for designing nutrient-based therapies

tailored to genetic predispositions [101].

Systems biology in drug discovery

Systems biology is revolutionising drug discovery by addressing the complexities of biological

systems through integrative approaches that combine experimental and computational meth-
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odologies. This paradigm shift moves away from the established ‘‘one target, one drug’” model
to a more holistic view that considers multiple targets and their interactions within the biolo-
gical network [102, 103]. By employing multi-omics analyses and quantitative modelling, one
can identify novel drug targets, enhance the productivity of biopharmaceuticals, and improve
product quality attributes, ultimately increasing the likelihood of successful drug development
[104, 105]. Furthermore, systems biology facilitates the simulation of drug actions across various
biological scales, which aids in the design of therapeutics with improved efficacy and reduced
side effects [106, 102]. This comprehensive approach not only accelerates hypothesis genera-
tion but also optimises clinical trial designs, thereby promising to reduce costs and expedite
the delivery of new therapies to patients [106, 104]. While systems biology offers significant
advancements in understanding and improving human health, challenges remain in fully elu-
cidating the complex interactions within biological systems. Continued research is necessary to

release its full potential for health interventions.

1.3 Thesis Overview and objectives

1.3.1 Motivation and Research Questions

As discussed in the previous section, systems biology provides a powerful framework for under-
standing human health by modelling biological systems as interconnected networks. Within this
framework, metabolism plays a central role. Genome-scale metabolic models, combined with
constraint-based modelling approaches, have enabled large-scale simulations of cellular func-
tion and contributed to advances in both basic biology and clinical research. However, while
these models capture the overall structure of metabolic networks, they rely on simplifications
that limit their ability to reflect the chemical detail of molecular transformations. Although
genome-scale metabolic models and constraint-based modelling methods have enabled large-
scale simulations of metabolism, they typically do not account for the internal structure of
metabolites. Most models treat metabolites as indivisible entities, overlooking how atoms and
bonds are rearranged in biochemical reactions. As a result, important structural features, such
as conserved moieties and reacting substructures, are excluded. This simplification reduces
chemical interpretability, obscures conserved atomic and bond-level patterns, and contributes
to a combinatorial explosion, particularly in lipid metabolism, where small structural differ-
ences generate a vast number of molecular variants. It also limits the integration of molecular
structure with the mathematical properties of the stoichiometric matrix. Specifically, the four
fundamental subspaces of the stoichiometric matrix (null space, row space, column space, and
left null space) lack biological interpretation in most models, despite being central to constraint-
based analysis. These limitations reduce the scalability, clarity, and predictive power of current
genome-scale models. This raises a set of legitimate and unresolved research questions. How

can one reduce the complexity of a biochemical network without compromising its chemical
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and biological accuracy? In many reactions, only a small number of atoms are involved in
the transformation, while most of the molecular structure is conserved. How can this be iden-
tified and represented?. How can atomic and bond-level information be integrated into the
study of biochemical networks in a way that avoids a combinatorial explosion?. At the same
time, the stoichiometric matrix of a metabolic network defines a stoichiometric hypergraph,
where reactions involve multiple reactants and products. Hypergraphs, however, have limited
algorithmic tools compared to standard graphs. This leads to another important question: can
the stoichiometric hypergraph be represented in terms of simpler graphs derived from conserved
substructures, making the network more amenable to analysis using graph-theoretic methods?.
Finally, studying a stoichiometric matrix involves studying its four fundamental subspaces.
Are these subspaces related to the graphical properties of the hypergraph? And how can this

relationship be interpreted in terms of biochemical transformations?

Hypothesis

The identification of conserved and reacting moieties at the atomic and bond levels reveals un-
derlying structural patterns in biochemical networks that correspond to the four fundamental
subspaces of the stoichiometric matrix. Furthermore, the identification of moiety-based graphs
enables the stoichiometric hypergraph of a biochemical network to be formulated in terms
of simpler moiety graphs. This transformation facilitates the application of graph-theoretic
algorithms, offering new analytical tools to study the properties of complex biochemical net-
works. These moieties provide a biologically meaningful interpretation of these subspaces and
can be used to improve the scalability and interpretability of genome-scale metabolic models,

particularly in contexts involving molecular diversity such as lipid metabolism.

1.3.2 Research context

The questions outlined above arise not only from theoretical gaps in current modelling prac-
tices but also from pressing challenges in applied biomedical research. This thesis is situated
within two major European research initiatives, PoLiMeR and Recon4IMD, both of which aim
to address the complexity of lipid metabolism in the context of human health and disease.
These projects provide a structured and clinically relevant framework within which the current
research has been developed. Lipid metabolism, in particular, highlights many of the chal-
lenges raised earlier: the combinatorial explosion of structurally related molecular species, the
lack of substructural resolution in genome-scale models, and the difficulty of bridging chem-
ical complexity with the mathematical formalism of constraint-based modelling. These issues
motivate the need for new modelling strategies capable of representing substructures explicitly
and linking them to both biological function and mathematical structure.
PoLiMeR (Polymers in the Liver: Metabolism and Regulation) is a Marie Sktodowska-

24



Chapter 1. Introduction

Curie Innovative Training Network that addresses critical questions in biopolymer metabolism
using a systems medicine approach. The project brings together academic and industrial part-
ners to train early-stage researchers and develop new methods for understanding the metabolism
of complex biomolecules?. This thesis contributes to Work Package 3 (WP3), which focuses on
the combinatorial explosion of molecular species, particularly in the context of lipid metabol-
ism. WP3 aims to develop new analytical and computational methods to interpret lipidomic
data in metabolic disease. Within this work package, Early Stage Researcher 6 (ESR6) focuses
on enhancing genome-scale modelling techniques to represent enzyme promiscuity and lipid
diversity. This context raises the question of how structural features of lipid molecules, such
as conserved or variable substructures, can be integrated into metabolic models to improve
interpretability and resolution.

RecondIMD (Reconstruction and Computational Modelling for Inherited Metabolic Dis-
eases) is a Horizon Europe project aimed at improving the diagnosis and personalised treatment
of Inherited Metabolic Disorders (IMDs). It develops individualised metabolic models through
the integration of multi-omics data and the simulation of cell- and tissue-specific metabolic
phenotypes®. This thesis contributes to Task T5.3, which aims to enhance the predictive
capacity of these models by refining the representation of lipid metabolism. This involves cur-
ating lipid reactions and molecular structures, incorporating chemical identifiers such as InChl
and RInChl, applying atom-mapping algorithms, and specifying lipid transport and compart-
mentalisation. These efforts pose fundamental questions about how molecular detail can be
represented at scale, and how structural annotations can inform both computational analysis
and biological interpretation. This research context provides both the practical motivation and
the applied framework within which the questions posed in this thesis are developed. The need
for scalable, interpretable, and chemically detailed metabolic models is not only a theoretical

concern; it is central to the challenges faced in understanding and treating metabolic disorders.

1.3.3 Thesis Objectives

This thesis builds on the motivation and research context described above to explore how mo-
lecular structure can be meaningfully integrated into genome-scale models of metabolism. The
overarching objective is to develop a mathematical and computational framework for identifying
conserved and reacting moieties, substructures that remain unchanged or undergo transform-
ation across biochemical reactions, and to use them to improve the structural and analytical
resolution of metabolic network models. The first objective is to define conserved and reacting
moieties using structural and stoichiometric information derived from atom-level reaction rep-
resentations. The second objective is to establish the relationship between these moieties and
the four fundamental subspaces of the stoichiometric matrix. The third objective is to develop

a method for splitting lumped reactions using sparse Flux Balance Analysis (sparse FBA),

4More information is available at https://polimer-itn.eu/.
5More information is available at www.recondimd.org .
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improving chemical resolution in genome-scale models. The fourth objective is to apply the
conserved and reacting moieties method to lipid metabolism after reaction splitting, demon-
strating how moiety-based modelling can reduce combinatorial complexity and enhance model
interpretability. The final objective is to integrate the proposed framework into constraint-
based modelling workflows, aligning with the research goals of the Recon4IMD and PoLiMeR

projects.
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A detailed understanding of biochemical networks at the molecular level is essential for
studying complex cellular processes. In this paper, we provide a structural description of bio-
chemical networks by considering individual atoms and chemical bonds. To address combinat-
orial complexity, we introduce a well-established approach to group similar types of information
within biochemical networks. A conserved moiety is a set of atoms whose association is invari-
ant across all reactions in a network. A reacting moiety is a set of bonds that are either
broken, formed, or undergo a change in bond order in at least one reaction in the network.
By mathematically identifying these moieties, we establish the biological significance of con-
served and reacting moieties according to the mathematical properties of the stoichiometric
matrix. We also present a novel decomposition of the stoichiometric matrix based on conserved
moieties. This approach establishes a clear connection between graph theory, linear algebra,
and biological interpretation, thus offering new perspectives for the study of chemical reaction
networks.

Keywords: Conserved moiety, hypergraph, mathematical modelling, reacting moiety, reac-
tion network, stoichiometric matrix.

2.1 Introduction

Biological motivation  Conservation relations are central to the analysis of biochemical
reaction systems. They reduce the number of independent concentration variables, which sim-
plifies the study of complex networks and makes their structural constraints explicit[1]. From a
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biological perspective, conservation is fundamental for understanding cellular processes, since
conserved chemical groups act as carriers of energy, redox states, or cofactors across multiple
reactions. A well-known example is mass conservation in closed biochemical systems. Algebraic
approaches have established that the set of conserved moieties spans the left null space of the
stoichiometric matrix and defines a basis for invariant combinations of metabolites [1, 2, 3].
More recently, conserved moieties have been linked to molecular substructures, showing how
algebraic invariants correspond to chemically meaningful groups [4, 5. While this provides
a clear description of conservation, the complementary concept of structural change remains
less well defined. A reacting moiety, defined as the part of a molecule that undergoes bond
changes, captures these structural variations. Understanding both conserved and reacting moi-
eties is therefore essential for analysing how conservation and transformation are represented
in biochemical networks. We hypothesise that providing a mathematically precise description
of these two levels of organisation can enable a principled approach to simplifying and inter-
preting large-scale biochemical networks while retaining biologically meaningful detail. This is
especially relevant for complex systems such as lipid metabolism, where recurring structural
motifs appear in many contexts and undergo diverse transformations [6].

Ilustrative example Consider the simple neutralisation reaction

H"+OH = H,0.

Here, the oxygen atom and one hydrogen atom from OH~ remain associated in both reactant
and product. This invariant group corresponds to a conserved moiety. By contrast, the new
O-H bond formed with the incoming proton represents a reacting moiety, since it changes
during the reaction. This illustrates how a single reaction can be described in terms of conserved
and reacting moieties. The aim of this study is to extend this idea from individual reactions to
entire biochemical networks.

Mathematical representation of biochemical networks Mathematical analysis of bio-
chemical networks enables one to identify novel characteristics of biochemical networks and
define biological concepts in terms of mathematical objects [7, 8]. One approach that enables
this study is to represent the stoichiometry of a biochemical network by a stoichiometric matrix.
Let N € Z™*™ denote the stoichiometric matriz, where each row corresponds to a molecular
species and each column corresponds to a biochemical reaction [8]. Typically, there are more
reactions than molecular species (n > m). Each entry in a stoichiometric matrix is given by
the integer stoichiometric coefficient of a molecular species in a reaction, which is negative if a
molecular species is a substrate and positive if a molecular species is a product in that reaction.
A biochemical network can be represented as a hypergraph [9]. In a hypergraph, each vertex
represents a biochemical species, while each hyperedge represents a reaction that connects mul-
tiple species. Unlike a simple graph, where edges connect only two vertices, hyperedges may
connect more than two vertices, reflecting the complex interactions in biochemical reactions
involving multiple reactants and products [9].

Foundation of conserved moieties analysis The mathematical analysis of conserved moi-
eties has developed progressively over the last few decades. Early work by Schuster and Hofer
(1991) [1] and Schuster and Hilgetag (1995) [2] established that certain linear combinations of
metabolites remain constant over time. These invariants, later called conserved moieties, can be
derived directly from the stoichiometric matrix without knowing the underlying molecular struc-
tures. In other words, even as individual reactions occur and metabolites interconvert, these
particular combinations are mathematically guaranteed to stay constant. Subsequent studies,
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such as Heinrich et al. [7] and Sauro and Ingalls (2004) [10], expanded on this foundation
by clarifying computational aspects and demonstrating how such conservation laws constrain
biochemical models. Together, these advances underscored the relevance of conserved moiet-
ies as key features of metabolic systems, allowing for reduced model complexity and a deeper
understanding of structural invariants in networks. A significant advance was the development
of atom mapping algorithms [11][12] , which enabled the precise determination of the path
of individual atoms across reactions. This enabled conserved moieties to be characterised not
only as abstract conservation relations but as groups of atoms that remain intact throughout
all reactions in a network. Early conceptual work by Ugi and colleagues [13, 14, 15, 16], later
given graph-theoretical interpretation by Kvasnicka and Pospichal (1990) [17], anticipated the
importance of molecular structure but did not yield practical algorithms.

Stoichiometric matrix & molecular topology  Molecular topology only considers the
connectivity of atoms (i.e., which atoms are bonded to which), and it does not inherently
capture spatial arrangements like stereochemistry. From a stoichiometric matrix alone, one
cannot derive the molecular topology of each species in the underlying biochemical network.
This statement is obvious, but it implies that one cannot obtain a biochemically faithful math-
ematical representation of a biochemical network without incorporating a representation of
molecular topology into the mathematical analysis of a biochemical network. Previously, we
demonstrated that incorporation of molecular species topology in the form of a graph, where
each vertex is an atom of a specific element and each edge is a bond between atoms, enables
identification of a set of conserved moiety vectors [4], each of which is interpretable in terms
of a structurally defined conserved moiety. Subsequently, we demonstrated that by considering
species topology, a stoichiometric matrix may be split into the sum of m — rank(/N) moiety
transition matrices, each of which corresponds to a subnetwork corresponding to a structurally
identifiable conserved moiety. Identification of conserved moieties provides detailed informa-
tion about invariant sets of atoms in a metabolic network, but it does not directly consider
bonds between atoms. In a chemical reaction, typically, only a few atoms directly participate
in broken or formed bonds. In the literature, different terms are used for the part of a molecular
species that changes in a chemical reaction. The reaction centre is defined as the atoms and
bonds that are directly involved in the bond and electron rearrangement of a reaction [18].
Elsewhere, the reaction site is defined as a subtopology that includes the reaction centre [19].
There are several different approaches to finding reaction centres. These include computational
methods such as molecular dynamics simulations [20]. From our perspective, a weakness of
existing approaches is that reaction centres are defined heuristically or computationally in a
manner that does not admit an unambiguous mathematical interpretation.

Current computational methods to identify reaction centres are primarily based on identi-
fying the maximum common subtopology between a molecular species and its product pair.
While these methods are useful, they are typically designed to handle specific biochemical re-
actions and are not well-suited for genome-scale models. Similarly, automatic identification of
reaction rules involves analysing large databases of chemical reactions to identify patterns in
how different functional groups react. However, this approach may not fully capture the com-
plexity of underlying chemical networks, particularly in large-scale systems. This highlights
the need for a new method capable of handling genome-scale models with greater accuracy and
scalability.

Present contributions FEarlier work identified conserved atoms and sets of conserved moi-
eties but did not specify their internal structure [4, 5]. Here, we (i) define the topology of
each conserved moiety in terms of conserved bonds and introduce the moiety transition graph,
represented by an incidence matrix whose connected components correspond one-to-one to
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conserved moieties. This resolves the gap in which a “moiety transition matrix” did not ne-
cessarily correspond to the incidence matrix of a graph. (ii) We give a rigorous algebraic and
graph-theoretical definition of a reacting moiety as a set of reacting bonds, and we construct
the reacting moiety graph. Each reacting moiety is defined as a member of a minimal set
cover of reacting bonds, which avoids redundancy and yields a non-overlapping decomposition
of network reactivity. (iii) We provide an explicit correspondence between the stoichiometric
hypergraph and moiety transition graphs, enabling the use of standard graph methods in place
of hypergraph-specific methods.

Aims and outline Herein, we deepen our investigation of the intersection between stoi-
chiometric matrices, molecular topology, and graph theory, considering both the atoms and
bonds involved in each reaction. In descriptive terms, a conserved moiety is a set of atoms that
remains intact in a reaction network, while a reacting moiety is a set of reacting chemical bonds
between a pair of conserved moiety instances that dissociate in at least one reaction of a reac-
tion network. We mathematically define conserved and reacting moieties in terms of invariant
and variant subsets of an atom transition graph, where each vertex corresponds to an atom
whose transition from substrate to product either corresponds to an unbroken or broken bond
in a reaction. Furthermore, we present a novel and efficient algorithm to identify conserved and
reacting moieties given a stoichiometric matrix, a molecular graph for each molecular species,
and an atom mapping for each reaction.

Moreover, we tackle the challenge of complexity reduction in biochemical networks by pro-
posing a novel decomposition of the stoichiometric matrix in terms of conserved moieties. This
moiety decomposition is a simplification that reflects the participation of every molecular spe-
cies in every reaction in which it participates within a given biochemical network. We also
discuss future directions and potential challenges, including expanding this moiety decomposi-
tion to larger networks. These contributions offer valuable insights into the functional aspects
and network topology of biochemical systems, advancing our understanding of complex biolo-
gical processes. The mathematical results are illustrated using a toy example reaction network
introduced previously in [5].

All symbols used in this paper are outlined in Table A.4, which includes notations relevant
to graph theory, Table A.5, detailing matrices used throughout the paper, and Table A.6, listing
variables and counts (See Section A.6 in the supplemental material).

2.2 Mathematical foundations and chemical interpreta-
tion

We first introduce the essential mathematical concepts that form the foundation of the main
results of this work.

2.2.1 Graph and incidence matrix

A graph consists of a set of vertices and a set of edges, where each edge connects exactly two
distinct vertices. A directed graph (digraph) assigns a direction to each edge, representing
ordered relationships between vertices.

The incidence matric B € R™*™ of a directed graph G with m vertices and n edges is an
m X n matrix defined as
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—1 A& € tail of edgee;,
Bij =41 A&, € head of edgee;,
0  otherwise.

For undirected graphs, the incidence matrix is similarly defined, but the directionality is omit-
ted, and each edge is represented by two ones in the corresponding column [21, 22, 23].

A graph is said to be connected if there exists a path between every pair of vertices. A
connected component of an undirected graph is a maximal subgraph where every pair of vertices
is connected by a path. A strongly connected component of a directed graph is a maximal
subgraph where, for every pair of vertices v and v, there exists a directed path from v to v and
a directed path from v to u. A weakly connected component of a directed graph is a maximal
set of vertices such that there is a path (ignoring edge directions) between every pair of vertices
in the component [21, 22, 23].

We define the matrix C' € {0, 1}°*? that maps each connected component to its vertices in
a graph with p vertices and ¢ connected components as

o 1 if vertex j belongs to connected component i,
ij =
0 otherwise.

Each row of C corresponds to one connected component, and each column corresponds to
a vertex.

2.2.1.1 Chemical interpretation

A graph can be associated with a molecular graph, where each vertex corresponds to an atom
and each edge to a chemical bond (see Section 2.3.2). In this thesis, a molecular graph is
represented as a directed graph for mathematical consistency, even though the direction of edges
is not chemically significant. The direction is used only to establish a consistent convention for
defining incidence matrices, and its chemical meaning is discussed further in Section 2.3.2.

2.2.2 Hypergraph and incidence matrix

A hypergraph H = (X,E) consists of a set of vertices and a set of hyperedges, where each
hyperedge can connect any number of vertices. A directed hypergraph assigns a direction to
each hyperedge, linking a group of tail vertices to a group of head vertices. The incidence
matriz B € R™*" of a directed hypergraph H with m vertices and n edges is an m x n matrix
defined as

—1 A& € tail of hyperedgee;,
Bij =<1 &; € head of hyperedgee;,

0 otherwise.

39



Chapter 2. Characterisation of conserved and reacting moieties in chemical reaction networks

2.2.2.1 Chemical interpretation

A hypergraph can be associated with a reaction network, where each vertex represents a mo-
lecular species and each hyperedge a reaction involving multiple reactants and products, making
it a suitable representation for complex biochemical reactions [9]. (see Section 2.3.1). In this
context, the direction of a hyperedge indicates the connection from reactants (tail vertices) to
products (head vertices), capturing the stoichiometric relationships between molecular species
and reactions.

2.2.3 Graph isomorphism and isomorphism classes

An isomorphism of graphs G4 and Gg is a bijection between the vertex sets of G4 and Gp
denoted f: X(G4) — X(Gp) such that any two vertices X; and &; of G4 are adjacent in G4 if
and only if f(A&;) and f(X;) are adjacent in Gp. That is, there exists a permutation matrix P
such that A = PBPT, where A and B denote the adjacency matrices representing the graphs
G4 and Gp respectively [23]. A label-preserving graph isomorphism occurs when two graphs
are permutationally equivalent, as above, and the labels on the vertices are preserved. A graph
isomorphism class, as used here, refers to a set of connected subgraphs within a given graph
that are pairwise isomorphic to each other. A maximal subgraph isomorphism class is therefore
a maximal set of connected components that are mutually isomorphic within the same graph.

2.2.3.1 Chemical interpretation

Graph isomorphism relates to cases where two molecular graphs describe the same connectivity,
even if atom labels differ. This connects to the chemical notion of isomers, but also more
generally to recurring structural motifs in molecules or substructures that can be mapped onto
each other. An isomorphism class therefore groups all graphs that represent the same chemical
structure, independent of how atoms or bonds are labelled (see Section 2.5.2).

2.2.4 Graph splitting

Let v € R? be a vector. The operator diag(v) is the diagonal matrix D € RP*P formed from
the elements of the vector v. For a strictly positive vector v (i.e., v; > 0 for all 7), diag™*(v) is
the inverse matrix D!, which is the diagonal matrix formed by the elements v%

Theorem 1. Let A(X, &) be a directed graph, and let A € {—1,0,1}? be the incidence matriz
of A(X, &) defined as in Section 2.2.1. Let C' € {0,1}*P be the matriz that maps each connected
component to its vertices in the same graph A(X,E). All matrices are written with respect to
the same ordering of the vertices. Then ¢ = p — rank(A), CA = 0 and the following matriz
splitting exists

A =diag™' (C"1) Z A(i), (2.1)

where A(i) € {—1,0,1}*% is an incidence matriz for the i connected component of G(X,E,H),
given by
A1) = diag(C;.)A (2.2)

5

All matrices are written with respect to the same vertex ordering.

Proof. That ¢ = p — rank(A) and C'A = 0 are standard results from algebraic graph theory
(Theorem 2.5 [24]). Substituting (2.1) into (2.2), it is enough to show CT1 € Z"", (this ensures
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that the diagonal matrix diag (CT]l) is well defined and invertible, which is required for the
decomposition) and that

diag (C"1) = Z diag(C;..). (2.3)

The expression on the left sums each column of C', then places it on the diagonal of an p x p
matrix. The expression on the right places each row of C' on the diagonal of a matrix, and
sums the matrices, which is equivalent to the expression on the left, as the operations involved
are commutative. Each entry of C' is non-negative so C*1 > 0, therefore it remains to show
that CT1 € 77, . Every vertex is part of one connected component, so CT1 > 0, giving the
desired result. [

2.2.4.1 Chemical interpretation

Graph splitting corresponds chemically to separating a structure into its connected components,
such as identifying individual molecules within a chemical complex or conserved moieties within
an atom transition network (see Section 2.5.1).

2.2.5 Graph condensation

Graph condensation is a process that reduces a graph by merging a set of vertices into a single
vertex based on certain criteria, typically to simplify the analysis of complex networks [25].
Given an undirected graph G, its condensation, denoted G¢, is obtained by contracting each
connected component of G into a single vertex. FEach vertex of G¢ corresponds to a connected
component of the original graph, and any edge between different components in G is represented
as an edge between the corresponding vertices in G°.

2.2.5.1 Chemical interpretation

Graph condensation corresponds chemically to representing a whole connected substructure as
a single unit, such as treating a conserved moiety or a molecular fragment as one vertex to
simplify the analysis of reaction networks (see Section 2.6.1).

2.2.6 Set cover problem

Given a set of elements € = {ey, eq,...,€e,} and a set of m subsets of that set,

S(€) ={S51,8s,...,8n}, the set cover problem is to find a minimal collection C of sets from S
such that C covers all elements in €. That is Ug,ccS; = €. The set cover problem is a classic
NP-hard problem where the objective is to cover a universal set £ with the smallest number
of subsets from a collection S [26, 27]. Due to its complexity, several algorithms are used to
find feasible solutions. The greedy algorithm [28] is widely applied due to its simplicity and
effectiveness. It iteratively selects the subset that covers the largest number of uncovered ele-
ments, achieving a near-optimal approximation ratio of In |£], which is among the best possible
for polynomial-time solutions. A linear programming (LP) relaxation [26, 29] offers another
efficient approach by solving a fractional version of the problem. The fractional solution is
then converted to integer form using rounding [30] techniques like randomised rounding, or
threshold rounding, allowing for flexibility in handling weighted instances while maintaining
solution quality. Primal-dual algorithms [29, 31] construct solutions by simultaneously adjust-
ing primal and dual variables, yielding good approximations with efficiency suited to large-scale
or dynamically evolving problems. For particularly large or complex instances, metaheuristics
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such as genetic algorithms [32] and simulated annealing [33] provide flexible, high-quality solu-
tions without guaranteeing optimality, making them useful for problem-specific constraints and
large datasets.

2.2.6.1 Chemical interpretation

In chemical terms, the set cover problem can represent selecting the minimal number of con-
served or reacting moieties needed to account for all atom transitions or bond changes in a
network. Each subset corresponds to a moiety, and the goal is to cover all atoms or bonds with
the smallest set of moieties (see Section 2.6.3).

2.3 Hypergraph and graph representations of a meta-
bolic network

The following section introduces hypergraph and graph representations of a metabolic network,
which are the foundation for mathematical analysis of metabolism. Here, we apply these
abstract mathematical concepts directly to biochemical networks, giving them a clear biological
interpretation.

2.3.1 Directed stoichiometric hypergraph

A metabolic network is represented by a directed stoichiometric hypergraph H(V,Y(S,P))
which is an oriented hypergraph that consists of a sequence of m vertices V := (Vy,..., V),
and a sequence of n directed hyperedges V := (J1,...,V,). In the j reaction Y, == (S;, P;)
the substrate (arrow tail) complex is

Sj=Y FVi (24)
i=1
and the product (arrow head) complex is
Pj = Z Ri,jVi (25)
i=1

where F' € ZT™" is a forward stoichiometric matrix, R € Z7™" is a reverse stoichiometric
matrix. The entry F}; is the stoichiometric number of molecular species i consumed in the j™"
directed reaction, and the entry R; ; is the stoichiometric number of molecular species ¢ produced
in the j directed reaction. One may then define a net stoichiometric matrix as N :== R — F €
Z™m*™. Note that the definition of a net stoichiometric matrix in terms of forward and reverse
stoichiometric matrices allows for a molecular species, for example, an enzyme catalyst, to be
both consumed and produced in a reaction, in which case the corresponding net stoichiometric
coefficient is zero. However, henceforth, we do not consider a catalyst in reactions, since
catalysts do not alter the atom-bond balance of a reaction and are therefore excluded from
further consideration in this framework. Note that the sequence of vertices and hyperedges
is arbitrary, but once these sequences are defined, they must be used consistently in different
theoretical representations. Note that the present framework applies to atomically balanced
reactions, where both substrates and products are explicitly represented. Open reactions, which
are common in biochemical models, are instead handled as boundary conditions in this context
and are not analysed at the atom-bond level here.

42



Chapter 2. Characterisation of conserved and reacting moieties in chemical reaction networks

Figure 2.1: A directed stoichiometric hypergraph. The four molecular species (vertices) are citrate (cit,
C¢Hs507), isocitrate (icit, Cs H5O7) , cis-aconitate (cisa, C¢ H3Og), and water (h20, H2O). In biochemical terms,
the reactions (black hyperedges) are Y;: aconitate hydratase (ACONTm), Vs: citrate hydro-lyase (r0317), and
Ys: isocitrate hydro-lyase (r0426). Although each reaction is, in principle, reversible, the directions of each
hyperedge are given in the conventional orientation, consistent with the corresponding stoichiometric matrix.
Figure taken from [5].

2.3.1.1 Example directed stoichiometric hypergraph

We consider the network defined in [5]. It represents a directed stoichiometric hypergraph
with 4 molecular species V = (cit, icit, cisa, h20) and 3 reactions ) = (V1, Vs, Vs), a planar
representation of which is illustrated in Figure 2.1. The 3 reaction equations are

Vi cit = icat,
Vo icit = h2o0+ cisa,
V3 : cit = h2o0+ cisa. (2.6)

The corresponding net stoichiometric matrix is

Vi Vo Vs
0 1 1 h2o
N = -1 0 -1 cit

1 -1 0 icit
0 1 1 cisa

where rows and columns correspond to molecular species and reactions, respectively. It
is important to note that ) represents an overall reaction corresponding to the conversion
of citrate to isocitrate in the tricarboxylic acid cycle. This transformation is catalysed by
the bifunctional enzyme aconitate hydratase (aconitase, EC 4.2.1.3), which catalyses both de-
hydration of citrate to cis-aconitate ()») and rehydration of cis-aconitate to isocitrate ()s).
Alternative names occasionally used in the literature, such as citrate hydro-lyase or isocitrate
hydro-lyase, are synonyms for aconitase. Thus, )} and Y5 represent the elementary steps, while
V1 provides a concise representation of the overall process[34].

2.3.2 Molecular species graph

Consider a molecular species V;, € V, its molecular species graph is a connected graph G, =
G(X, B, V) where each vertex &; is an atom and each edge B; is a chemical bond. A chemical
bond B;; between two atoms, &; and X; is an undirected edge between two atoms in a molecular
graph
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Bij = {Xl, .)C']}

That is, we do not consider interactions between more than two atoms, as may occur with
hydrogen bonding or Van der Waals forces.

We assume that a molecular graph represents the topology but not the three dimensional
geometry of a molecular species, so stereoisomers have the same molecular graph. Let p :=
|X(Vk)| denote the number of atoms of molecular species Vi and ¢ = |B(Vy)| denote the
number of bonds of molecular species V.

Let G(X,B,V) be a graph composed of m molecular graphs, where each molecular graph
G(X,B,V})is a connected component. Each vertex in G(X, B, V) is triply labelled, with (i) an
element label, which is a type of chemical element (i7) an atomic label i € 1...n(V), which
uniquely identifies each of the p(Vy) atoms in Vi, and (ii7) a molecular label, which uniquely
identifies a molecular species. Each edge is doubly labelled, with the two vertex labels that
form the chemical bond. A molecular graph is a graph representation of a molecular species
that shows the atoms in the molecular species and the bonds between them. A molecular graph
provides information about the connectivity of the atoms in the molecular species, as well as
the number and type of bonds between them.

2.3.2.1 Matrix representation of a molecular graph

A molecular graph G can be represented by an incidence matrix B € ZP*? given by

—1 A& € tail of edgee;;,
B;j =41 &, €head of edgee;,

0 otherwise,

and a weight vector w € N9*! where each entry w; is a non-negative integer indicating the order
of the jth bond (0 for a non-existent bond, 1 for a single bond, 2 for a double bond, and 3 for
a triple bond). The rows of the incidence matrix B correspond to the p atoms of the molecular
graph Gy, and its columns correspond to the ¢ bonds of the molecular graph G,. It is important
to note that the direction used in the incidence matrix is arbitrary and introduced only for
algebraic convenience; it does not affect the decomposition or subsequent results.. Note that
the molecular graph could equivalently be represented by the single matrix Bdiag(w), which
combines connectivity and bond multiplicity. Here, we keep B and w separate to distinguish
topological structure from bond order, and to allow flexibility in derivations where only one of
these aspects is required.

2.3.2.2 Example molecular graph

An example of a matrix representation of a molecular graph is provided for acetate (ac, ac) in
Fig. 2.2a.

2.3.3 Chemical complex graph

Given a set of molecular species V, a chemical complex C(V) is a subset of molecular spe-
cies that participate together either as substrates or products in a reaction. A complex graph
G(X,B,C(V)) is the disjoint union of a multiset of |C(V)| molecular graphs, where each mo-
lecular graph corresponds to a molecular species V;, € C(V). Each vertex is triply labelled with
a molecular, elemental, and atomic label. The total number of vertices in complex graph C(V)
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-1 0 0 -1 -1 -1 |Ct — 1

1 -1 -1 0 0 0 |2 s |

01 0 0 0 0 |O L

=/ 0 0 1 0 0 0 |O* “

000 0 1 0 0 |m VTl %

0 0 0 0 0 1 |HS L

acetate = CoH305 . 0.0 0 0 1 0 | HT L - 1%
(a) Molecular graph (b) Molecular incidence matrix and the weight vector

Figure 2.2: Acetate is represented as a molecular graph and molecular incidence matrix. (a) The
molecular graph of an acetate species (ac, ac) with the chemical formula CoH305. The two types of bonds
are illustrated; single (—) and double (=). (b) The molecular incidence matrix B corresponds to the acetate
species. Each row corresponds to an atom, and each column corresponds to a chemical bond in the molecular
graph. Each column has two non-zero entries where the rows correspond to the atoms forming the chemical
bond. The results are independent of the particular direction chosen. The weight vector w is a vector where
the entries represent the type of bonds; single (1) and double (2).

p=>_ XV, (2.7)

VieC

where |X' (V)| is the number of atoms in molecular species k. The total number of edges in a
chemical complex C(V) is

¢ = ) BV (2.8)

Vi eC

where |B(Vy)| is the number of bonds in molecular species k. The number of connected com-
ponents of a complex graph is equal to the molecularity of that complex. For example, if
a complex consists of two instances of the same molecular species, then the complex graph
contains two connected components that are isomorphic as vertex-labelled graphs, correspond-
ing to a complex with stoichiometric number (multiplicity) two for that molecular species. A
substrate chemical complex S(V) is a chemical complex formed by substrate molecular species
instances, and a product chemical complex P(V) is a chemical complex formed by product
molecular species instances. Substrate and product chemical complexes are related in pairs,
one corresponding to each reaction Y; = {S;(V), P;(V)}.

2.3.3.1 Chemical complex matrix

A chemical complex matrizx B € {—1,0,1}?*? is an incidence matrix representing a chemical
complex C(V), consisting of m molecular graph incidence matrices arranged in block diagonal
form, where each block represents an instance of a molecular species involved in that complex.

2.3.3.2 Example chemical complex graph

Figure 2.3 represents an example of a chemical complex matrix representing a complex of
peroxynitrite (peroxynitrite) and carbon dioxide.
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Figure 2.3: Molecular incidence matrix for chemical complex (peroxynitrite, carbon dioxide). The matrix B
consists of two blocks: the first corresponds to peroxynitrite and the second to carbon dioxide.

€1 €2 €3 €4 €5
-1 0 0|0 0 O
1 -1 0|0 O N2
0O 1 -1710 0 0?3
B = 0O 0 110 O o~
0O 0 O0|-1 O 0’
0O 0 0|1 -1 6
0O 0 o0]0 1 ol

2.3.4 Reaction matrix

A substrate matriz is a chemical complex matrix that represents the chemical complex formed
by each instance of a substrate molecular species. A product matriz is a chemical complex
matrix that represents the chemical complex formed by each instance of a product molecular
species. Consider a reaction Y := {S(V),P(V)}, between a substrate complex S(V) and a
product complex P(V). Let S € Zp*™ax(@4) he a substrate matrix and P € ZP*m2x(44) be a
product matrix, where p is the number of atoms in the substrate (or product) complex, ¢ is the
number of bonds in the substrate complex S(V) and ¢’ is the number of bonds in the product
complex P(V). Both substrate and product complexes have the same number of atoms, so the
number of rows in the substrate and product complex matrices is the same, and we require that
atom transitions are between atoms with the same row indices in the substrate and product
complex matrices. Depending on the number of bonds in the substrate complex, the number
of bonds in the product complex, and the correspondence between these bonds, the matrices
S or P may contain additional zero columns in order to ensure they have the same number of
columns, but conserved bonds must correspond to the same column index in both matrices.
Let w, € N™2x(44)%1 denote the weight vector specifying the order of the bonds in the substrate
and w, € Nmax(@.¢)x1 the weight vector specifying the order of the bonds in the product.

A chemical reaction ) may be characterised, in terms of its atom-bond changes, by the
equation

D = |Pdiag(w,)|—|Sdiag(w;)| (2.9)

where D € Zp*max(a4) {5 a reaction matrix, which is an incidence matrix where each row
represents an atom and each column represents a bond involved in the reaction. If D; ; = 0, then
the bond j involving atom ¢ in the substrate and product complex is conserved by the reaction.
If D; ; is negative, then atom ¢ in the substrate complex participates in a bond j that is broken
during the reaction, while if D; ; is positive, then atom 7 in the product complex participates in
a bond j that is formed during the reaction. In a reaction, a reacting bond is a chemical bond
that is broken, formed, or changes its order. In a reaction, a conserved bond is a chemical bond
that is not a reacting bond. It is important to note that D does not fully represent all aspects of
a reaction (such as stoichiometric coefficients, kinetics, or thermodynamics). Rather, it serves
as a compact algebraic descriptor of bond-level transformations, indicating which bonds are
conserved, broken, or formed. In this sense, D characterises the structural changes underlying
the reaction, while the complete reaction contains additional information beyond its atom-bond
incidence.
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2.3.4.1 Example reaction matrix

Consider the reaction illustrated in Figure 2.4a, where the substrate complexes are peroxynitrite
(peroxynitrite) and carbon dioxide and the product complex is the nitrosooxy carbonate (nit).
The substrate incidence matrix S corresponding to the substrate complex, and the product
incidence matrix P corresponding to the product complex, are given in Figure 2.4. In the
figure 2.4c, the matrix D is the reaction incidence matrix representing the reacting bonds in
the reaction 2.4a.

2.3.5 Atom mapping

Given a substrate chemical complex S(V), a product chemical complex P(V) and a reaction
Y ={S(V),P(V)}, an atom transition is a labelled edge £ := {&;, X;} that joins vertex A;
of molecular species Vy, in complex graph G(X,),S(V)) with vertex X; of molecular species V,
in complex graph G(X,),P(V)). The edge is labelled with a reaction label, which associates
it with a unique reaction. The element label of the vertex X; € G(X,),S) is the same as the
element label of the vertex &; € G(X,Y,P). That is, an atom transition is an edge between a
pair of atoms of the same element, one in each of the pair of complexes involved in a reaction.
Therefore, in a reaction, the total number of atoms of each element in both complexes is the
same. The molecular and atomic labels may be different for both vertices in an atom mapping.

Given a set of molecular species V and a reaction Y := {S(V),P(V)}, an atom mapping is
a graph G(X, &, H{S(V),P(V)}) formed by the disjoint union of the set of

€= XV = Y 120 (2.10)

Vk‘ €S Vk; eP

atom transitions, between

X=X+ Y 1AW = 2(€) (2.11)

Vi ES Vi eP

vertices. Each edge is labelled with an identical reaction label. Each vertex is labelled with an
element label, a molecular label, and an atomic label. Note that an atom mapping consists of ||
connected components, each of which contains one edge and two vertices with identical element
labels. That is, all edges of the molecular graphs of each molecular species in V are omitted. One
reaction may correspond to multiple alternative atom mappings, e.g., if a molecular topology
has a symmetrical subgraph, this may permit multiple alternate atom mappings whose vertices
are equivalent with respect to element labelling, but not with respect to atomic labelling.

2.3.5.1 Example atom mapping

Figure 2.4a illustrates an atom mapping for a chemical reaction, where the substrates are
peroxynitrite (peroxynitrite) and C'O,, and the product complex is nitrosooxycarbonate (nit).

2.3.6 Directed atom transition multigraph

Given a directed stoichiometric hypergraph H (X, Y{S(V),P(V)}) and an atom

mapping G(X, YV, H{S(V),P(V)}) for each reaction, a directed atom transition multigraph
G(X,E,H) is a multigraph formed by the union of a set of n = || directed atom mappings,
each of which corresponds to a reaction. The union merges vertices of atom mappings that
have identical molecular, elemental, and atomic labels, but duplicates edges if they have the
same head and tail vertices. Each of the p := |X| vertices corresponds to an atom of an element
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-— -

peroxynitrite nitrosooxy carbonate

(a) The chemical conversion of peroxynitrite (peroxynitrite) and C'Os into nitrosooxy carbonate
(nit).

e1 ey es e €5 e €1 ey €3 €4 €5 €5

2 0 0 0 0 0 |O! 2 0 0 0 0 0

2 -1 0 0 0 O N? 2 -1 0 0 0 O

o 1 -1 0 0 O 03 o 1 -1 0 0 O

Sdiag(wy) := 0O 0 1 0 0 0 O*  Pdiag(w,) = 0 0 1 0 0 -1
o o0 0 -2 0 O 0’ o o0 0 -2 0 O

o o0 0 2 -2 0 o o o0 o0 2 -1 1

o 0 0 0 2 0 ol o 0 0 0 1 o0

(b) Substrate and product incidence matrices.

h1 hg hg h4 h5 hﬁ
0 o o o0 0 0 Ot
0O 0 0 0 0 0 N?
0O 0 0 0 0 O 03
D= 0O 0 0 0 0 1 O*
0O 0 0 0 0 O 05
o 0 0 0 -1 1 C
0o 0 0 0 -1 0 o’

(¢) Reaction incidence matrix.

Figure 2.4: The chemical conversion of peroxynitrite (peroxynitrite) and COs into nitrosooxy carbonate (nit).
(a) The chemical bonds are represented by the edges in the molecular graphs. In the reaction, a double bond
(C% — O7, e5) is broken in COq, and a bond (C% — 0%, e6) is formed. The chemical bonds in the substrate
complex corresponding to those in the product complex have the same labelling (eq, €2, €3, e4), which represent
the conserved bonds. (b) S is the substrate incidence matrix corresponding to the peroxynitrite and COs. P
is the product incidence matrix corresponding to nitrosooxy carbonate. (c¢) D is the incidence reaction matrix
calculated by Eq 2.9, it represents the reacting bonds in the reaction. The matrix D has two negative entries
between atom C® and atom O7, representing the broken double bond (C® — O7, hs), and one positive entry
between atom C® and atom O*, representing the formed bond (C® — O*, hg). In this reaction, the conserved
atoms are {O', N2, 03, 0%} while the reacting atoms are {O*, C% O"}.
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in one of the m = |V| molecular species, so each vertex is labelled with molecular, elemental,
and atomic labels. Each of the ¢t := |€] edges corresponds to a directed atom transition in an
atom mapping corresponding to one of the n := |)| reactions, so each edge is labelled with
a reaction label. The topology of a directed atom transition multigraph is represented by an
incidence matrix 7' € {—1,0,1}" *!where each row is an instance of a chemical element in a
particular molecular species, and each directed edge is a directed atom transition.

A stoichiometric matrix N € Z™*™ may be related to the incidence matrix of the correspond-
ing directed atom transition multigraph T € {—1,0,1}" “" by defining two mapping matrices, as
follows. Let V € {0,1}™" denote a matrix that maps each molecular species to each atom,
that is V; ; = 1 if molecular species i contains atom j, and V; ; = 0 otherwise. Each column of V'
contains a single 1 since each atom is labelled with molecular and atomic labels and is therefore
specific to a particular molecular species. In particular, two atoms with the same elemental
type and index are treated as distinct vertices when they belong to different molecules. Let
E € {0, 1}“” denote a matrix that maps each directed atom transition to each reaction, that
is I;; = 1 if directed atom transition ¢ occurs in reaction j and Ej; = 0 otherwise. Each
row of E contains a single non-zero entry , either 1 or —1, since each directed atom transition
corresponds to one reaction. Then a stoichiometric matrix N can be decomposed in terms of
its directed atom transition multigraph with

N=(VVT) ' VTE. (2.12)
The decomposition in Eq. 2.12 can more easily be interpreted by rearranging terms to obtain,
VVIN =VTE. (2.13)

Since each column of V contains a single 1, the matrix VVT € N™*™ is a diagonal matrix with
the total number of atoms in each molecular species along the diagonal. The right hand side
of Eq. 2.13 is therefore the internal stoichiometric matrix with each row scaled by the total
number of atoms in the corresponding molecular species. Every molecular species contains at
least one atom, so (VV7) is invertible.

2.3.7 Atom transition graph

Given a directed atom transition multigraph, an atom transition graph is a directed graph
T(X,E,H) formed by removing duplicate vertices that have identical elemental and atomic
labels, and by removing edges that connect the same two vertices in opposite directions (i.e.,
where swapping the head and tail vertices gives an identical edge). Each of the p := |X| vertices
corresponds to an atom of an element in one of the m := |V| molecular species and is labelled
with molecular, elemental, and atomic labels. Each of the g = |£| edges corresponds to an
atom transition in one or more atom mappings and is unlabelled.

Let T € {—1,0,1}"*? denote the incidence matrix of an atom transition graph. Let E €
{—1,0,1}7*" denote a matrix that maps each atom transition to one or more reactions, that
is F;; = 1 if atom transition ¢ occurs with the same direction as reaction j, F;; = —1 if
atom transition ¢ occurs with the opposite direction to reaction j and £}, ; = 0 otherwise. The
internal stoichiometric matrix N can be decomposed in terms of an atom transition graph with

N=(VVT) 'VTE. (2.14)

Note that the dimension of the incidence matrices representing a directed atom transition
multigraph and a corresponding atom transition graph may not be the same as the latter may
have fewer columns, that is ¢ > ¢. Furthermore, for an atom transition graph, the matrix £
has entries in the set {—1,0, 1} rather than just {0, 1}, to reflect reorientation with respect to
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certain reactions. Also, note that the matrix £ may now have more than one entry per row
if the same atom transition occurs in more than one reaction. However, the matrix V' is the
same for the decomposition of a stoichiometric matrix in terms of a directed atom transition
multigraph or an atom transition graph.

Remark 2. Equation 2.13 represents the decomposition of the stoichiometric matrix in terms
of the directed atom transition multigraph, whereas Eq 2.14 represents the corresponding de-
composition in terms of the atom transition graph.

2.3.7.1 Example of a decomposition in terms of an atom transition graph

Consider the neutralisation reaction
Y:H"+0H = H,O.
We define the set of molecular species as

CV)={MVi=H"Vy=0H ,V3 = HO},

so that m = 3. Each molecular species is assigned a molecular species graph with atoms labelled
by their molecular and atomic indices. Every atom is indexed relative to its molecular species

X = {}[+ . Hl,OHi : OQ,OHi : Hg,HQO : Hl,HQO : Hg,HQO : OQ}

Thus, there are p = 6 atoms across the three species. The stoichiometric matrix N € Z3*! has
rows indexed by molecular species (Ht,OH~, H,O) and a single column corresponding to the
reaction .

N2
-1 H*
N = -1 OH~
1 H>0
Let V € {0,1}**% map each molecular species to the corresponding atom.

Hl 02 Hg H1 H3 02
H* 1 0 0o 0 0 0
V= OH" o 1 1 0 0 O
H>O 0 0 0 1 1 1

The atom mapping gives rise to 3 directed atom transitions. The incidence matrix T €
{—1,0,1}5%3 is given by

T1 T2 T3
HI[ -1 0 0 ]
O, 0 -1 0
H; 0 0 -1
= H, 1 0 0
H, 0 0 1
O, 0 1 0
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Each atom transition belongs to Y, so E € {0,1}3*! is

Yy
1 Ty
E - 1 T2
1 T
With this construction,
VVIN =VTE,
where VVT = diag(1,2,3) and
-1
VIE=| -2 |,
3
and
-1
VVH)'WTE=| -1 | =N.
1

2.3.8 Molecular transition graph

Given a directed stoichiometric hypergraph, a molecular transition graph is an undirected graph
that is the union of the corresponding molecular graph G(X,,V) and atom transition graph
T(X,E,H). In a molecular transition graph, each vertex is an atom, and each edge either
corresponds to a bond in a molecular species or to an atom transition in one or more reactions.
Accordingly, a molecular transition graph is denoted L(X', B, £, H), where X is the set of atoms,
B is the set of bonds, £ is the set of atom transitions, and H is the stoichiometric hypergraph
H = H(X,V{S(V),P(V)}). Each vertex is labelled with molecular, elemental, and atomic
labels. Each bond edge is doubly labelled, with the two vertex labels that form the chemical
bond, and each atom transition edge is unlabelled. The topology of a molecular transition
graph L(X,B,&,H) is given by an incidence matrix A € {—1,0,1}”?, where p = |X| and
q = [B]+[€].

2.3.8.1 Example of a molecular transition graph

Figure 2.5 illustrates the molecular transition graph for the chemical reaction shown in Figure
2.4a.

2.4 Conserved and reacting graphs

In a molecular transition graph, an edge corresponds to a reacting bond if the bond is broken,
formed, or changes its order in at least one reaction; otherwise, it is a conserved bond. In a
molecular transition graph, an atom is a reacting atom if it participates in at least one reacting
bond; otherwise, it is a conserved atom. These descriptive definitions enable a molecular trans-
ition graph to be partitioned into conserved and reacting subgraphs. Next, these definitions
are given in graph theoretical terms, leading to a partition of the molecular transition graph
incidence matrix.
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peroxynitrite nitrosooxy carbonate

Figure 2.5: Molecular transition graph. For simplicity, only the atom transitions involving atoms O5,
C6, and O7 are shown. Each atom in the substrate is connected to its corresponding atom in the product
by a dashed magenta edge, indicating the atom transition. The double bond e; between atoms O5 and C6 is
conserved, whereas the double bond es changes order.

2.4.1 Bond transition graphs

Consider a bond B;; := {X;, X;} in a molecular transition graph L£(X¢ X", £ E™ EY), where
X¢ and X" denote the sets of conserved and reacting atoms, respectively, and £¢, €7, and &!
denote the sets of conserved, reacting, and transition edges. Thus, X = X°U X" is the set
of atoms, and B = £°U &" is the set of chemical bonds. Associated with the vertices X;
and X are two corresponding weakly connected components C(X;) and C(X}) of the transition
subgraph L£(X¢, X", £'),which includes all transition edges but excludes conserved and reacting
edges. Let Ge(x,)cx;) denote the subgraph of L(X¢, &7, E°, E" EY) consisting of all conserved
or reacting edges connecting a vertex C(&;) with a vertex in C(X}), together with their incident
vertices, that is

gc(Xi)yc(Xj) = {BZ]|.)C; € C(XZ), Xj c C(/YJ),BZ] e &Y gr} (215)
The bond transition graph Le(x,)c(x;) is defined as

Lexcxy = C(X) UC(X)) U Ge cx)s (2.16)

where C(&;) and C(X;) are two connected components in the atom transition graph G(X, £, H),
and Ge(x,) c(x;) is the subgraph of the molecular graph G(X, £¢,£", V) that represents the edges
connecting vertices in C(A&;) and C(X;). When no edge exists between any pair of vertices in
C(&;) and C(&j;), then Gex,cx;) is an empty set. Note that a double edge corresponds to
two edge transition graphs, one for each bonding interaction. This enables consideration of
reactions where a double bond is transformed into a single bond, or vice versa.

A bond B;; = {&;, X;} € £° between atoms &; and X; is a conserved bond if it remains
unchanged in all reactions

VY eH, B e SQY)NP),

where §()) and P()) are the sets of bonds in the substrate and product complexes of reaction
Y, respectively. A conserved bond transition graph £ = (X¢ X", E¢ E') is a bond transition
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Figure 2.6: Conserved and reacting bond transition graph. Atom transitions are dashed and labelled
with colours corresponding to components C3 (dark orange), C'7 (green), and O2 (dark blue). (a) Conserved
bond transition graph. The bond C7 — C3 is conserved in reactions Y;,)s, and Y3 (continuous blue edges).
(b) Reacting bond transition graph. The bond C3—02 is broken in reaction }; and in reaction )5 (reacting
bonds are in continuous red lines).

graph whose bonds are conserved (neither created, broken or changed order) in any reaction
in a molecular transition graph £(X,B,£,H). A bond B;; = {X;, X;} € £ between atoms X;
and & is a reacting bond if it is either formed, broken or changes order in a reaction

VY € H, By € S(Y)AP(Y),

where A represents the symmetric difference between the substrate bond set S()) and the
product bond set P()), indicating that a bond is either formed, broken, or changes order during
the reaction. A reacting bond transition graph £ = (X, X", E",E") is a bond transition graph
where at least one reaction involves a reacting bond. Thus, £ = (X¢, X", E", &) captures the
molecular transitions that involve bond changes, presenting the reacting bonds in the chemical
network. Each bond transition graph is either a conserved or a reacting bond transition graph.

2.4.1.1 Examples of conserved and reacting bond transition graphs

Figure 2.6 illustrates an example of a conserved bond transition graph and an example of a
reacting bond transition graph.

2.4.2 Conserved and reacting molecular transition graphs

A conserved molecular transition graph L(X°¢ X", E EY) is the union of all conserved bond
transition graphs of a molecular transition graph, that is

Lxe,xm,£8 = Loy, C LA X EEE, (2.17)
k

where £¢ denotes a set of conserved bonds. A reacting molecular transition graph £(X¢, X", E" EY)
is the union of all reacting bond transition graphs of a molecular transition graph, that is

L, X" €€ = Loy, C LIXXT,EEEY, (2.18)
k
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where £" denotes a set of reacting bonds. Each vertex in a reacting molecular transition graph
is termed a reacting atom, as it is also a vertex in a conserved molecular transition graph.
A molecular transition graph is the union of a conserved and a reacting molecular transition
graph, that is

L(X°, X7, 967 €Y = L(X°, X7, £, EY U L(X, X, &, &Y. (2.19)

A molecular transition graph L(X°¢ X", £ E, EY) is given by an incidence matrix
B e {-1,0, 1}|X‘X(|€T‘+|gc|+|€t|). The columns of this incidence matrix may be partitioned into
one subset of edges corresponding to reacting bonds B” € {—1,0, 1}‘X‘X‘gr|, one subset of edges

|X]>|€

corresponding to conserved bonds B¢ € {—1,0,1} and one set of edges corresponding to

atom transitions B* € {—1,0, 1}|X|X|gt| , that is
B=|B° B" B'] (2.20)

2.4.2.1 Example of conserved and reacting molecular transition graphs

Figure 2.7 illustrates the distinction between conserved and reacting graphs with respect to the
network introduced in 2.3.1.1.

Figure 2.7: Molecular transition graph partition. Each bond is either conserved (black) or reacting (red),
while each atom is either conserved (white) or reacting (pink). Note that both atoms involved in a reacting
bond are reacting atoms, while a reacting atom may also be involved in a conserved bond.

2.5 Conserved moieties

In this section, we identify a conserved moiety as a species representing a set of conserved
moiety instances, with identical molecular topology wherever they occur within the molecular
graphs of a molecular network, and are invariant with respect to all chemical transformations
in that network. First, we identify the set of atoms contained in each conserved moiety instance
by analysis of an atom transition graph, then we identify the set of bonds contained in each
conserved moiety by analysis of the corresponding conserved molecular transition graph.
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2.5.1 Connected components of an atom transition graph

Consider the connected components of an atom transition graph, 7 (X,&" H). Theorem 1
demonstrates that the incidence matrix representing a graph can be expressed as the sum of a
set of incidence matrices corresponding to its connected components. Let C' € {0,1}*F be a
mapping between connected components and atoms in an atom transition graph, where C; ; = 1
if connected component ¢ contains atom j and C; ; = 0 otherwise. Then by Theorem 1, we have

= diag™" (C"1) ZBt (2.21)

where B!(i) € {—1,0, 1} is an incidence matrix for the i connected component of G(X', £, H),
given by
B!(i) := diag(C;.)B". (2.22)

Next, we will show how connected components that are identical in particular ways may be
identified.

2.5.2 Isomorphic connected components of an atom transition graph

We define a pair of connected components in an atom transition graph to be isomorphic, under
a label-preserving isomorphism, if there exist permutations of their rows and columns that make
their incidence matrices identical, while preserving the molecular species label of each atom.
Henceforth, for brevity, we denote a label-preserving isomorphism simply as an isomorphism. A
maximal subgraph isomorphism class of an atom transition graph is a maximal set of pairwise
isomorphic connected components of that graph. Each conserved moiety corresponds to one
maximal subgraph isomorphism class of an atom transition graph. Each atom in a conserved
moiety corresponds to a distinct connected component in a maximal subgraph isomorphism
class of an atom transition graph. The number of atoms in a conserved moiety is equal to the
number of connected components in the corresponding maximal subgraph isomorphism class
of an atom transition graph. An instance of a conserved moiety is composed of atoms, each of
which has the same molecular label. The number of conserved moieties is equal to the number
of maximal subgraph isomorphism classes of connected components of an atom transition graph

A(X, ELH).
2.5.3 Example isomorphism classes of an atom transition graph

Figure 2.8 illustrates the two conserved moieties of the 3 reaction biochemical network intro-
duced in Section 2.3.1.1
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Figure 2.8: Maximal isomorphism classes of an atom transition graph. Each molecular species in the
set {icit, h2o, cit, cisa} is displayed as a set of atoms, without considering bonds. Connected components
corresponding to atoms 1, 2 and 15 (green) form one maximal isomorphism class. In a metabolite, the set of
atoms {H!,0?, H'5} correspond to an instance of one conserved moiety. Connected components corresponding
to atoms 4, 5, 6, 8, 9, 10, 11, 12, 13, 14, 3, 16, 17, and 18 (yellow) form another maximal isomorphism class
and therefore another conserved moiety.

2.5.4 Conserved moiety topology

Thus far, we have identified the atoms but not yet the bonds within a conserved moiety. To
completely identify a chemical (sub)topology of a molecular species that remains invariant
with respect to the chemical transformations in a given biochemical network, we also need to
identify the bonds within a conserved moiety. Consider a conserved molecular transition graph
L(Xxe, X", EEY), where each vertex is an atom and each edge is either an atom transition
or a conserved bond. Contract each subgraph of the conserved molecular transition graph
L(X,0,E) C L(X,E EY) that is connected by a set of atom transitions, into a single vertex to
generate a condensed conserved molecular graph £(X, £, EY) (cf graph condensation in Section
2.2.5). Each vertex of L(X,&¢, E') results from the contraction of a connected component of an
atom transition graph 7 (X, &% H) and now represents an atom in a conserved moiety. Each
edge of L(X,E¢, EY) results from the contraction of a conserved bond transition graph and now
represents a bond in a conserved moiety.

Let B¢ denote the incidence matrix of the condensed conserved graph £(X, B, H), which is
obtained by the following condensation

e((4]) O o] w1

where the entries of d (£¢) equal the number of conserved bonds in the corresponding conserved
bond transition graph, the entries with d(€') equal to the number of atom transitions in
the corresponding connected component, C'(£¢) € {0,1} is a matrix that maps each bond
in a conserved bond transition graph to a bond in the conserved molecular transition graph
with incidence matrix [ B® B! |, and C (€') € {0,1} is a matrix that maps each connected
component to an atom transition of the conserved molecular transition graph. Each connected
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component of the condensed conserved graph corresponds to a distinct conserved moiety, and
the topology of each component identifies the molecular topology of a conserved moiety.

All conserved moiety instances of the same conserved moiety are structurally identical up
to a permutation of their vertices (atoms) and edges (bonds). Therefore, a conserved moiety is
a maximal isomorphism class of conserved moiety instances. Formally, a conserved moiety is a
maximal isomorphism class

O ={|J axe e vt kell, .. |T]} (2.24)

i€Z(k)

where Qr(X€, E°V;) a conserved moiety instance in molecular species V;, with |X| vertices
and |€¢| conserved bonds. Each conserved moiety instance Q(X°, £¢V;) is represented by an
incidence matrix Qy; € {—1,0, 1}¥“ <€l that defines its molecular topology. In Section 2.5.2
we stated that an instance of a conserved moiety is composed of atoms, each of which has the
same molecular label. It is possible that a molecule contains more than one instance of the
same conserved moiety, and when the topology of a conserved moiety contains more than one
atom, it is the bond(s) between atoms in each conserved moiety instance that enables one to
distinguish which atoms are part of which instance.

2.5.5 Example conserved moiety topology

Figure 2.9 illustrates the molecular topology of two conserved moieties.

Figure 2.9: Conserved moiety topology. Each conserved moiety instance is represented by a set of atoms
and bonds. The molecular graph of the conserved moiety instance (yellow) in the metabolite cit is isomorphic
to the molecular graphs of the conserved moiety instances (yellow) in metabolites icit and cisa. The molecular
graph of the conserved moiety instance (green) in the metabolite cit is isomorphic to the molecular graphs of
the conserved moiety instances (green) in metabolites icit and h20. Dashed edges represent reacting bonds,
which are not part of any conserved moiety because they are part of the reacting molecular transition graph.

2.5.6 Moiety transition graph

Let Z denote the set of maximal subgraph isomorphism classes of an atom transition graph
L(Xe, X7, 0,E", and let |Z| denote the number of maximal isomorphism classes, where k €
{1,...,|Z|} is an index of a maximal isomorphism class. Let H € {0, 1}/*¢ denote a mapping
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between |Z| isomorphism classes and ¢ connected components, where Hy; = 1 if isomorphism
class k contains connected component i and Hj; = 0 otherwise. Let Bt € {—1,0,1}? be an
incidence matrix for an atom transition graph, then

B'(k, 1) = diag(diag(H})C;) B, (2.25)

is the incidence matrix of the i connected component of the atom transition matrix corres-
ponding to the k™ isomorphism class Z(k), with B'(k,i) € {—1,0,1}?*9. If the j connec-
ted component of the atom transition matrix is not part of the &' isomorphism class, then
B'(k,j) = {0}P*9. Let component i and component j of the atom transition graph belong to
the same isomorphism class then there exists a label-preserving permutation matrix between
P(i,7) € {0,1}P*7 the i'" and j** connected components, such that

B'(k,i) = P(i,5) B'(k, j)P(i, 5)" (2.26)

which maps rows to each other that have with identical metabolite labels. Since each connected
component within an isomorphism class has permutationally equivalent topology, we can ar-
bitrarily choose one incidence matrix of a connected component of the atom transition matrix
to represent the topology of each isomorphism class. This canonical incidence matrix for the
k™ isomorphism class is denoted B(k, o).

Next, we show how this incidence matrix provides the topology for the set of feasible trans-
itions of a conserved moiety instance between pairs of substrate and product metabolites. A
moiety transition graph M(X,E,H, A) is a directed graph where each vertex is a conserved
moiety instance and each edge is a moiety transition between a conserved moiety instance in
a substrate molecular species and another conserved moiety instance, of the same conserved
moiety, in a product molecular species. A moiety transition graph consists of |Z| connected
components, each corresponding to one conserved moiety and each corresponding to one max-
imal isomorphism class of an atom transition graph. In a moiety transition graph, the incidence
matrix of the £ connected component is

IZ(R)]

M(k) = B'(k,0) = (ﬁ) > Pl B ()P (2.27)

where the £ maximal isomorphism class Z(k) of atom transition graph 7 (X,&,H) consists
of |Z(k)| connected components. That is, M (k) is identical to the canonical incidence matrix
for the k* maximal isomorphism class Z(k) and permutationally equivalent to each connected
component in that class, where the molecular species label of each atom is preserved. Since a
moiety transition graph G(X, £, H) consists of |Z| connected components, the incidence matrix
of a moiety transition graph M(X, & H,T) is

M= M(k) (2.28)

where M (k) is the incidence matrix of the k' connected component, and |Z| is the number of
maximal isomorphism classes of the corresponding atom transition graph.

When an atom or atom transition does not participate in an isomorphic component, then
the corresponding row or column of P is all zeros, respectively. It follows that P(i,j) = 0P*¢
if the i** and j** connected components are not isomorphic. As defined above, the incidence
matrix of a moiety transition graph has the same dimensions as the incidence matrix of an atom
transition graph. However, because each conserved moiety is typically formed from more than
one connected component, one can remove its zero rows and columns and define an incidence
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matrix M € {—1,0,1}"*" between a set of u := |X| < p vertices, each of which is a conserved
moiety instance in a particular molecular species, and v = |£| < ¢ edges, each of which is a
moiety transition.

2.5.7 Moiety graph decomposition of a stoichiometric matrix

Section 2.5.6 established a relationship between a moiety transition graph M(X¢ EY H,T)
and an atom transition graph T (X, &', H). This section establishes a relationship between a
conserved moiety transition graph and a stoichiometric hypergraph H(V, Y(S,P)). To this
end, we define two mapping matrices as follows. Let V' € {0,1}™*" denote a matrix that maps
each metabolite to each conserved moiety instance, that is V;; = 1 if metabolite i contains
conserved moiety instance j, and V;; = 0 otherwise. Each column of V' contains a single 1
since each conserved moiety instance is labelled with a molecular label and is therefore specific
to a particular metabolite. Let £ € {—1,0,1}"" denote a matrix that maps each conserved
moiety transition to each reaction, that is £; ; = 1 if moiety transition ¢ occurs with the same
direction in reaction j , £;; = —1 if moiety transition ¢ occurs with the opposite direction in
reaction j and Fj ; = 0 otherwise.
The internal stoichiometric matrix /N can be expressed in terms of M, V', and E by

N = (VWT)'VME. (2.29)

Each column of V' contains a single 1 so the matrix (VVT) € Ni**™ is a diagonal matrix with
the total number of moiety instances in each metabolite along the diagonal. It is important to
be clear that the total number of moiety instances may consist of moiety instances of more than
one moiety. The right hand side of Eq. 2.30 is therefore the internal stoichiometric matrix with
each row scaled by the total number of instances of all moieties in the corresponding metabolite.
Every metabolite contains at least one moiety, so (VVT) is invertible. The decomposition in
Eq. 2.29 can more easily be interpreted by rearranging terms to obtain

(VVT)N =VME. (2.30)
Inserting 2.28 into 2.30, one obtains the following decomposition of a stoichiometric matrix
Izl

N = vV IS M@ E

Izl

= (Vv SONK) (2.31)

k=1
where N (k) is the k™" moiety transition matrix, given by
N(k) = VM(k)E.

Section A.2 establishes a correspondence between this conserved moiety decomposition of a
stoichiometric matrix and a conserved moiety splitting of a stoichiometric matrix established
previously [5].

2.5.7.1 Example of conserved moiety splitting of a stoichiometric matrix

Let V € {0,1}**° represent the matrix that maps each metabolite of the network represented
in Figure 2.3.1.1 to each moiety instance. Each row corresponds to a metabolite, and each
column corresponds to a conserved moiety instance.
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Li(h20) Ly(cit) Li(icit) Lo(cit) Lo(icit) Lo(cisa)

h2o0 1 0 0 0 0 0
v — cit 0 1 0 1 0 0
icit 0 0 1 0 1 0
cisa 0 0 0 0 0 1

Similarly, let £ € {—1,0,1}%*3 denote the matrix that maps each moiety transition to each
reaction in Example 2.3.1.1. Here, each row represents a conserved moiety transition, and each
column represents a reaction.

My
My
M;
M,y
M5
Ms

OOOOH)—'\%
OO»—*»—OOQ
[\e)
=—_0 O 0 oL
w

Furthermore, let M € {—1,0,1}°%¢ be the incidence matrix of the moiety defined in Example
2.9. In this matrix, each row represents a conserved moiety instance, and each column represents
a conserved moiety transition.

M1 M2 Mg M4 M5 MG

Lih20) [ O 0 1 0 1 0

Ly (cit) 1 0 0 0 -1 0

v Laicit) 1 0 -1 0 0 0
= Ly(cit) O -1 0 0 0 -1
Ly(icit) o0 1 0 -1 0 0
Ly(cisa) 0 0 1 0 1

Finally, the sample matrix calculation shows that (VVT) N=VME.

2.6 Reacting moieties

In this section, we shall define a reacting moiety as a particular set of reacting bonds. Although
each chemical reaction involves a set of reacting bonds, some reactions share reacting bonds that
are isomorphic up to labelling of their associated reactions, so we aim to identify a minimal set
of reactions that cover all reacting bonds and then define a reacting moiety as a set of reacting
bonds corresponding to a reaction in that minimal set. Therefore, first we condense similar
parts of the reacting molecular transition graph, then we formulate a minimal set cover problem
to identify a minimal number of reactions and hence a minimal number of reacting moieties.

2.6.1 Condensation of a reacting molecular transition graph

Consider a reacting molecular transition graph £(X", E" E), where each vertex is a reacting
atom and each edge is either a reacting bond or an atom transition, with incidence matrix
[ B" B']. Contract each component of L£(X",E", ") that is weakly connected by a set
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Figure 2.10: Reacting moiety graph. Each atom transition component is condensed into a single vertex
representing an atom without molecular specification, while each edge represents a reacting bond in the reaction
(see Figure 2.4).

of atom transitions, into a single vertex to generate a reacting moiety graph L(X",E") (cf
graph condensation in Section 2.2.5). Each vertex of L(X",E") represents a weakly connected
component of the atom transition graph 7 (X, X", E"). Each edge of L(X",E") corresponds to
a reacting bond between a pair of vertices, each representing a contracted connected component
of an atom transition graph. Each edge is labelled with the set of reactions corresponding to
the reacting bond (i.e., where that bond is broken, formed, or changes order). The incidence
matrix of a reacting moiety graph £(X",£") is

B =C[ B B']Z, (2.32)

where C' € {0, 1}°*? is a matrix that maps each vertex of L(X", E") to the corresponding atoms
of a connected component of a reacting molecular transition graph and, Z € {0, 1}qx|gr|+|5t|is
a matrix that condenses edges. It is important to note that in the case of a single reaction, the
reacting moiety graph L£(X",E") is equivalent to the graph derived from the reaction matrix
defined in Section 2.3.4.

2.6.2 Example of a reacting moiety graph

Figure 2.10 illustrates the reacting moiety graph of the reaction shown in Figure 2.4. It is
important to note that this graph is equivalent to the graph derived from the reaction matrix
D, without considering the sign of its entries.

2.6.3 Minimal set cover of a reacting moiety graph

The minimal number of reactions to cover all associated reacting bonds in the reacting moiety
graph can be obtained from a solution to a minimal set cover problem. Consider a reacting
moiety graph L(X7, "), where each vertex represents a contracted reacting atom and each edge
represents a reacting bond. For practical implementation, this problem can be formulated in
matrix form by defining an incidence matrix A € {0,1}%*" where

. 1 if bond b; is involved in reaction),
Y710 otherwise.

Let z € {0,1}"be a binary decision vector, where

1 Y is in the cover,
X =
‘ 0 otherwise.
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Also, let 1 € N be a vector of ones of appropriate dimension, since every bond must be
covered at least once. The minimal set cover problem can then be mathematically formulated
as

min 17z,
ze{0,1}n (2.33)
st. Ax > 1,

where 17 is the transpose of the all ones vector. The objective function minimises the number
of reactions needed to cover all reacting bonds, ensuring each reacting bond is included in at
least one selected reaction. Solving this integer linear programming (ILP) problem identifies a
minimal reaction set, where each reaction in that minimal set identifies a reacting moiety by
the reacting bonds it is associated with.

2.6.4 Example of reacting moieties

Figure 2.11 illustrates the reacting moiety graph of the biochemical network introduced in
Section 2.3.1.1. Each vertex represents a contracted reacting atom and each edge represents a
reacting bond, associated with one or more reactions as illustrated in Figure 2.7. Each reaction
within this network is represented as a set of reacting bonds that either break or form during
a reaction. The minimal set cover of this graph identifies the minimal subset of reactions that
cover all reacting bonds.

Vi ={b,c,d, e}
yQ — {dne?faa‘}
y3 — {b;cﬁf;a}

Figure 2.11: Reacting moiety graph. Each vertex represents a contracted reacting atom and each edge
corresponds to a reacting bond. Each reaction is defined by the reacting bonds involved in the transformation.
For instance, in reaction Yy , two bonds (b:C? — O? and ¢: C'3 — H'®) are broken, while two new bonds (d:
C3— H' and e: C'3—0?) are formed. In reaction ) , two bonds (d: C3— H' and e: C'3 —(0? are broken, and
two new bonds (f: O? — H'® and a: C3 — C'3) are formed. Lastly, in reaction Y3 , two bonds (b: C?® — O? and
c: O3 — H') are broken, while two new bonds (f: O? — H'® and a : C3 — C'3) are formed. The set of reacting
bonds for reaction Yy = {b, ¢, d, e} and reaction Y3 = {b, ¢, f, a} cover all the reacting bonds in the network. The
reacting bonds corresponding to the reaction J; between the pairs of atoms (C® —0?), (C*3 — H1®), (C® — H1®),
and (C'? —0?) form one reacting moiety illustrated in Figure 2.12 (a), and the reacting bonds corresponding to
the reaction Y3 between the pairs of atoms (C® — 0?), (C'? — H®),(0? — H'®), and (C3 — C*'3) form the second
reacting moiety represented in Figure 2.12 (b). Note that (a: C3 —C'? and f: O? — H'®) are between atoms of a
conserved moiety, while the other reacting bonds are between instances of a pair of distinct conserved moieties.

2.7 Discussion

Characterisation of conserved moieties Previously, we developed methods to identify
the atoms in a conserved moiety [4] and the set of conserved moieties for a given network [5]
but the structure of each conserved moiety was not specified. For instance, two atoms may
consistently appear together across all reactions, yet their bonding configuration, for example,
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Figure 2.12: Reacting moieties of a molecular graph. (a) Reacting bonds corresponding to reaction )
form the first reacting moiety. (b) Reacting bonds corresponding to reaction Y3 make up the second reacting
moiety. Atoms are highlighted to emphasise particular bonds, but an atom is not a component of a reacting
moiety.

a transition from a single to a double bond, may vary. Thus, conserved atoms do not necessarily
imply conserved structure. Herein, we identify the topology of each conserved moiety, in terms
of conserved bonds, that are invariant with respect to all of the chemical transformations
in a network. This is essential for ensuring that moiety instances across molecules share a
chemically isomorphic structure. Previously, we demonstrated how a stoichiometric matrix
could be split into the sum of a set of moiety transition matrices [5]. However, there was no
guarantee that each moiety transition matrix corresponded to an incidence matrix of a graph.
Herein, we introduce a moiety transition graph, whose incidence matrix is a graph, and each
connected component of a moiety transition graph corresponds to a distinct conserved moiety.
Importantly, this establishes a direct link between the stoichiometric hypergraph representation
of a reaction network and a graph-based representation in terms of moiety transition graphs.
This shift is significant. It enables the use of the extensive theoretical and algorithmic tools of
graph theory, which are far more developed than those available for hypergraphs, to analyse
the structural representation of biochemical networks.

Characterisation of reacting moieties We presented the first linear algebraic and graph
theoretical definition of a reacting moiety, in terms of reacting bonds, that are either broken or
formed by at least one reaction in a network. This contrasts with established approaches that
define reaction centres, reaction sites, or the like, in heuristic terms that do not admit an un-
ambiguous mathematical interpretation. A central feature of our definition is minimality. Each
reacting moiety is defined as one minimal cover of reacting bonds by reactions. The complete
set of reacting moieties then accounts for all bond changes in the network with the smallest
possible number of reactions. This approach ensures that every reacting moiety represents
an irreducible unit of chemical reactivity. In this way, redundancy is avoided. The resulting
decomposition of network reactivity is unique and directly analogous to conserved moieties as
invariant structural units. We introduced the novel concept of a reacting moiety graph, where
each vertex is an atom and each edge corresponds to a bond that is either broken or formed in
a network. While we use it to identify a minimal set of reacting moieties, it is envisaged to lead
to novel theoretical applications, e.g., estimation of thermodynamic properties of biochemical
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networks.

Hypergraphs versus graphs The use of atom and molecular transition graphs instead of
a stoichiometric hypergraph alone is motivated by the theoretical and computational benefits
offered by working with graphs. Graph theory provides a well established and comprehensive
theoretical framework with numerous algorithms optimised to efficiently solve a wide variety of
problems involving graphs, e.g., graph isomporphism, minimal set cover. In contrast, in general,
a hypergraph may have arbitrarily complex topology, so with less structure to exploit, there
are comparatively far fewer theoretical results and algorithms available for solving problems
involving hypergraphs.

From a biochemical perspective, it is natural to consider a graph of conserved moiety trans-
itions, as by definition, a conserved moiety is an invariant chemical (sub)structure. We also
demonstrate that a graph is the appropriate conceptual structure to represent a reacting moiety
graph, as it is built from edges representing chemical bonds. Moreover, Section 2.5.7 demon-
strates that while a metabolic network is a hypergraph, its hypergraph incidence matrix can
be decomposed into a set of graphs, which is not the case for a hypergraph in general. This
has profound implications for mathematical modelling of biochemical networks, primarily be-
cause most mathematical modelling approaches assume a stoichiometric matrix is an arbitrary
rectangular matrix, thereby failing to exploit its special structure to generate novel theoretical
results that would not hold for arbitrary rectangular matrices.

Atom mapping The framework assumes the availability of an atom mapping as input and
provides tools to analyse it rigorously once established. An atom mapping specifies the cor-
respondence between atoms in substrate and product molecules and can be obtained either
through experimental techniques, such as isotope labelling (e.g., radioactive tracers, nuclear
magnetic resonance labelling) [35, 36|, or from cheminformatics algorithms that predict a map-
ping computationally [12]. The derivation of a mapping is a separate research problem that
is not addressed in this context. A major difficulty arises from molecular symmetry. Inter-
changeable atoms, such as the hydrogens of a methyl group or the oxygen atoms in Os, lead to
more than one biochemically valid mapping. Enumerating all possibilities causes unnecessary
combinatorial growth, especially in large molecules. Instead, a symmetric atom may be treated
as part of an equivalence class. Consistent resolution of symmetry remains an important open
problem for mapping algorithms [12, 37]. A further complication arises when the symmetry of
a molecule changes during a reaction, such as in the conversion of citrate to isocitrate in the
TCA cycle. In this case, more than one mapping is possible, which can cause scrambling of
atom labels in tracer experiments unless metabolic channeling enforces a unique correspond-
ence. The framework assumes that a consistent mapping is provided [38], whether unique or
averaged, and then applies without ambiguity. In summary, the present contribution does not
generate atom mappings but builds on their availability. Once a mapping is supplied, including
symmetry resolution, the framework enables analysis of conserved and reacting moieties. The
reliance on an atom mapping is also one of the key limitations of the framework, as discussed
below.

Limitations Accurate identification of conserved and reacting moieties depends on accurate
atom mappings. However, predicting accurate atom mappings for every metabolic reaction in
a genome-scale model is a challenging cheminformatics problem due to the complexity and het-
erogeneity of reaction networks. Lumped reactions, each involving a series of enzyme catalysed
reactions condensed into one reaction, should ideally be split into a series of reactions prior
to atom mapping. Molecular symmetries can give rise to multiple valid atom mappings for a
reaction, each of which should be included. Cellular conditions can also affect atom mappings
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by altering reaction mechanisms, making it difficult to algorithmically predict the appropriate
mapping for a particular condition. Accurate identification of conserved and reacting moiet-
ies also depends on accurate biochemical network reconstructions that faithfully represent the
underlying biochemical network.

In our approach, we base our analysis on the incorporation of information on molecular
species topology (2D MOL files), which does not take into account geometric differences, such
as stereoisomers or chirality. This limitation could be addressed by incorporating molecular
geometry and using stereochemically aware atom mapping algorithms that account for spatial
arrangements of atoms, such as bond angles and chiral centres, to accurately capture stereoiso-
meric transformations. Future developments in atom mapping algorithms are necessary but not
sufficient to improve the accuracy of the atom mappings. It is also necessary that novel atom
mapping algorithms are implemented and disseminated as accessible, interoperable, and re-
usable software. To accurately describe stereoisomeric transformations involving single atoms,
where there is no net cleavage or formation of bonds, the method presented herein would need
to be extended to incorporate molecular geometry.

Finally, the present framework applies to atomically balanced reactions, where both sub-
strates and products are explicitly represented. Open reactions such as 0 — A or A — 0, which
are common in biochemical models, can be treated as boundary conditions but are not analysed
at the atom—bond level here. This distinction reflects the focus of the framework on internal
atomic and bond-level consistency, rather than on exchange fluxes with the environment.

Future work Taken together, characterisation of conserved and reacting moieties, both in
terms of their atom-bond topology and their relationship to stoichiometric hypergraph topo-
logy, provides a strong theoretical foundation, grounded in (linear) algebraic graph theory,
for novel developments in the foundations and applications of biochemical network analysis.
Fundamentally, it will be important to characterise, for a given biochemical network, how the
number of conserved and reacting moieties relates to the dimensions of a stoichiometric matrix
and its four fundamental subspaces [39].

In terms of applications, expressing a stoichiometric matrix in terms of a set of conserved
moiety graphs has already led to the development of conserved moiety fluxomics, a novel,
efficient, mathematically transparent, and computationally efficient method to infer metabolic
reaction flux at genome-scale [40]. Other potential applications involve the representation
of reaction mechanisms as constrained combinations of conserved and reacting moieties. For
example, certain biochemical networks result in a combinatorial explosion in the dimensions
of a stoichiometric matrix. In such scenarios, a more compact representation in terms of
combinations of conserved and reacting moieties is envisaged, since, in numerical experiments
with genome-scale metabolic networks, we observe that the number of conserved moieties, k,
is substantially less than the number of molecular species, that is k& < m < n [4]. Ideally,
a reformulation in terms of conserved and reacting moieties should be equivalent to that of
a stoichiometric representation, which will require constraints on the feasible set of moiety
combinations, e.g., combinations must be non-negative, integral, and correspond to chemically
and biochemically feasible molecular topologies and reaction mechanisms.

Despite the challenges with acquisition of sufficiently accurate input data, particularly in
large reaction networks, we emphasise the indispensability of mathematical tools for identifying
conserved and reacting moieties in advancing our knowledge of reaction mechanisms and the
behaviour of biochemical networks Characterisation of biochemical reactions in terms of con-
served and reacting moieties opens a novel window to further analysis of biochemical networks
and bridges the gap between graph theory, linear algebra, and biological interpretation, opening
new horizons in the study of chemical reaction networks.

More generally, the integration of established mathematical theories and algorithms into
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biological systems is essential for understanding complex biological processes. To ensure a
meaningful interpretation of the results, mathematical models must hold biological signific-
ance. By giving biological meaning to these models, they become powerful tools for predicting
the behaviour of biological systems, which can then be validated through real-world experi-
ments. This feedback loop between model predictions and experimental validation deepens our
understanding of system dynamics and enhances decision-making in various biological applic-
ations.

Finally, while the present work has focused on metabolites with well-defined atom mappings,
an open question is how the framework might extend to macromolecules such as proteins. For
these systems, a fully atomistic treatment may be computationally prohibitive and limited by
incomplete structural information. Coarse-grained approaches, such as treating amino acid
residues or protein domains as structural units, could serve as analogues to conserved moieties.
We consider this a promising direction for future research, particularly for the analysis of protein
complexes and higher-order assemblies.

2.8 Conclusion

A conserved moiety is a chemical substructure that remains invariant with respect to all of the
chemical transformations in a chemical reaction network. A reacting moiety is a set of bonds
that are either broken or formed in a chemical reaction network. We developed a novel method
to identify and characterise the topology of conserved and reacting moieties in algebraic graph
theoretical terms. This approach enabled a correspondence to be established between each
conserved moiety as a member of a minimal set of distinct invariant chemical substructures and
each reacting moiety is a member of a minimal set of distinct variant chemical substructures.
Representation of a chemical reaction network in terms of conserved and reacting moieties
is a fundamental result in the analysis of such networks. This approach has already lead to
new applications, e.g., inference of metabolic flux by modelling the transitions of isotopically
labelled conserved moieties, and is envisaged to stimulate the development of novel applications
of chemical reaction network models firmly grounded in mathematics.
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3.1 Introduction

The study of biochemical networks through mathematical modelling provides essential insights
into the complex interactions of biological processes at the molecular level [1, 2, 3]. In the
previous chapter [4], we introduced an atom-based approach for characterising metabolic net-
works, focusing on identifying conserved and reacting moieties from atom transitions that occur
during biochemical reactions. This chapter presents a parallel method developed earlier in this
research, where we explored a bond-based representation of biochemical networks. Unlike the
atom-based framework, which considers each atom as a node and each chemical bond as an
edge between a pair of atoms, the bond-based approach considers each bond as a node and
each transition as an edge representing the reaction transformation. From this perspective,
we define graph-based structures such as the reacting bond graph and the conserved reacting
bond graph, which aim to capture detailed patterns of bond-level change and conservation
across metabolic pathways. Although this bond-based approach did not ultimately align with
the core objectives of this thesis, it remains conceptually valuable. It was our initial attempt
to structurally decompose metabolic networks and revealed several important ideas. Notably,
it emphasised the limitations of representing chemical bonds as isolated nodes rather than as
connections between atoms, a perspective that was later adopted in the more successful atom-
based approach. Nevertheless, the bond-based framework introduced here may still provide
useful tools for complementary applications, such as analysing reaction mechanisms or formal-

ising bond-level conservation principles. The chapter continues by introducing the bond-based
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methodology and its associated graph representations. We illustrate the construction of bond
transition graphs and demonstrate how they relate to stoichiometric structure. An example
network is used to showcase the conceptual contributions and potential utility of this alternative

representation.

3.2 Bond mapping

An atom transition is a bijection between an atom in a substrate complex and an atom in
a product complex. Each atom in a substrate complex transitions to an atom in a product
complex, but this is not true for all chemical bonds, as some bonds are broken, formed, or
change order during a reaction. A conserved bond transition is a labelled edge Z := {B;, B,}
between vertex B; that represents a bond in molecular species Vy, in complex graph G(X, B, S),
and vertex B; that represents a bond in molecular species V} in complex graph G(&X', B, P). Each
edge is labelled with a reaction label, providing a unique identification for a specific reaction.
When considering a bond in the network, it corresponds to a pair of atoms. It is important to
note that both vertices connected by an edge must have the same pair of element labels, ensuring
the conservation of bond pairing. Moreover, the conserved bond transition conserves not only
the atoms involved but also the type of bond (e.g., single, double, or triple bond). While the
molecular and atomic labels may differ between the complexes involved in the reaction, the
pairing of bonds remains invariant. In essence, a conserved bond transition can be visualised as
an edge connecting a pair of bonds, with one belonging to the substrate complex and the other to
the product complex participating in the reaction. A reacting bond transition is a labelled edge
Z = {B;, Y} between vertex B; that represents a bond in molecular species Vj, in the complex
graph G(X, B,S), and vertex ), which represents the reaction vertex. A reacting bond may
correspond to a bond that is broken, formed, or changing order in a reaction, depending on
the direction of the reaction. A bond transition refers to either a conserved or reacting bond
transition. A bond mapping is a graph G(B, Z, H{S(V),P(V)}) formed by the disjoint union
of a set of bond transitions corresponding to reaction ) := {S(V), P(V)}. According to the
aforementioned, a reacting bond is a chemical bond that is broken or formed or changes its order
during at least one reaction in a biochemical network. Conversely, a conserved bond refers to
a chemical bond that is conserved throughout the entire biochemical network. Similarly, a
reacting atom is an atom associated with a reacting bond, while a conserved atom is an atom

associated with a conserved bond.

3.2.0.1 Example bond mapping

Figure 3.1 illustrates a bond mapping for a chemical reaction, where the substrates are per-

oxynitrite (peroxynitrite) and C'Os, and the product complex is nitrosooxycarbonate (nit).
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i -

peroxynitrite nitrosooxy carbonate

Figure 3.1: Bond mapping example. The chemical conversion of peroxynitrite (left, peroxynitrite) and COq
into nitrosooxycarbonate (right, nit). Each molecular species is presented by a molecular graph. A reaction may
be considered as a bond mapping, where each vertex is a chemical bond, and each edge is a bond transition.
The bond mapping is represented in the figure by the bond labels, where each bond is the substrate is associated
with the bond of the same label in the product. The bond transitions (edges of the bond mapping graph) are
not shown explicitly to keep the figure clear and readable. In the reaction, conserved bonds in peroxynitrite
and COs that correspond to those in nitrosooxycarbonate are represented by chemical bonds of the same colour
(black). However, in the creation of nitrosooxycarbonate, one double bond in CO, is broken (C® — O7) (red),
and one new chemical bond is formed (C® — O%) (green).

3.3 Bond transition graphs

3.3.1 Generation of a directed bond transition graph

Given a directed stoichiometric hypergraph H (X, Y{S(V),P(V)}) and a bond mapping

G(B, Z,H{S(V), P(V)}) for each reaction, a directed bond transition graph G(B, Z,H) is a graph
formed by the union of a set of s :=| Z | directed bond mappings, each of which corresponds
to a reaction. A reacting bond is a chemical bond that is broken, formed or changes order
in at least one reaction in a biochemical network. Any bond that is not a reacting bond is
deemed a conserved bond. For each reaction, we define the conserved and the reacting bonds
by referring to the corresponding reaction matrix D (cf Section 2.3.4). For each reaction, the
reacting bonds correspond to non-zero entries of the reaction matrix D. Each conserved bond in
the substrate is associated with the corresponding bond in the product. However, the reacting
bonds are mapped to the reaction vertex, an additional vertex that represents the exchange of
energy that is associated with creating or breaking chemical bonds. These ¢ :=| B | bonds are
represented by vertices in the bond mappings, and each vertex corresponds to a chemical bond

of an element in one of the m :=| V | molecular species. It is important to note that for each
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chemical bond, the number of bond transitions is equal to the order of the bond. For example,
there are two bond transitions for a double bond. So each of the s :=| Z | edges corresponds
to a directed bond transition in a bond mapping corresponding to one of the n reactions. A
directed bond transition graph is represented by an incidence matrix J € {—1,0, 1}(‘””)“,
where each of the first ¢ rows corresponds to a bond vertex (each chemical bond in a particular
molecular species), and each of the last n rows corresponds to a reaction vertex representing one
of the n reactions in the network. Each column of J corresponds to a directed bond transition
(an edge in the bond transition graph) associated with a particular reaction. The entries of J

are defined as

—1 if bond vertex or reaction vertex ¢ is the tail of transition 7,
Jij =141 if bond vertex or reaction vertex ¢ is the head of transition j,,

0 otherwise.

The n rows therefore represent reaction vertices, which act as heads of directed edges cor-

responding to reacting bond transitions.

3.3.2 An example of a bond transition graph

We present an example of a bond transition graph corresponding to the 3 reaction biochem-
ical network introduced in Section 2.3.1.1. First, a bond transition graph is generated for ),
Y, and for Y5. Then a bond transition multigraph is obtained by connecting identical vertices
from bond mappings for each of )y, Vs and )Y3;. The bond transition graph is illustrated in
Figure 3.2.
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Figure 3.2: A Bond transition graph for 3 reactions. The molecular structures of each molecular species
(blue disks) are those of citrate (left, cit), isocitrate (right, cit), water (middle, h20) and cis-aconitic acid
(bottom, cisa). Each atom and bond in each complex is individually labelled. The conserved bonds are
represented in the reaction network by black edges in each molecular graph. However, the reacting bonds are
represented by red edges in the corresponding molecular graph.

3.3.3 Identification of the connected components of a bond trans-

ition graph

A connected component of an undirected graph is a maximal connected subgraph. Although
connected components were introduced in Chapter 2, the concept is restated here for complete-
ness in the context of bond transition graphs. The connected components of a graph can be
identified using graph algorithms such as depth-first search [5], which can be applied to compute
the connected components of a bond transition graph. Let C' € {0,1}*? denote a mapping
between connected components and bonds in a bond transition graph, where C; ; = 1 if connec-
ted component ¢ contains bond j and C; ; = 0 otherwise. The splitting of the incidence matrix
for an atom transition graph into a sum of incidence matrices for its connected components
was established previously in Theorem 1. The Theorem below extends this result to the bond

transition multigraph by direct analogy, using the same matrix decomposition principle.

Theorem 3. (Bond transition graph splitting) Let G(B,Z,H) be a directed bond transition
graph, and let B € {—1,0,1}*?denote its incidence matriz. Let C' € {0,1}*P be the matrix
that maps each connected component of the graph G(B, Z,H) to the set of its bond vertices, such

that C; ; = 1 if bond vertex j belongs to component i and C;; = 0 otherwise. All matrices are
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written with respect to the same ordering of the bond vertices. Then ¢ = p — rank(B), CB =0

and the following matrixz splitting exists

c

B =diag™" (C"1) ) B(i), (3.1)
i=1
where B(i) € {—1,0,1}* is an incidence matriz for the i connected component of G(B, Z,H),
given by
B(i) = diag(C;)B (3.2)

Proof. The result follows directly from the proof of Theorem 1, applied to the bond transition
graph. That ¢ = p — rank(B) and CB = 0 are standard results from algebraic graph theory
(Theorem 2.5 [6]). Substituting (3.1) into (3.2), it is enough to show C*1 € Z7, and that

diag (C'1) = Z diag(C;).
i=1

The expression on the left sums each row of C' and then places it on the diagonal of an p x p
matrix. The expression on the right places each row of C' on the diagonal of a matrix, and sums
the matrices, which is equivalent to the expression on the left as the operations involved are
commutative. Each entry of C' is non-negative so CT1 > 0, therefore it remains to show that
cT1ezr . Every bond is part of one connected component, so CT1 > 0, giving the desired

result.

]

3.3.4 Bond multigraph decomposition

Let U € {0,1}™*@*") denote a matrix that maps each molecular species to each bond,
that is U; ; = 1 if molecular species ¢ contains bond j, and U;; = 0 otherwise. Each column
of U contains one entry since each bond is labelled with molecular and atomic labels specific
to a particular molecular species. Let w € {0,1,2}@>! denote a vector that specifies the
type of chemical bonds in U, that is w; = 1 or w; = 2 for a single or double bond j in
molecular species. The bond count matriz Udiag(w)U? € N™*™ is a diagonal matrix whose
diagonal entries represent the number of all bonds between each pair of atoms in the molecular
graph. Each molecular species with a single atom is assumed to contain at least one self-bond
for modelling purposes, such that Udiag(w)U7 is invertible. Let Y € {—1,0,1}**" denote a
matrix that maps each directed bond transition to each reaction that is Y; ; = 1 if directed bond
transition ¢ occurs in with the same direction in reaction j, Y; ; = —1 if directed bond transition
i occurs with the opposite direction in reaction j and Y;; = 0 otherwise. The stoichiometric

matrix NV can be decomposed in terms of its directed bond transition multigraph with
Udiag(w)UTN = UJY. (3.3)
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The right hand side of Eq. (3.3) is the internal stoichiometric matrix with each row scaled
by the total number of instances of all bonds in the corresponding molecular species. The
directed bond transition multigraph gives a complete description of the reactions presented in
the network at the level of bonds. It allows the path of each bond to be followed between the

corresponding molecular species and mathematically represents conserved and reacting bonds.

3.3.5 Example of a bond count matrix

The molecular adjacency matriz of the network represented in Figure 2.3.1.1 is

h2o0 «cit 1cit  cisa
2 0 0 0 h2o0
0O 17 0 0 cit
0 0 17 0 icit
0 0 0 14 cisa

The matrix UUT € N*** is a diagonal matrix whose diagonal entries represent the number of
bonded pairs of atoms in each molecular species. For example, the water molecular species (h20)
has two chemical bonds, citrate ( cit) has 17 chemical bonds, isocitrate (cit) has 17 chemical
bonds, and cis-aconitic acid (cisa) has 14 chemical bonds. While the weighted adjacency matrix
Udiag(w)UT € N*** is a diagonal matrix whose diagonal entries represent the number of edges,
including the type of bonds in each molecular graph. For example, if the chemical bond is
double, it is accounted for as two edges in the molecular graph. The water molecular species
(h20) has two edges, citrate (cit) has 20 edges, isocitrate (cit) has 20 edges, and cis-aconitic

acid (cisa) has 18 edges.

h20 cit icit cisa
2 0 0 0 h2o0
0 20 O 0 cit
0 0 20 0 icit
0 0 0 18 cisa

Udiag(w)UT =

3.4 Connected components of a bond transition graph

3.4.1 Partitioning a bond transition graph

Given two subsets of vertices, VW and U, where WV represents the set of vertices corresponding
to the conserved bonds and U represents the set of vertices corresponding to the reacting bonds,
this induces a partition of the bond transition multigraph edges into three sets: C;, Cs and Cs.
C; is the set of bond transitions where all the bonds are in W; that is, the set C; contains only
the bond transitions corresponding to the conserved bonds. Cs is the set of bond transitions
where all the bonds are in i/; that is, the set Cy contains only the bond transitions corresponding

to the reacting bonds. Cs is the set of bond transitions that are “cut”; that is, they have some
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vertices in W and some in Y. Then, without loss of generality, the directed bond transition

multigraph incidence matrix J may be partitioned as follows

J 0 J
J— 11 ) (3.4)
0 Jog Jog
such that the first rows correspond to conserved bonds (part W) and the second rows correspond
to reacting bonds (part &). The incidence matrix Ji; represents the subgraph of the bond

transition multigraph, where each vertex is a bond that is conserved and not mapped to any

reacting bond in the reaction network. Meanwhile, the matrix

Joy Jas )
represents the subgraph of the bond transition multigraph corresponding to the reacting bonds.

3.4.2 Use of decomposition to define conserved and reacting trans-

ition graphs

Without loss of generality, we assume that the rows of J are partitioned into conserved and
reacting vertices, while the columns are partitioned into edges exclusively involving conserved
vertices, edges exclusively involving reacting vertices, and edges each with one exclusively con-
served and one exclusively reacting vertex. By using the decomposition in Eq. 3.4, we can

obtain a new reformulation of Eq. 3.3

(Udiag(w)UT)N = U JY,

J 0 J ¥l
=(ww)<glj j3> vl
22 Ja3 Y,
= U J1 Y1 + UsJanYs + (UrJis + Usdas) Y, (3.5)

where U = [ U, U, } ,and Y = [ Yi Y, Y; }T are partitioned corresponding to the rows and
columns of J, respectively. U is a submatrix of U formed by selecting each column correspond-
ing to a conserved bond. Us is a submatrix of U formed by selecting each column corresponding
to a reacting bond. Y] is a submatrix of Y formed by selecting each row corresponding to a
totally conserved bond transition in Ji;. Y5 is a submatrix of Y formed by selecting each row
corresponding to a reacting bond transition in Jos. Y3 is a submatrix of Y formed by selecting

each row corresponding to a reacting bond transition in Jy3 and Ja3.
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3.4.3 Identification of the connected components of a bond trans-

ition graph

By using the previous partitioning on the bond transition multigraph and by applying The-
orem 3 to the bond transition multigraph, we can define two types of subgraphs in a bond
transition multigraph. A conserved bond transition graph corresponds to the connected com-
ponents for conserved bonds. These conserved bonds remain unchanged during the chemical
reactions, highlighting the structural stability of specific atomic arrangements across reactions.
It is essential to mention that a conserved bond transition graph contains identical isomorph-
ism classes of connected components as the atom transition graph. The second type, denoted
a reacting bond transition graph, corresponds to the connected components related to the re-
acting bonds. A reacting bond transition graph provides additional information compared to
a conserved bond transition graph in a network. The reacting bond transition graph provides
a comprehensive view of chemical bonds formed or broken across the entire network. For ex-
ample, if a bond is broken in one reaction but conserved in another, it will be represented in
the reacting bond transition graph. This graph allows us to understand how reacting bonds
are interconnected and contribute to multiple chemical reactions in the network. At the atomic
level, the bond transition graph allows the definition of two types of subgraphs within an atom
transition multigraph. Given a directed atom transition multigraph, a reacting atom transition
graph is a multigraph corresponding to the connected components related to the reacting atoms.
A conserved atom transition graph is a multigraph corresponding to the connected components

related to the conserved atoms.
3.4.4 Example of connected components of a partitioned bond trans-

ition graph

Figure 3.3 illustrates an example of the connected components of a conserved bond transition
graph. Additionally, Figure 3.5 shows an example of bond transitions of a reacting bond in the

reacting bond transition graph.

78



Chapter 3. Bond-based graph representation of chemical networks

cit icit
3_};‘ It
) ®
| A A ___/_ {ae) /
et e o
R R
\ = ”\_Iﬁ/ )

cisa e

Figure 3.3: Connected component of a conserved bond transition graph. Bond transitions are labelled
with colours corresponding to reactions Y;(magenta), Vo(purple) and Y3 (black). The bond represented by
h(O2 — H1) is conserved across the network. Specifically, it is mapped from cit to icit in Yy, from icit to h2o
in Vs, and from cit to h20 in )3, demonstrating the conservation of this bond by all reactions.

Figure 3.4: Connected components of a reacting bond transition graph. Bond transitions are labelled
with colours corresponding to reactions Y; (magenta), Vo(purple), and V3 (black). The bond (C7-HS8)(a) is
broken in reaction ), formed in reaction )s and conserved in reaction )s.
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(d) (e) (f)

Figure 3.5: Connected components of a reacting bond transition graph. Bond transitions are labelled
with colours corresponding to reactions Y (magenta), Vo (purple) and Vs (black). This figure displays only the
subgraph of the bond transition multigraph related to the reacting bonds. For example, the bond (C7-H8)(a) is
broken in reaction Y;, formed in reaction )» and conserved in reaction )Vs3. In reaction )i, two bonds between
the pairs of atoms (C7-H8)(a) and (C3-O2)(b) are broken in molecular species cit, and two bonds between the
pairs of atoms (C7-02)(d) and (C3-HS8)(e) are formed in molecular species icit, and therefore they are mapped
to the vertex reaction ). In reaction s, three bonds between the pairs of atoms (C7-02)(d), (C3-H8)(e) and
(C13-H15)(c) are broken, in molecular species icit , and three bonds between the pairs of atoms (C7-H8)(a) and
(C3-C13)(g), in molecular species cisa, and (02-H15)(f), in molecular species hgo, are formed, and therefore
they are mapped to the vertex reaction Ys. In reaction )5, two bonds between the pairs of atoms (C3-02)(b)
and (C13-H15)(c) are broken in molecular species cit , and two bonds between the pairs of atoms (02-H15)(f)
in molecular species hgo and (C3-H8)(e), in molecular species cisa, are formed, and therefore they are mapped
to the vertex reaction )3. Those reacting bonds form a connected component in the reacting bond transition
graph.

3.4.5 Example of connected components of a partitioned bond trans-
ition graph

Figure 3.5 shows the connected components of a reacting bond transition graph, and Figure

3.6 shows the connected components of a conserved bond transition graph.

3.5 Conclusion

This chapter introduced a bond-based graph representation as a complementary mathem-
atical framework for characterising biochemical networks. By considering chemical bonds as
the primary units, we defined explicit bond mappings and constructed novel structures, the
reacting bond graph and the conserved reacting bond graph, which highlight transformation

patterns not directly visible in atom-level representations. This alternative perspective enriches
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Figure 3.6: Connected components of a conserved bond transition graph Bond transitions are labelled
with colours corresponding to reactions V; (magenta), $%(purple), and Y3 (black). This figure displays only the
subgraph of the bond transition multigraph related to the conserved bonds (blue).
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the structural analysis of reaction networks and offers a distinct lens through which to examine
biochemical complexity. Although ultimately not adopted as the main modelling approach in
this thesis, the bond-based representations offer clear advantages in explicitly tracking bond
changes, thus enhancing our understanding of reaction mechanisms and network complexity.
Furthermore, this approach yields alternative stoichiometric decompositions, thereby enrich-
ing the mathematical tools available for biochemical network analysis. The combination of
bond-based and atom-based representations establishes a comprehensive mathematical frame-
work, ultimately enabling deeper insights into complex biochemical systems. Future work may
extend this methodology to larger, genome-scale biochemical networks and integrate it with
atom-based analyses to fully exploit their complementary strengths. Such integrated methods
have the potential to significantly advance our understanding of biochemical processes and to

facilitate novel applications in metabolic engineering, systems biology, and related fields.

82



Bibliography

1]

O. N. Temkin, A. V. Zeigarnik and D. G. Bonchev. Chemical Reaction Networks: A
Graph-Theoretical Approach. en. Google-Books-ID: 1zXiyPbJ594C. CRC Press, Aug.
1996.

B. P. Ingalls. Mathematical modeling in systems biology: an introduction. Cambridge,
Massachusetts: MIT Press, 2013.

M. Feinberg. Foundations of Chemical Reaction Network Theory. en. Vol. 202. Applied
Mathematical Sciences. Cham: Springer International Publishing, 2019.

H. Rahou et al. Characterisation of conserved and reacting moieties in chemical reaction
networks. Version Number: 1. 2025.

R. Tarjan. ‘Depth-first search and linear graph algorithms’. In: 12th Annual Symposium
on Switching and Automata Theory (swat 1971). East Lansing, MI, USA: IEEE, Oct.
1971, pp. 114-121.

J. W. Grossman, D. M. Kulkarni and I. E. Schochetman. ‘On the Minors of an Incidence
Matrix and Its Smith Normal Form’ en. In: Linear Algebra and its Applications 218
(1995), pp. 213-224.

83



Chapter 4

Graph-theoretic interpretation of
fundamental subspaces in biochemical

networks

Hadjar Rahou!?, Ronan M. T. Fleming!?

1. School of Medicine, University of Galway, Ireland.
2. Digital Metabolic Twin Centre, University of Galway, Galway, Ireland.

The four fundamental subspaces of a stoichiometric matrix are crucial for understanding
the structure and behaviour of biochemical networks. While established algebraic methods
provide a solid mathematical foundation, they often lack direct biological relevance. A sig-
nificant challenge arises from the fact that biochemical networks are typically represented as
hypergraphs, which, unlike standard graphs, do not have well-defined concepts of cycles and
spanning trees. This limitation restricts the use of conventional graph-theoretic methods. This
paper presents a rigorous mathematical framework that connects the four fundamental sub-
spaces of a stoichiometric matrix to graph-theoretic concepts in biochemical networks. By
decomposing biochemical reaction networks (hypergraphs) into moiety transition graphs, we
establish a direct relationship between these fundamental subspaces and essential structural
properties, such as spanning trees and cycles. This approach enhances our understanding of
steady-state fluxes, reaction conservation laws, and metabolic pathway optimisation, providing

new computational tools for systems biology and metabolic engineering.

Keywords: Reaction network, stoichiometric matrix, four fundamental subspaces, hyper-

graph, graph, mathematical modelling.

4.1 Introduction

The four fundamental subspaces of a stoichiometric matrix

Studying a stoichiometric matrix is important for understanding key aspects of a biochem-
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ical system, such as dynamic changes in concentration, non-equilibrium thermodynamic driving
forces, steady-state fluxes and conserved chemical moieties. Broadly, these four aspects cor-
respond to the four fundamental subspaces of a stoichiometric matrix, which are the column
space, row space, null space, and left null space, respectively (see Supplementary Section A.4).
Established and novel biochemical interpretations of the four fundamental subspaces of a stoi-
chiometric matrix were consolidated previously [1, 2].

To maintain consistency throughout this work, we adopt specific terminology for the four
fundamental subspaces associated with a matrix A € R™*" where all vector spaces are defined
over the field of real numbers R. The column space of A, denoted R(A), is the subspace of
R™spanned by the columns of A, and the row space of A,denoted R(AT), is the subspace of
R"™ spanned by the rows of A. The right null space of A, denoted N(A), is referred to as
the null space, and the left null space, denoted N'(AT), is referred to as the left null space.
Although these spaces could equivalently be defined over other fields such as the rationals Q
or complex numbers C, the field R is adopted here since stoichiometric coefficients, fluxes, and

concentrations are real-valued in biochemical systems.

The stoichiometric matrix

The stoichiometric coefficients of a system of chemical reactions can be mathematically
represented with a matrix, the stoichiometric matrix, N € Z™*", where there are m distinct
metabolite species and n distinct elementary reactions. Each row, N; € ZY™ is a distinct
metabolite, and each column, N; € Z"*!  is a distinct elementary chemical reaction. A stoi-
chiometric coefficient is nonzero where the corresponding metabolite is consumed (N;; < 0) or
produced in a reaction (IV;; > 0). Within each elementary reaction, the number of atoms of

each element is conserved.

Column space

The column space is the set of all linear combinations of the columns of a matrix. The
column space of a stoichiometric matrix contains the set of feasible time derivatives of molecular
species concentrations. That is, given a stoichiometric matrix, N € Z™*", and a net reaction
flux vector v € R", that is a function of molecular species concentrations ¢ € R™ and kinetic
parameters k € R¥, the fundamental equation giving the time evolution of molecular species
concentrations is f(c) .= Nv(c | k) = d¢/as[3]. Therefore, for a given biochemical network, each
feasible d¢/a; vector is in the column space of the stoichiometric matrix corresponding to that
network. In dynamic analyses such as Metabolic Control Analysis [4], the local behaviour of
the system near a steady state is often studied via the Jacobian matrix J ::g—ﬁ. Since f is a
linear combination of the fluxes defined by the columns of N, the Jacobian J is constructed

from combinations of the columns of N, scaled by partial derivatives of the reaction fluxes.

Row space

The row space is the set of all linear combinations of the rows of a matrix. The row space

of a stoichiometric matrix contains the set of feasible non-equilibrium reaction Gibbs energy
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vectors. Given a suitable set of measured standard reaction Gibbs energies, a stoichiometric
matrix may be used to identify the standard Gibbs energies of formation for a corresponding
set of molecular species. Given a stoichiometric matrix for a related biochemical system, these
measured standard Gibbs energies of formation may then be used to quantify the standard
reaction Gibbs energies for reactions where these Gibbs energies have not been experimentally
measured [5]. Furthermore, where structural information is available for a set of molecular
species, this approach can be generalised to estimate the standard reaction Gibbs energies for
reactions involving structurally similar molecular species [6, 7]. Standard reaction Gibbs ener-
gies combined with metabolomic data and estimates of key compartment-specific biophysical
parameters (temperature, ionic strength, pH)[8] may be used to estimate reaction Gibbs ener-
gies and thereby constrain the direction of net reaction flux in genome-scale metabolic models
[9].

Null space

The null space of a matrix is the set of all vectors that are orthogonal to all the rows of a
matrix. The null space of a stoichiometric matrix N contains the set of feasible steady-state
flux vectors that satisfy Nv = 0,where no net accumulation of molecular species occurs. It
is important to distinguish between the null space of N and that of the augmented matrix
[ N B |, where B represents input and output fluxes or exchange reactions. While the null
space of N characterises internal steady-state fluxes (i.e., production equals consumption), the
null space of [ N B ] corresponds to mass-balanced flux vectors, in which production and
import are balanced by consumption and export. Assuming a steady state, the stoichiometric
matrix of a biochemical network may be used to define a set of steady-state reaction fluxes,
subject to a variety of additional constraints, such as bounds on exchange fluxes with the
environment and thermodynamic constraints on reaction directionality [2]. The basis of a null
space is a minimal set of linearly independent flux vectors whose linear combinations span all
feasible steady-state fluxes. For a vector in such a basis to be biologically meaningful, its non-
zero fluxes should ideally correspond to a connected subnetwork in the reaction hypergraph.
This property is guaranteed, for instance, when using vertex enumeration methods to construct
a null space basis for the augmented stoichiometric matrix. Such stoichiometric constraints
typically result in an under-determined system, so mathematical optimisation is used to predict
particular metabolic flux vectors that optimise, for example, linear [10], quadratic [11], entropic

[12], or cardinality [13] functions of reaction fluxes.

Left null space

The left null space of a matrix is the set of all vectors that are orthogonal to all the columns
of a matrix. Each vector is a conservation relation, that is, a linear combination of metabolite
concentrations that remains invariant across all reactions in the network. However, not all
of these relations are biochemically feasible. In a biochemical context, concentrations must
remain non-negative, which imposes additional structure on the set of conservation relations.

The biologically relevant subset of the left null space is therefore the intersection of this space
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with the non-negative orthant.

Methods for analysis of stoichiometric subspaces

While established linear algebraic methods, such as Gaussian elimination [14], Gram-Schmidt
orthogonalisation [15, 16], QR decomposition [17], and singular value decomposition [2], provide
general techniques for analysing stoichiometric matrices, they do not take biochemical con-
straints into account. For example, such methods can produce basis vectors that include
negative entries, which are not meaningful as a conservation relation because all concentra-
tions must be non-negative. To address this, alternative computational approaches based on
polyhedral geometry have been developed. Vertex enumeration algorithms from computational
geometry and polyhedral combinatorics, such as reverse search [18] can be applied to compute
non-negative and conically independent bases for the intersection of the left null space and
the non-negative orthant [19, 20]. These methods yield biologically interpretable conserva-
tion laws, where each basis vector corresponds to a pool of molecular species whose combined
concentration remains constant over time. Previously [21, 22, 23], we presented a method to
calculate a moiety conservation matrix L € Z(Z”S_r)xm, which is a basis for the left null space
and where each row corresponds to an identifiable molecular substructure that is conserved by
all reactions in the network. A nonzero entry in a row of L indicates that the corresponding
metabolite includes that moiety, and the sum of these concentrations is invariant at a steady
state. This method provides a biologically interpretable basis for the space of conservation
relations, linking arithmetic information about the matrix to identifiable molecular features

within the network.

Algebraic graph theory: linking graph theory to linear algebra

Algebraic graph theory [24, 25] provides a mathematical framework that connects graph
theory with linear algebra via the analysis of the incidence matrix corresponding to a graph,
where each row represents a vertex and each column represents an edge. Inspired by con-
cepts from electrical networks theory [26], this framework helps analyse flows, potentials, and
conservation laws in networks that can be represented as graphs.

Previous work in algebraic graph theory has established rigorous methods for linking the
subspaces of an incidence matrix to the graph properties of the corresponding graph|[24, 25],
demonstrating that a cycle structure corresponds to the null space of the incidence matrix,
while spanning trees emerge from the row space. While these connections are well established
in the context of graphs, a full theoretical integration with biochemical networks has yet to
be achieved. This is due in part to the fact that biochemical networks are represented as
hypergraphs, which lack direct analogues to cycles, trees, and the associated linear-algebraic

interpretations. Some progress in this direction is summarised in the following section.

Graph representations of biochemical networks

Biochemical networks can be represented using various graph-theoretic approaches, each of-

fering unique advantages for analysing different aspects of network structure. Bipartite graphs
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are widely used to distinguish between species and reactions in biochemical networks [27, 28,
29]. However, their limitation is that they cannot directly represent higher-order interactions,
multi-compartment systems, or biochemical processes that involve more than two distinct ver-
tex types. Directed graphs capture causal relationships and are particularly useful for identi-
fying feedback loops and regulatory interactions [30]. However, their weakness in biochemical
networks is that they often oversimplify stoichiometric and thermodynamic constraints. Each
edge connects only two vertices, failing to reflect the multi-molecular nature of biochemical
reactions. A hypergraph is a generalisation of a graph, where each hyperedge can connect
multiple vertices simultaneously [27]. A biochemical network can be represented as a directed
hypergraph, where each hyperedge corresponds to a reaction involving multiple substrates and
products. This abstraction captures the stoichiometric relationships between metabolites but
omits the detailed chemical information embedded in atom-level information. Also, assuming
a biochemical network is an arbitrary hypergraph limits the direct applicability of established
graph-theoretic tools. Moreover, this representation lacks standard graph-theoretic structures,
such as cycles and spanning trees, that are central to interpreting subspaces through algebraic

graph theory.

Our contribution

Previously, [23], we introduced moiety decomposition that relates a stoichiometric matrix
to the sum of a set of graph incidence matrices, where each graph corresponds to one species
of conserved moiety, which is a set of atoms whose association is invariant across all reactions.
In such a conserved moiety graph, each edge corresponds to the transition of an instance of a
conserved moiety between a pair of metabolites. Previously, [23], we also introduced a reacting
moiety graph, where each vertex corresponds to a reacting atom, that is, an atom involved in
at least one broken or formed bond in a network, and each edge corresponds to a bond that is
either broken, formed, or undergoes a change in bond order in at least one reaction. Herein,
we demonstrate that conserved and reacting moiety graphs provide a foundation to analyse
the four fundamental subspaces of a stoichiometric matrix using algebraic graph theory [25]
[31]. Figure 4.1 provides a visual summary of conserved and reacting moiety graphs, which
may be interpreted as an intermediate abstraction between full atomic structural detail and no

structural detail for each reactant.

Outline and notation

The paper is structured as follows. Section 4.2.1 introduces the relevant mathematical
definitions and results from graph theory and linear algebra. Section 4.3 recalls graphical
representations of biochemical networks and presents the decomposition of the stoichiometric
matrix into moiety transition graphs and moiety reacting graphs. This decomposition forms the
foundation for section 4.5, where we provide a graph-theoretic interpretation of the four funda-
mental subspaces of the stoichiometric matrix, linking them to key graph-theoretic properties

such as cycles and spanning trees in the moiety transition graphs.
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A) Metabolite-reaction
representation

C) Conserved-reacting moieties
representation

N
Lifieiy

1 Moiety transition
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A" {b,c,d, e}
Yo= {d. e, I,6}
Ya=4b,c, fya}

Condensed reacting graph

Figure 4.1: Multi-scale representation of a biochemical network from stoichiometric hypergraph
to moiety transition graphs. A) Metabolite-reaction representation: Stoichiometric hypergraph, where each
vertex is a metabolite and each hyperedge corresponds to a biochemical reaction involving multiple substrates
and products. B) Atom-bond representation, where in each molecular graph, a vertex is and atom and each edge
represent a chemical bond. C) Conserved and reacting moieties, where each molecular species is decomposed
into moieties. The condensed reacting graph summarises the set of reacting bonds associated with each reaction,

enabling identification of reacting moieties.
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Figure 4.2: Overview of the connection between the properties of an incidence matrix and the structure of
the corresponding graph. The incidence matrix provides an algebraic representation of a graph, linking its
structural properties to fundamental subspaces.

4.2 Mathematical foundations

4.2.1 Linking graph theory and linear algebra

This section introduces key concepts from graph theory and linear algebra, including incid-
ence matrices, cycles, spanning trees, and the associated vector spaces. The correspondence
between the fundamental subspaces of the incidence matrix and the graph structures of its cor-
responding graph is developed in foundational works such as in [31, 25, 32, 33, 24|, which serve
as primary references for the results presented here. As illustrated in Fig 4.2, these relationships

are formalised within algebraic graph theory.

4.2.1.1 Graph and incidence matrix

The definition of a graph, its connected components, and the incidence matrix used in this
chapter follow that introduced in Section 2.2.1.

A ladder graph consists of two parallel paths, called rails, with addition edges connecting
corresponding vertices of these two paths, the rungs. Formally, the ladder graph £, = P, 0K,
where P, is a path on n vertices and Ky is a complete graph on two vertices, while OO denotes
the cartesian product of graphs. £, consists of 2n vertices connected by 2(n — 1) rail edges and
n rung edges. A generalisation of this concept is a cartesian prism Prism (G) .= GOK,. If G is
a path, then Prism (G) is a ladder graph. 1f G is a cycle, then Prism (G) is a prism graph. If G is
a tree, then Prism (G) is a ladder with branched rails. If G is a connected component consisting
of an arbitrary combination of trees and cycles, then we denote Prism (G) as a prismic graph
consisting of a pair of isomorphic subgraphs, each representing a generalisation of a rail with
n vertices, and a set of n edges between them, each representing a rung. A partially prismic
graph is a prismic graph with one or more missing rungs. If G is a connected component where
each vertex is labelled, then Prism (G) is a prismic graph where each rung is between a pair
of vertices with the same label. A mislabelled prismic graph is a prismic graph where at least
one rung is between a pair of vertices with different labels. A defective prismic graph is either

a partially prismic graph or a mislabelled prismic graph.
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4.2.1.2 Cycles and spanning trees

Let G = (V, E) be a connected graph with n vertices and e edges. A cycle C is a closed
sequence of edges that starts and ends at the same vertex without repeating any edge [31].
A tree is an undirected graph where any two vertices are connected by exactly one path and,
therefore, contains no cycles [25]. In other words, a tree is a connected acyclic undirected graph.
A spanning tree of a connected graph G is a subgraph of G that is a tree and whose vertex
set is the vertex set of G. For a connected graph, the number of spanning trees is given by
the matrix tree theorem, also known as Kirchhoff’s matrix tree theorem [32], which computes
the total number of distinct spanning trees using a determinant of the graph Laplacian matrix
L = BBT.

Let 7 C G be a spanning tree of G, a chord of G with respect to T is an edge in € \ E(T),
i.e., an edge that is not included in the spanning tree. A cochord is any edge in the spanning
tree T; removing a cochord disconnects 7 into two connected components.

We introduce the concept of Edge Space £ of the graph G = (V, £). The Edge Space is the
vector space IF';' over the binary field F, = {0,1}. Each subset of edges £& C & is represented
by a unique edge vector x € &£, where z; = 1 id the i edge is in &, and z; = 0 otherwise.
Crucially, the vector addition in £ corresponds to the symmetric difference of the edge subsets,

where scalar multiplication is modulo 2.

Cut space

A cut set C C £ is a minimal set of edges whose removal from G increases the number of
connected components. A cut set vector is the edge vector x € £ corresponding to a cut set.
Each cut set can be represented as a vector whose entries correspond to the edges of G; an entry
is 1 if the edge belongs to the cut set and 0 otherwise. A cut space is a vector space spanned
by all cut sets.

Cycle space

The Cycle Space is the subspace of the Edge Space £ spanned by all cycle vectors (edge
vectors corresponding to simple cycles). For each chord e € £\ £(T), the addition of e to the
spanning tree 7 forms a unique cycle in G, called a fundamental cycle with respect to 7. This
cycle is the minimal set of edges that form a closed loop containing the chord e and a path in
T connecting the endpoints of e. The fundamental cycles form a basis for the Cycle Space.

Lemma 4. (Lemma 5.1, [2}]) Let T be a spanning tree in a connected graph G, then

(1) for each edge g which is mot in T there is a unique cycle containing g where each edge
except g is in T .

(2) for each edge h which is in T, there is a unique cut containing h where each edge

except h is not in T .

4.2.1.3 Linear algebra interpretation of spanning trees

The structure of the incidence matrix B of a connected graph G encodes fundamental
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connectivity properties. A set of columns of B corresponds to a set of edges in G. Such a set
of columns is linearly independent if and only if the corresponding edges do not include all the
edges of any cycle in G. A key observation is that the columns of B are linearly dependent if
they correspond to edges forming a cycle, whereas they are linearly independent if the edges
form a spanning tree [15]. Tt follows that a set of columns form a basis for the column space
of B if and only if the corresponding edges form the edge set of a spanning tree of G. Since a
spanning tree of a connected graph contains exactly n — 1 edges, the rank of B is n — 1, and
the dimension of its column space is also n — 1.

From a linear algebraic perspective, removing one edge from a cycle reduces the graph to a
spanning tree, which forms a basis for the column space (See Section A.5 in the supplemental

material for a detailed explanation of this concept).

Theorem 5. (The basis tree theorem, Theorem 12.3 [35]) Let B be the incidence matrixz for a
graph G that is connected. A set of columns of B comprise a basis for the column space of B if

and only if the corresponding set of edges form a spanning tree of the undirected graph derived

from G.

A proof of this theorem can be found in [34] (Chapter 3). This theorem establishes a

fundamental link between graph structure and linear algebra.

4.2.1.4 Linear algebra interpretation of cycles

Cycles in a graph can be characterised algebraically through the null space of its incidence
matrix. Given an incidence matrix B of graph G, the null space of B consists of vectors
representing linear combinations of edges forming cycles (closed loops) in the graph. Each such
vector corresponds to a circulation in which the net flow into and out of every vertex is zero, i.e.,
the sum of the edge entries incident to each vertex cancels out, thereby satisfying Bv = 0. The
dimension of the null space, also known as the cycle rank, is given by m —n + ¢, where m is the
number of vertices, n is the number of edges, and ¢ is the number of connected components in
G. This formulation establishes a fundamental link between graph topology and linear algebra,
enabling an algebraic approach to cycle detection and characterisation.

A cycle basis of a graph G is a minimal set of independent cycles whose linear combinations
generate all possible cycles in G. Equivalently, in algebraic terms, a cycle basis corresponds
to a basis for the null space of the incidence matrix B. For a connected graph, a cycle basis
can be constructed by selecting a spanning tree and adding each chord, which generates one
independent fundamental cycle.

Theorem 6. (Cycle basis for the null space of the incidence matriz, Theorem 4.5 [2]]) Let
G = (V,€) be an undirected graph with |V| = m vertices and |E| = n edges. Let B € R™*" be
the incidence matrixz for G. Then

1. The dimension of the null space of B is equal to the cycle rank of G, given by m —n +c,

where ¢ is the number of connected components in G.
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2. A cycle basis of the null space of B consists of fundamental cycles, each formed by adding

a chord to a spanning tree of a connected component G.

This theorem provides a direct algebraic characterisation of cycles in a graph and highlights
the interplay between graph structure and linear algebra. The fundamental cycles form a basis

for the cycle space, enabling efficient representation and computation of all cycles in a graph.

4.2.1.5 Duality between cycles and spanning trees

The relationship between cycles and spanning trees is fundamental in algebraic graph theory,
forming a key duality principle in the structure of graphs. This duality is captured mathem-
atically through the cycle space and the cut space, which are orthogonal complements in the
edge space of a graph [32].

Each edge of a graph is associated with a coordinate axis in an edge space over the field
of real numbers. A cycle or cut can therefore be represented by a vector indexed by the edges
of the graph, with an entry of 1 if the corresponding edge is part of the cycle or cut, and 0
otherwise. The cycle space is the null space of the incidence matrix B, and the cut space is
the row space of B. The cut space is generated by the incidence vectors of all minimal cuts,
meaning that every cut in the graph can be expressed as a linear combination of minimal cuts.

Orthogonality between cycles and cuts is defined with respect to the standard Euclidean inner
product on this edge space, i.e., two vectors x and y are orthogonal if 27y = 0.

From a linear algebraic perspective, the null space of the incidence matrix B represents the
cycle space, containing all edge sets that sum to zero in a closed loop. Conversely, the row

space of B, known as the cut space, corresponds to any combination of minimal cuts.

Theorem 7. (Cycle-cut duality theorem)
Let B be the incidence matriz of a connected graph G. Then, the cycle space and cut space

are orthogonal complements, meaning every cycle is orthogonal to every cut in the graph.

This result follows from the fundamental theorem of linear algebra, and a detailed proof
can be found in ([24], definition 4.6).

4.3 Stoichiometric hypergraphs

This section revisits key results from our previous work [23], establishing the decomposition
of a stoichiometric hypergraph into a set of moiety transition graphs. This decomposition is
essential for interpreting biochemical networks in terms of the fundamental subspaces of the

stoichiometric matrix.
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4.3.1 Hypergraphs

A directed hypergraph H(V,Y(S,P)) consists of a set of vertices and a set of directed
hyperedges, where each hyperedge is from one or more tail vertices to one or more head vertices
[27]. We assume that each tail and head vertex is associated with an integer weight, where tail
weights are negative and head weights are positive. The corresponding generalised incidence
matriz is N € Z™*", where N; ; is the weight on vertex ¢ in hyperedge j, with N; ; = 0 denoting
that vertex ¢ is not involved in hyperedge 7 . In general, N can be an arbitrary rectangular
matrix with integer entries; however, below we seek to emphasise the special structure of

stoichiometric hypergraphs that arise in (bio)chemistry.

4.3.2 Stoichiometric hypergraphs and corresponding graphs

Let H(V,)) be a stoichiometric hypergraph where V is a set of vertices and ) is a set of
directed hyperedges. The corresponding () directed graph is £L(X¢, X7, £, E", EY), that is

HV,Y) = L(X, X7, EEEY,

where X = {X° X"} is a set of vertices and & = {€°,E",E'} is a set of edges. First, we shall
name these subsets of vertices and edges, and subsequently, they shall be defined. X¢ and A"
are disjoint sets of vertices, where X'¢ is a set of conserved vertices and X" is a set of reacting
vertices. Similarly, £7,£¢, and £ are disjoint sets of edges where £¢ is a set of conserved edges,
E" is a set of reacting edges, and £ is a set of transition edges. Conserved and reacting edges are

undirected, while transition edges are directed. The incidence matrix of £(X¢, X", £ E™, EY) is

Bcc Bcr Bct
Brc Brr Brt

B = € {—1,0,1}/¥IxIl (4.1)

where B represents conserved vertices and conserved edges, B represents conserved ver-
tices and reacting edges, B represents conserved vertices and transition edges, B" represents
reacting vertices and conserved and conserved edges,B"" represents represents reacting ver-
tices and reacting edges, and B" represents reacting vertices and transition edges. Subgraph
of L(X, X" EE ET) are denoted by reference to the corresponding subset of vertices and
edges, e.g., L(X°, X", EY) C L(X, X", EE,EY) denotes the subgraph corresponding only to

transition edges.

N=VVH'VBE.

In Section 4.5 we aim to explore the correspondence between H(V,)) and L(X¢, X", E¢ E™, EY)
by relating B to the stoichiometric matrix N € Z™*", where we denote r := rank(N). How-

ever, first we give a graph theoretical definition of the partitions in 4.1. Each vertex in the
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stoichiometric hypergraph corresponds to a subset of the vertices of the graph
Vi = XV)cCcX

that are disjoint from other vertices in the sense that
xX(v)nxmw) =0,

unless i = [. Therefore, let each vertex of L(X¢, X", £ E", EY) be labelled with the correspond-
ing vertex of the hypergraph H(V,)). Similarly, each vertex in the stoichiometric hypergraph

corresponds to a subset of the conserved and reacting edges of the graph
Vi = (E"(Vy) CEHU(E(V) C &9

that are disjoint from other edges in the sense that

=2 =

unless ¢ = [. By definition, each conserved or reacting edge is between a pair of graph vertices
that correspond to the same vertex in the stoichiometric hypergraph. Each hyperedge in the

stoichiometric hypergraph corresponds to a subset of the transition edges of the graph
Y, = (ENY;) cé&Y

(perhaps with opposite direction to each other) but cannot be assumed to be disjoint from

other transition edges in the sense that, in general

ENY) NE) #0.

By definition, each transition edge is between a pair of graph vertices, each of which corresponds
to one of a pair of distinct stoichiometric hypergraph vertices.

In the graph £(X°, X", £ E, EY), consider a pair of vertices X; and X; that are connected
by at least one conserved or reacting edge {&;, X;} that corresponds to a vertex V), of the hy-
pergraph H(V,Y), i.e. &; andX; are labelled with the same vertex in H(V,)). Associated with
vertices A; and X; are two weakly connected components of £(X¢, X", E"), denoted C(X;) and
C(X;). Let Gex,)c(x,) denote a subgraph of L(X, X7, £ E",EY) consisting of each conserved

or reacting edge connecting one vertex of C; with one vertex of C;, that is
gC(Xi),C(Xj) = {{X, X }|Xi € Ci, X € Cj}-

Let Le(x,)c(x;) denote a subgraph of L(X¢, X", £, E", ) formed by the union of C(&;), C(X;)
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and gc(XiLc(Xj), that is
Loy cxy) = C(A) UC(X)) U Gean e

In Lex,cix;), consider C(&;) and C(&;) of as a pair of rails and each conserved or reacting
edge of Ge(x,)c(x;) as atung . Le(x,)c(x;) 1s either a prismic graph or a defective prismic graph.
If Lex)cx;) 1s a prismic graph, then each rung in L) c(x;) and the corresponding edge in
L(Xe, X7, E¢E,EY), is defined as a conserved edge. If Le(xy).c(x;) is a defective prismic graph,
then each rung in Le(x,)c(x;) and the corresponding edge in £(&X¢, X", £¢ &7, E') is defined as

a reacting edge. Any vertex that participates in a reacting edge is a reacting vertex, and a

conserved vertex otherwise. As a consequence, B = 0 in 4.1.

4.3.3 Biochemical interpretation

In a stoichiometric hypergraph H(V, )), each vertex is a molecular species, and each directed
hyperedge is a reaction; therefore, a stoichiometric hypergraph represents the stoichiometry of
a biochemical network. In the corresponding graph L(X,B,€) , each vertex is an atom, and
each bond vertex is a chemical bond between a pair of atoms in a molecular species. Therefore,
for each of the |V| molecular species in the stoichiometric hypergraph #(),)), a subgraph of
L(X,B,E) represents the topology of the chemical structure of a molecular species, which in
isolation is referred to as a molecular species graph (cf Section 3.2 [23]). In the corresponding
graph L(X,B,E), each transition vertex is an atom transition, from an atom in a substrate
molecular species to an atom in a product molecular species; the subgraph of L(X, B, &) is an
atom transition graph (cf Section 3.7 [23]).

Each rung in a (defective) prismic graph corresponds to a chemical bond. Each rail of a
(defective) prismic graph is composed of a weakly connected set of atom transitions. Therefore,
each of the rails in a (defective) prismic graph corresponds to the potential path of an atom in
a reaction network, ignoring the direction of each atom transition. If Le(x;)c(x;) is a defective
prismic graph, then it corresponds to a reacting bond transition graph, and all of its rungs
are defined as reacting bonds. Otherwise, if L¢(x,)c(x;) is a prismic graph, then it corresponds
to a conserved bond transition graph (cf Section 4.1 [23]) and all of its rungs are defined as
conserved bonds. As stated earlier, a defective prismic graph is either a partially prismic graph
(one or more missing rungs) or a mislabelled prismic graph (at least one rung is between a
pair of vertices with different labels). Chemically, a partially prismic graph corresponds to a
bond between a pair of atoms in a substrate that is broken (or changes order) in at least one
reaction and therefore corresponds to a missing or changed rung between the corresponding

pair of atoms in the product of the same reaction.

4.3.4 Moiety decomposition of a stoichiometric hypergraph
4.3.4.1 Conserved moiety decomposition: mathematics

Previously [23], we introduced moiety graph decomposition, which decomposes a stoi-
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chiometric hypergraph into a suitably mapped sum of a set of graphs by application of estab-
lished concepts of graph isomorphism, isomorphism classes, and graph splitting, summarised

therein. That result is summarised by the following claim:

Claim 8. (Conserved moiety decomposition) H(V, Y(S,P)) is a stoichiometric hypergraph with
generalised incidence matrix N € Z™*™ and r := rank(NN). Let T' = [ B¢ B } be the parti-
tion of 4.1 representing transition edges of the subgraph L(X¢ X" EY) C L(X¢, X" EE,E)
corresponding to H(V, Y(S,P)). Then, there exists a set of graphs, indexed k = 1...m —r,

each with incidence matrix

where |Z| is the number of maximal label-preserving isomorphism classes of connected com-

Z(0)
P(i, )T (k, j)P(i, j)"
1

j=

ponents of T', k € {1, ...,|Z|} is an index of a maximal isomorphism class, |Z(k)| is the number
of connected components in the k™ isomorphism class, T'(k, j) € {—1,0, 1}‘X|X‘g| is the incid-
ence matrix of the j connected component of the transition matrix corresponding to the £
isomorphism class and P(i, j) € {0, 1}¥1¥I€l is a label-preserving permutation matrix between
incidence matrices representing the i** and j* connected components of the k*" isomorphism
class. Then, the generalised incidence matrix N € Z™*" is related to the incidence matrix of

the corresponding graph by
N = (VVI)"'"WME,

where

M = diag(M(1),...,M(r)),r =m — |Z|

and where V' € {0, 1}"** is a matrix that maps each hypergraph vertex to at least one, perhaps
more graph vertices. Each column of V' contains a single nonzero entry; therefore, its rows are
linearly independent. E € {—1,0,1}"*" is a matrix that maps each edge to at least one,
perhaps more hyperedges, where £; ; = —1 if the direction of edge 7 is opposite to the direction

of hyperedge j.

4.3.4.2 Conserved moiety decomposition: biochemical interpretation

In a stoichiometric hypergraph, each vertex is a molecular species and each directed hy-
peredge is a reaction, from a set of substrates S; C V to a set of products P; C V. The
corresponding generalised incidence matrix is a stoichiometric matrix, where JV; ; is the stoi-

chiometry of molecular species i in reaction j. Each graph M (k) is a moiety transition graph,
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Figure 4.3: Graph-theoretic and algebraic representation of biochemical networks.

corresponding to a species of conserved moiety. A conserved moiety is a set of atoms, a certain
subset of the bonds between which are invariant across all reactions in a network. In a moiety
transition graph, each vertex is an instance of a species of conserved moiety and each edge rep-
resents the transition of one instance of a conserved moiety from a substrate metabolite V; C S;
to a product metabolite V,; C P;. Essentially, each moiety transition graph represents the full
set of potential paths that a species of conserved moiety can take within a reaction network.
Whether all of those paths are realised at a given moment depends on the reaction flux vector.
Regarding the mapping matrices, V; ; = 1 if metabolite ¢ contains conserved moiety instance
J, and V;; = 0 otherwise. Each row of V' contains one or more unit entries since a metabolite
may contain more than one instance of a conserved moiety. Each column of V' contains a single
1 since each conserved moiety instance is specific to a particular metabolite. £;; = 1 if moiety
transition 7 occurs in the same direction in reaction j, Fj; ; = —1 if moiety transition ¢ occurs
with the opposite direction in reaction j, and Ej, ; = 0 otherwise. Each row of E' contains one
or more nonzero entries since the same moiety transition may occur in more than one reaction.
Each column of £ may contain more than one nonzero entry because a single reaction may
correspond to more than one moiety transition. A reaction that corresponds to more than one
moiety transition effectively hard couples the rates of the corresponding moiety transitions.
Figure 4.3 illustrates this decomposition, showing the connection between the stoichiometric

matrix, its hypergraph representation, and the derived moiety transition graphs.

4.3.4.3 Conserved moiety decomposition: example

Consider the following reaction network consisting of three reactions involving four molecu-
lar species: citrate (cit), isocitrate (icit), cis-aconitate (cisa), and water (h20), given by the

following reaction equations

Vi at = icat,
Yy iicit = h2o0+ cisa,
Vs cit = h20+ cisa. (4.2)
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Figure 4.4: Decomposition of a metabolic hypergraph into moiety graphs. a) The network consists of
four molecular species (vertices): citrate (cit, C¢ H5O7), isocitrate (icit, Cg H5O7), cis-aconitate (cisa, CgH30g),
and water (h2o0, H20). The reactions (black hyperedges) include }; : aconitate hydratase ( (ACONTm), )V,
: citrate hydro-lyase (r0317), and Y5 : isocitrate hydro-lyase (r0426). Each reaction is theoretically reversible,
though the hyperedges follow a conventional direction consistent with the stoichiometric matrix representation.
Adapted from [22].b) The stoichiometric matrix corresponds to the stoichiometric hypergraph ¢) Each molecule
in the set {icit, h2o, cit, cisa} is illustrated as a network of conserved moieties, with each moiety depicted by
vertices of the same colour across different molecules. The green vertices represent the first conserved moiety
instance, corresponding to a particular set of atoms, while the yellow vertices represent the second conserved
moiety instance. Connections between these vertices in each molecular graph define the reacting moieties.
Consequently, the network is decomposed into two moiety subnetworks: the N(1) moiety subnetwork, which
excludes the vertex for h20 and the N(2) moiety subnetwork, which excludes the vertex for cisa.

Note that ), is a lumped representation of ) and Ys3,where ) represents the overall
reaction, while ), and )5 describe the elementary steps of the process. The net stoichiometric

matrix for this network is

Vi Vo Vs
0 1 1 h2o0
N = -1 0 -1 cit

1 -1 0 et
0 1 1 cisa

Previously [23], we demonstrated that this biochemical network can be decomposed into
two moiety transition graphs, one corresponding to the atoms {H1,02, H15} and another
corresponding to the remaining atoms in the network. The conserved moieties remain invariant
across all reactions, while the reacting bonds are those that are broken, formed, or change order
in a reaction.

Let M € {—1,0,1}%% be the incidence matrix of the moiety defined in Figure 4.4. In
this matrix, each row is a conserved moiety instance, and each column is a conserved moiety

transition.
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& & & & & &

Ly (cit) 10 -1/0 0 0

Ly (icit) 1 -1 00 0 O
A~ Lalcisa)| 0 1 110 0 0 _{M(l) 0 ]
~ Ly(h20) 0 0 0[]0 1 1 o0 M@ |

Lo(cit) 0 0 0 ]-1 0 -1

Ly (icit) 0O 0 0|1 -1 0

where M(1) € {—1,0,1}** is the incidence matrix of the first moiety transition graph,
highlighted in orange in Figure 4.4. Similarly, M(2) € {—1,0,1}**3 denote the incidence
matrix of the second moiety transition graph, highlighted in green in the same figure. Let
V € {0,1}*% be a matrix that maps each metabolite of the network represented to each
moiety instance. Each row corresponds to a metabolite, and each column corresponds to a
conserved moiety instance. Every entry V;; = 1 means metabolite ¢ contains moiety instance
j. Each column of V' has exactly one 1(each moiety instance belongs to one metabolite); each

row may have more than one 1 (a metabolite may contain multiple moiety instances).

Li(cit) Li(icit) Li(cisa) Lo(h20) Lo(cit) Lo(icit)

h2o0 0 0 0 1 0 0
v — cit 1 0 0 0 1 0
icit 0 1 0 0 0 1
cisa 0 0 1 0 0 0

Similarly, let £ € {—1,0,1}%%3 be the matrix that maps each moiety transition to each

reaction in Figure 4.4. Here, each row is a conserved moiety transition, and each column is a

reaction.
VY Vs
& 1 0 0
& 0 1 0
p_ & 0 0 1 B { E(1) }
& 1 0 0 | E2)
Es 0 1 0
& 0 O 1

Finally, the sample matrix calculation shows that (VVT) N=VME.

4.4 Stoichiometric matrix rank

4.4.1 Rank
4.4.2 Linear algebra and rank

Given a matrix A € Z™*", we consider all linear combinations of its rows and columns

over the field of real numbers R. The rank of A, denoted rank(A), is equal to the number of
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independent columns of A, and is equal to the number of independent rows of A. The rank r

determines the dimension of the column space R(A) and the row space R(AT).

r = rank(A) = dim(R(A)) = dim(R(AT)).

In general, the set of r linearly independent rows is not unique, and neither is the set of r

linearly independent rows. From the rank-nullity theorem, we have

dim(N(A)) = n — rdim(N(NT)) =m — .

4.4.2.1 Algebraic graph theory: Rank via spanning trees

As introduced previously 4.3.4.3, the stoichiometric matrix N admits the decomposition

N=VVH'VME, (4.3)

where M is a block-diagonal matrix assembled from a set of moiety transition incidence matrices
M(k) € {—1,0,1}Px*% | each corresponding to a connected moiety transition graph M (k).
Since we assume the stoichiometric hypergraph #(V,Y) is connected, each M(k) corresponds
to a connected subgraph derived from the underlying atom transitions. Under this assumption,

the rank of each moiety transition matrix satisfies

rank(M (k)) < rank(N), k € [1,m —r].

Then

(m—r)
rank(M) = Z rank(M (k)) < (m —r)r.
k=1
This follows from the block-diagonal structure of M and the full row rank of N, which
together imply that the contribution of any matrix M (k) to the overall rank of N is bounded

above by rank(V).

4.4.2.2 Biochemical interpretation

Let reaction stoichiometry denote the stoichiometry of a single reaction for each metabolite
in the network, i.e., corresponding to a column of N. Let metabolite stoichiometry denote the
stoichiometry of a single metabolite in each reaction in the network, i.e., corresponding to a row
of N. Assume we are given a stoichiometric matrix N € Z"™*" with r := rank(/V). This means
there are r reactions in that network whose reaction stoichiometry (column of N) is linearly
independent. The corresponding r reactions form a minimal set from which the reaction stoi-
chiometry of each of the remaining n — r reactions can be generated by a linear combination of

the r linearly independent reactions. This also means there are r metabolites in that network
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whose metabolite stoichiometry (row of V) is linearly independent. The corresponding r meta-
bolites form a minimal set from which the metabolite stoichiometry of each of the remaining
m — r metabolites can be generated by a linear combination of the metabolite stoichiometry of
r linearly independent metabolites.

Biochemically, the rank r = rank(/N) represents the number of biochemically independent
reactions in the network. These r reactions form a minimal set from which all others can be
generated via linear combinations. The remaining n — r reactions are redundant in terms of
net stoichiometric transformations. Likewise, the number of independent moieties is given by
m — r, corresponding to the dimension of the left null space. The rank also determines the
number of degrees of freedom in flux analysis and the dimension of the null space, representing
internal metabolic cycles. The block submatrices M (k) in the decomposition of N correspond
biochemically to moiety transition graphs. The inequality rank(M (k)) < rank(N) implies that
no single moiety transition graph can account for more independent transitions than the full

network.

4.4.2.3 Biochemical example

The biochemical network introduced in section 4.3.4.3 forms a directed stoichiometric hy-
pergraph with associated stoichiometric matrix N € Z*3. From the atomic decomposi-
tion described in our previous work, the network gives rise to two distinct moiety transition
graphs M(1) and M(2), each with an associated incidence matrix N (1) and N(2). We have
rank(N (1)) = 2, and rank(N(2)) = 2.

Since the full stoichiometric matrix has rank 2, and at least one of the moiety transition
graphs also has rank 2, we classify these graphs as primary moiety transition graphs. According
to the Basis Tree Theorem, the rank of an incidence matrix equals the number of edges in a
spanning tree of the corresponding graph. In this example, each primary moiety transition
graph admits a spanning tree with exactly 2 edges, matching the rank of both the graph and

the full stoichiometric matrix.

4.5 The four fundamental subspaces of a stoichiometric

matrix

In Section 4.2.1, we introduced fundamental concepts at the core of algebraic graph theory.
In this Section, we apply the results introduced previously to biochemical networks. These
graph-theoretic results provide the mathematical foundation for interpreting the four funda-
mental subspaces of the stoichiometric matrix associated with a biochemical network. However,
their interpretation is valid only for a stoichiometric hypergraph that admits a moiety decom-

position.
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4.5.1 Column space
4.5.1.1 Linear algebra

Given a matrix A € R™" with r := rank(A) < m < n, the column space, denoted by
R(A), is defined as

R(A) ={Az:2 € R"} € R™.

The rank r equals both the dimension of the column space R(A) and the row space R(AT),
that is

r = rank(A) = dim(R(A)) = dim(R(A")).

Let A € R™" be a maximal set of linearly independent columns of A, then it is a basis for the

column space of A, that is
R(A) = span{A}.

4.5.1.2 Algebraic graph theory

Given a stoichiometric hypergraph H(V, Y(S,P)), we showed previously (see section 4.3.4)
that there exists a set of |I| connected components, where each connected component gives rise
to a moiety transition graph. Let N(k) be the kth moiety transition incidence matrix, defined
in Eq 4.3, where k£ € {1,...,|I|}, and let M(k) = (X (k),E(k)) be its corresponding moiety
transition graph, where each vertex X (k) is a conserved moiety instance and each edge (k) is
a moiety transition.

Let R(N(k)) denote the column space of the matrix N (k). As established in Section 4.4
on rank, there exists at least one primary moiety transition graph M (k) for which the rank of

N (k) satisfies

rank(N (k))=r=rank(N).

To maintain consistency with the independent reactions identified via the set cover problem
4.3.4, we define the following construction. Let ) = {V;,,-..,Y; } denote the set of independent
reactions selected via the set cover problem, where r = rank(/N). Define a mapping matrix
P € {0,1}™*" such that

p 1 if column ¢ of N corresponds to reaction ); in )>,
ij =
0 otherwise.

Then the basis matrix N € Z™*" for the column space is given by

N =NP.

Similarly, we define the restricted moiety transition incidence matrix for each moiety transition
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graph by
N(k) := N(k)P.

The restricted moiety transition graph M(k) is the subgraph of M(k) containing only edges
corresponding to the independent reactions in Y. Ina primary moiety transition graph sat-
isfying rank(N(k))=r, applying the Basis Tree Theorem 5 to M (k) guarantees that M (k)
corresponds to a spanning tree T (k). This spanning tree corresponds exactly to the set of basis
vectors selected previously by solving the set cover problem. Specifically, we showed that each
independent moiety transition spanning the column space corresponds to an edge of a spanning
tree T (k) within a primary moiety transition graph M (k). By assembling the spanning trees
T (k) constructed within each primary and secondary moiety transition graph M(k), we obtain
a spanning forest F = U'kilT(k). Each tree in F corresponds to independent transitions within
a conserved moiety species, while collectively, the forest ensures that all independent reactions

are represented without redundancy.

Constructing a spanning hypertree in the stoichiometric hypergraph

Once F is constructed, we map its moiety-level transition back to the global reaction space

using the mapping matrix £ € {—1,0,1}"*", such that
N=VVH'VME,

where E(k) is the restriction of E to the reactions involved in T (k), and
N(k) == VM(k)E(k).

Then the global matrix formed by

3

N = (vvT)~ 7TN(/<;),

1

b
Il

contains a set of linearly independent reactions corresponding to a spanning hypertree of the

stoichiometric hypergraph.

4.5.1.3 Biochemical interpretation

In a biochemical network, the column space R(N) of the stoichiometric matrix NNV is all
feasible steady-state flux distributions that satisfy the mass balance. However, its biochemical
relevance depends on selecting basis vectors that correspond to chemically meaningful trans-
formations. In our previous work, we showed that each reacting moiety, defined as a set of
bonds that are either broken, formed, or undergo a change in at least one reaction, corresponds
to an independent reaction and that the number of reacting moieties equals the rank of N. Se-
lecting a basis aligned with reacting moieties maps the abstract structure of the column space
onto specific biochemical substructures.

Decomposing the stoichiometric hypergraph into moiety transition graphs enhances this
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interpretation. Each graph focuses on a single conserved moiety and its transitions across the
network, allowing a more precise analysis of how chemical moieties are redistributed. The rank
of a moiety transition graph indicates the number of independent transformations associated
with that moiety and can reveal functional redundancy or bottlenecks.

Spanning trees constructed within these graphs identify minimal sets of transformations that
preserve moiety continuity across reactions. The combination of these trees forms a spanning
forest. When mapped back onto the stoichiometric hypergraph, this forest defines a spanning
hypertree that encodes a minimal, irreducible set of transformations sustaining the functionality
of the network.

Our algebraic graph-theoretic approach confirms that two independent approaches, the set
cover method and spanning forest construction, yield the same basis for R(/N). This result links
biochemical structure with mathematical representation. Each basis vector describes a non-
redundant transition of a conserved moiety across molecular species. In this way, the column
space is interpreted not only as a space of allowable fluxes but as a set of chemically valid and

biologically interpretable transformations.

4.5.1.4 Biochemical example

To illustrate the concepts discussed in this section, we consider the example network de-
scribed in 4.3.4.3. In this network, reactions ), and )3 were identified as independent reactions.
These reactions form a basis for the column space of the stoichiometric matrix, as they cor-
respond to the pivot columns (columns 1 and 3) of N. A matrix whose columns form a basis
for the column space of N is constructed by restricting N to the columns corresponding to )
and Ys. This submatrix, denoted as R € Z*? | where 4 is the number of species and 2 is the
number of independent reactions, represents one possible minimal set of independent reactions

required to describe the stoichiometry of the network.

Vi Vs
0 1 h2o
R := -1 -1 cit
1 0 icit
0 1 cisa

The columns of R spans the column space of N, representing the minimal set of independent
reactions required to account for all moiety transitions in the network. As shown in Figure 4.5,
the independent reactions ); and Y3 form a spanning forest across the moiety transition graphs.
Each independent reaction corresponds to distinct transitions of conserved moiety species, with
these transitions represented as edges (cochords) in the spanning trees of the respective moiety
transition graphs.

For example, the independent reaction )); maps to two moiety transitions, L;(cit) to
Ly(cisa) and Lo(cit) to Ls(icit), each forming an edge in the corresponding moiety trans-
ition graphs. likewise, )5 is associated with the transitions, Li(cit) to Li(cisa) and La(cit)

to Lo(h20). These moiety transitions constitute the edges of the spanning forest and define a
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Figure 4.5: Spanning forest of moiety transition graphs. a) The network is decomposed into two inde-
pendent reactions, ; and )5. The dependent reaction, Vs, is shown in grey. b) The hyperedge representing
the first independent reaction, ), is split into two moiety transition edges, each corresponding to a conserved
moiety transition within a moiety transition graph. Specifically, these transitions are Ly (cit) — Lj(icit) and
Lo (cit) — Lo(icit), with each transition representing an edge (cochord) in the spanning tree of each respective
moiety transition graph.b) The hyperedge representing the second independent reaction, Vs , is similarly split
into two moiety transition edges in the corresponding moiety transition graphs, each representing an edge (co-
chord) in the spanning tree. These transitions are L;(cit) — Li(cisa) and La(cit) — Lo(h20). ¢) The range
basis matrix, denoted R, is formed by selecting a set of linearly independent columns of the stoichiometric
matrix N, where each column corresponds to an independent reaction.

structural basis for the column space of N. This decomposition shows that each independent
reaction gives rise to specific, non-redundant moiety transitions, linking the algebraic structure

of the column space to the biochemical transformations represented in the network.

4.5.2 Row space

In this section, we define the row space of the stoichiometric matrix N € Z™*", the space in
which the changes in the concentrations values contribute to the flux rate. Specifically, the row
space contains all linear combination of the rows of N, representing the constraints imposed
by mass conservation on the flux vector under steady-state conditions. We construct a basis
for this space by combining tools from linear algebra, graph theory, and biochemical network

structure.

4.5.2.1 Linear algebra

Given a matrix A € R™*" with r := rank(A) < m < n, its row space, denoted by R(AT),

is defined as

R(AT) = {ATy .y € R™}.

Let AT € Z™" be a maximal set of linearly independent rows of A, then it is a basis for the
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row space of A, that is
R(AT) = span{AT}.

The row space of the stoichiometric matrix N € Z™*" is defined as the subspace of R" spanned
by the rows of N, denoted

R(NT) = {y € R"jy = NTu,u € R™}.

To construct a basis for R(NT), we use the matrix N previously defined in the column space
section. Without loss of generality, we suppose that N is constructed by selecting r linearly

independent columns of N. The transpose of N can be written as

~

Ny

Let y be an arbitrary vector in the row space of N, y € R(NT), which by definition can
be written as y = N7u for some u € R™. To demonstrate that {ci,...,c,} forms a basis
for R(NT), we must first show that y can be expressed as a linear combination of these basis
vectors.

Given y = NTu and the fact that the dependent rows Nj, for j € {r +1,...,m}, are a
linear combination of the independent rows

,
Nj = Z aijNi
i=1
The vector y = NTu has components
Nlu

NQU

y=NTy= N,u

Nr+1u

Nyu
By substituting the expression for the dependent rows N;u, N7u can be decomposed as a linear

combination of the components of NTy
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— ~ -

Nlu
NQU
y=NTy = Nyu
22;1 ai(r+1)Niu

. ~
Zi:l ainNiu

This can be re-expressed by isolating the coefficients N;u as a linear combination of the proposed

basis vectors

_ - _ 0 - _ -
0
NTy = 0 Nlu—i— 0 N2u+... 1 Nru
A1 (r41) Q2(r41) Qlp(r41)
L A1p ] L Qop, i | Ay, |

Hence, every vector y € R(NT) can be written as a sum of the proposed basis vectors ¢;, as

follow -

NTU = Z CZ'<N¢U),

=1

where the row basis vectors ¢; € R™ have the form

Ui,

with d;; denoting the Kronecker delta (1 if j = i, 0 otherwise). This shows that R(NT) C
Span{cy, cs, ..., ¢, }. Since NThas rank r, dim(R(NT) = r. Because we have found r linearly
independent vectors {cy,...,c,} that span R(NT), the set is a basis. Alternatively, since each
¢iis a column of NTexpressed in the N7basis (or can be shown to be in the image of NT),
and since dim(Span{cy,...,c.}) = r = dim(R(NT)), the span must be equal to the row space,
proving that the set {ci,...,¢c.} is a basis.
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4.5.2.2 Algebraic graph theory

In a stoichiometric matrix, the coefficients of a row basis vector ¢; correspond algebraically
to linear combinations of independent rows of the stoichiometric matrix. Graph-theoretically,
this process is equivalent to identifying a transformation path from a substrate to a product
using only r independent reactions selected to form the column basis. However, identifying
such paths directly within a stoichiometric hypergraph is computationally challenging due to
the combinatorial complexity introduced by multi-species hyperedges. To address this, we use
the moiety transition graphs M (k), defined previously 4.3.4.

Let M(k) be one of the || moiety transition graphs defined in 4.3.4. Define the restricted
moiety transition subgraph M(k‘) C M(k) as the subgraph containing only the edges corres-
ponding to the independent reactions 3/)\ = {Yj,...,V;.} selected during column space basis

construction. For a given substrate-product pair s — ¢ in M(k;), define a directed path

Posi(k) = (e1,e2,...,¢) e; € M(F).

Each edge e; is an independent moiety transition in the path. We define a moiety path vector
pr € Z', where each entry corresponds to one of the ¢ independent moiety transitions selected

for the column space. It is given by

1 if the jth independent moiety transition is traversed in the forward direction,
p;(k) = ¢ —1 if traversed in the reverse direction,

0 otherwise.

We now define the moiety path matrix P € Z%%', where each row is a moiety path vector
pr constructed from a moiety transition path, and each column corresponds to one of the ¢
independent moiety transitions. To map each constructed moiety path to the corresponding
reaction hyperedge in the stoichiometric hypergraph, we define the following matrices. Let A €
{0,1}"*9 be a matrix that maps each moiety path to its corresponding reaction );. Each row of
A corresponds to a reaction and each column corresponds to a moiety path. Let F € {0, 1}"*"
be a matrix that maps each independent moiety transition to each independent reaction. Let
B € {0,1}"1l be a matrix that maps each independent reaction to each moiety graph. Then

the full-row basis

C = APFdiag *(B"1),

where 1 € RVl is a vector of ones. This matrix C is identical to the algebraically constructed
row basis, and thus the graph-theoretic and algebraic approaches to constructing R(NT) are

equivalent.
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4.5.2.3 Biochemical interpretation in general

The row space R(NT) of the stoichiometric matrix N € Z™*™ represents the space in which
changes in metabolite concentrations contribute to flux rates. It contains all feasible net flux
distributions that are consistent with moiety conservation under steady-state conditions. Each
row basis vector ¢; corresponds to a transformation path, indicating how conserved moieties
are redistributed between molecular species. To construct a biologically meaningful basis for
R(NT), we use independent paths in moiety transition graphs. Each path from substrate to
product defines a row vector in R(NT), with entries representing the contribution of indi-
vidual reactions to the overall concentration change. These vectors link algebraic structure
to the conservation of chemical functionality within the network. This formulation clarifies
how moiety-level transformations underlie the net flux behaviour of the system. Rather than
treating the row space as an abstract linear space, the graph-based basis highlights the stoi-
chiometrically valid, conserved transformations through which flux propagates. In doing so, it
offers a biologically interpretable characterisation of steady-state behaviour, grounded in moiety

structure and reaction connectivity.

4.5.2.4 Biochemical example

Figure 4.6 illustrates the independent paths from each substrate (source) to each product
(target) for each moiety transition in the spanning forest of the moiety transition graphs. Each
path represents distinct moiety transitions through independent reactions, forming a minimal
path that connects conserved moiety instances across molecular species. Let A € {0,1}3*¢
represent the matrix that maps each reaction of the network represented in 4.4 to each moiety
path of the network represented in 4.6. Each row corresponds to a reaction, and each column

corresponds to a moiety path.

=
[\

AT .=

cooco~r~<
cor~r oo
——oocoof

Let P € Z5 denote the moiety path matrix, where each row corresponds to a moiety

transition, and each column corresponds to an independent moiety path derived from a spanning

tree.
& & & &
1 0 0 0 | Li(cit) = Ly(icit)
p._ -1 0 1 0 Lq(icit) — Ly(cisa)
o 0 -1 0 1 Ly(icit) — La(h20)
0O 0 1 0 Ly(cit) — Lq(cisa)
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Let F' € {0, 1}5%2denote the matrix that maps each moiety transition to the two independent,
reactions V; and )s.

Vi Vs
1 0 &
F = 1 0 &y
0 1 &
0 1 Ee
Then the product APF' gives
2
APF = | -2 2
0

Let B € {0,1}?*2 represent the matrix that maps each reaction to its moiety graph

Vi Vs

11 L
-l 11 %

diag™'(B"1) = [

O N
wi= O
| I

Finally, we compute the row basis matrix

C = APFdiag '(B"1)

2 0], .
=] -2 2 > ]
0 1
| 0 2 2
"o
= -11
So, the row space of N is the span of two vectors
1 0
R(NT) = span —1 |icit, | 1 | h2o/cisa
0 1

4.5.3 Null space
4.5.3.1 Linear algebra
The null space of N, denoted N (N), is defined as the set of all vectors v € R™ such that
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% 5 \ /'__. L

{ Lieity Lorgicity |, Liseity Lo ity { Lty Lol
Lgeity | —' : J-__I Loy ' Lo i Losgeiy I'-. Lz_(cit) ' - L%‘;m
| \Lonza) | "o L Eanzoy |
NEL Rt
, oy N /.-" i \ ./___.-— \
(Eeay) | | Lresa) | | Lyoisa) |

Figure 4.6: Independent pathways in spanning forest of moiety transition graph. The stoichiometric
hypergraph is decomposed into two independent reactions, ); and Vs, with pathways from substrates to products
represented through moiety transition graphs that assign specific coefficients to indicate the contribution of each
reaction to the overall pathway. For ), the transition from substrate cit to product icit involves two moiety
transitions: Lj(cit) to Ly (icit) with coefficient 1 (moiety transition £;) and Y3 with coefficient 0, representing
the simplest path from cit to icit solely through Y (moiety transition &). For )s, with substrates icit and
products cisa and h20, two moiety transitions occur: from Lj(icit) to Li(cisa) , contributed by Yy and Vs with
coefficients —1 and 1, respectively, and from Lo(cit) to La(h20), similarly contributed by Y with —1 and )
with 1. Finally, Y5 is split into two moiety transitions: from Li(cit) to L;(cisa) with Y5 contributing 1 and
Yicontributing 0, and from Lo(cit) to La(h20), where only Y5 contributes 1 and Yy is 0. This decomposition
shows each independent reaction forming the basis of the pathway, with each moiety transition capturing the
smallest path from source to target within the network, effectively representing the structure of the network’s
column space in the stoichiometric matrix.
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Nv = 0.

This space consists of all reaction flux vectors that result in no net production or consumption

of molecular species. The dimension of the null space is given by

dimN (N) = n — rank(NV).

The null space can be understood algebraically as the set of steady-state solutions of the
network, i.e., solutions v to the differential equation
dc
— = Nv(c) =0
= Nufe) =0,
where v is a vector of reaction rates. This implies that in steady-state, the concentration vector

¢ remains constant over time.

4.5.3.2 Algebraic graph theory: fundamental cycles in moiety transition graphs

To characterise the null space, we use fundamental cycles within a moiety transition graph
M(k). Each cycle in M(k) corresponds to a distinct closed loop path through a moiety trans-
ition between moiety instances with different molecular species labels. From section 4.5.1, we
recall that each independent reaction in the basis of the column space mapped to the cor-
responding moiety transition edge in a primary moiety transition graph forms an edge in a
spanning tree 7 (k) C M(k). Applying the basis cycle theorem to each moiety transition
graph, every edge (chord) not in the spanning tree forms a unique fundamental cycle when
added to T (k). Let C(k) = M(k) \ T (k) denote the set of chords in the kth moiety transition
graph. For each cycle C(k), define a cycle vector u;(k) by

1 if moiety transition Y;(k)is traversed forward in C(k),
uj(k) = ¢ —1 if moiety transition Y;(k)is traversed backward in C(k),
0  if moiety transition );(k) is not in C(k).

We construct a matrix U € Z2%4¢

, where each column is a cycle in a moiety graph. To map these
cycles from each moiety graph to the reaction hypergraph, we define the following mappings.
Let D € {0,1}"*% matrix that maps each moiety transition (edge) to its corresponding reaction
(hyperedge). Let G € {0,1}9* be a matrix that maps each cycle to an edge label-preserving
isomorphism class. Let Y € {0,1}"*¢ be a matrix that maps each primary cycle to each

reaction. Then

K = diag ' (Y"1)DUG,

maps cycle vectors in the moiety transition graphs to their corresponding hypercycles in the
stoichiometric hypergraph. This ensures that NK = 0, thus providing a graph-theoretically

grounded basis for the null space of the stoichiometric matrix.
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4.5.3.3 Biochemical interpretation

In the context of biochemical networks, the null space N'(N) is all flux distributions that
preserve mass balance, i.e., steady-state configurations where the accumulation of each species
is zero. Each basis vector u € N(N) corresponds to a closed biochemical cycle, a set of
reactions in which reactants and products are internally recycled without any net input or
output. The use of moiety transition graphs enables a more detailed interpretation. Each
fundamental cycle captures how specific conserved moieties flow through the network, and
how molecular substructures are recycled. The mapping DUGdiag *(YT1), from moiety-level
cycles back to the reaction network, reveals the precise reaction mechanisms that maintain these
conservation properties. This approach provides both an algebraic and structural explanation
for thermodynamic consistency and metabolic robustness, linking mathematical concepts of the

null space to concrete biochemical phenomena.

4.5.3.4 Biochemical example

Figure 4.7 illustrates the fundamental cycles within the moiety transition graphs by adding
the dependent reaction ),. This reaction contributes additional moiety transitions that close
fundamental cycles within the graphs, forming a basis for the null space of the stoichiometric
matrix. Each cycle is represented by the matrix U € Z5%3 where each column corresponds to
a cycle, and each row corresponds to a moiety transition 7;, the entries indicate the direction
of each transition within a cycle, positive for forward traversal, negative for reverse traversal,

and zero for absence.

C, G
10 &
1 0 &
10 Es
U= 0 1 &
0 1 Es
0 -1 Es

The matrix D € {0,1}**% maps each moiety transition to its corresponding reaction )

& & & & & &

p_| 1 0 0 1 0 0 |
01 0 0 1 0 |W
0 0 1 0 0 1 |

The matrix G € {0,1}?*! maps each cycle to an isomorphism class (here both cycles belong

to the same class (M1, V2, Vs), (M1, V2, Vs))
1 Ta
¢= [ 1 ] C,
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Then the product DUG gives

100
diag”'(Y'1)= |0 1 0
00 3
Then
1
K= 1
~1

This matrix K € Z3! span the null space of N, satisfying NK = 0, which confirms that
the cycle represented in K does not alter the net concentration of any species, reinforcing the

conservation principles embedded within the reaction network.

Vi Vo W3
0 1 1

-1 0 -1 1
NE = 1 -1 0 1 B
0 1 1 -1

4.5.4 Left null space

o O OO

Here, we formalise the relationship between the left null space of the stoichiometric matrix

and the conservation laws in biochemical networks.

4.5.4.1 Linear algebra

The left null space of N, denoted N (NT), is defined as the subspace

N(NT) = {t e R"|NT¢ = 0}.

This space captures all linear combinations of species that remain invariant under all reactions
in the network. The dimension of N'(NT) is m — r, representing the number of independent
conservation relationships. A basis for this space is given by rows of the matrix L € Z;"S_T)Xm,
called the conserved moiety matrix, such that
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Figure 4.7: Fundamental cycles of moiety transition graphs. In the network, two independent conserved
moieties, represented by the vectors Ly and Lo , each form a fundamental cycle within the moiety transition
graph. For the first cycle, corresponding to conserved moiety L, the pathway follows: from L;(cit) to Ly (icit))
with a coefficient of 1, as it aligns with the moiety transition’s direction; from Lj(icit) to Li(cisa) with a
coefficient of 1 for the same reason; and from Lj(cisa) back to Lq(cit) with a coefficient of —1, indicating an
opposite direction. Similarly, the second cycle, for conserved moiety Lo, proceeds from Ls(cit) to Lo (icit) with
a coefficient of 1, from Lsy(icit) to La(h20) with 1, and from Ls(h20) back to Lo(cit) with —1. A positive
coefficient indicates alignment with the direction of the moiety transition, while a negative coefficient indicates
the opposite direction.

LN = 0.

Each row of L corresponds to a conserved quantity, a specific molecular substructure (moiety)

whose total amount remains unchanged across all reactions.

4.5.4.2 Algebraic graph theory

The conserved moiety matrix L can be derived from the moiety transition graph M(X,E,H, A).
Each vertex in M corresponds to a conserved moiety, and each edge is a transition of the moiety
between reactant and product species. Each connected component of M identifies a unique
conserved moiety. To construct L from moiety transition graphs and map it back to the stoi-
chiometric matrix, we introduce two intermediate matrices. Let A € {0,1}(™~)*2 be a matrix
that maps each of the (m — r) moiety transition graphs to their ¢ moiety instances. Let
E € {0,1}7"be a matrix that maps each moiety instance to the corresponding metabolite.

Then, the conserved moiety matrix is given by

L=AF.

Each row of the matrix L is constructed such that

L;N=0foralli=1,...,m—r.

116



Chapter 4. Graph-theoretic interpretation of fundamental subspaces in biochemical networks

The orthogonality condition LN = 0 guarantees that the sum of instances of each conserved
moiety is invariant under all reactions in the network. The entries of L are non-negative integers,
reflecting the exact count of atoms or functional groups conserved in each moiety. The moiety
transition graph M provides a visual representation of how conserved moieties flow through
the network. Each connected component in M corresponds to a distinct conserved moiety,
and the edges represent transitions between species that preserve the moiety. This graph-
theoretical interpretation links the structural properties of the moiety transition graph to the
algebraic properties of the stoichiometric matrix, providing a clear and intuitive understanding

of conservation laws in biochemical networks.

4.5.4.3 Biochemical interpretation

The left null space, defined by L, provides a mathematically rigorous and biologically mean-
ingful framework for understanding conservation in biochemical networks. Unlike established
algebraic approaches, which often yield abstract conservation laws, the moiety transition graph
links conservation relationships directly to physical molecular structures. Specifically, each row
of L corresponds to a distinct conserved moiety, represented by a connected component in the
moiety transition graph. Cycles in the graph highlight dependencies among conserved moi-
eties, revealing how conservation laws are interrelated. The orthogonality condition LN = 0
ensures that no reaction in the network can alter the total amount of any conserved moiety.
This approach not only simplifies the identification of conservation laws but also enhances their

interpretability by connecting them to the underlying molecular topology of the network.

4.5.4.4 Biochemical example
The conserved moiety matrix corresponding to Figure 4.4 is
h2o0 cit icit cisa
I 1 1 1 0 Ly
0 1 1 1 Loy
The first and second conserved moiety vectors, L; and Lo correspond to two isomorphism

classes (green and yellow) in Figure 4.4. The invariance of the number of moieties with respect

to each reaction is illustrated with

Vi Vo s

h2o0 «cit icit cisa 0 1 1
Ive b 1 1 1 0 10 -1 | _[ 0
Lo 0 1 1 1 1 -1 0 0

0 1 1

The orthogonality of the left null space vectors with respect to the column space vectors is
demonstrated by the condition L - C' = 0.
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Vi s
h2o[m] cit[m] icit[m] cisa|m)] 0 1
L 1 1 1 0 -1 -1 | _[ 00
Lo= Lz[ 0 1 1 1 ] 1o |0 0]
0 1

where L is the conserved moiety matrix. This condition ensures that the total quantity of
each conserved moiety remains unchanged across all reactions. The reacting moiety matrix C'
thus provides a biologically interpretable basis for the column space, capturing the essential

transformation in the network.

4.6 Discussion

This work introduced a graph-theoretic framework for interpreting the four fundamental
subspaces of the stoichiometric matrix of a biochemical network. By mapping algebraic struc-
tures onto moiety transition graphs, we offered a biologically grounded and mathematically

rigorous perspective that complements existing stoichiometric approaches.

Biochemical networks and graph-theoretic structure

Established methods for analysing a stoichiometric matrix rely on linear algebra but of-
ten lack direct biological interpretation, particularly when basis vectors contain non-integer
or negative values. In this work, we addressed this limitation by decomposing stoichiometric
hypergraphs into moiety transition graphs. Each moiety transition graph captures the redis-
tribution of a conserved moiety across reactions and serves as the structural foundation for
interpreting the subspaces of the stoichiometric matrix. This decomposition enables a direct
correspondence between molecular structure and algebraic subspace, enhancing interpretabil-
ity and aligning with known biochemical mechanisms. Figure 4.1 summarises this approach,
illustrating the multi-scale transformation from a stoichiometric hypergraph to a set of moiety
transition graphs. The resulting structure supports a consistent graph-theoretic interpretation

of fluxes, conservation laws, and reaction pathways.

Interpretation of the four subspaces

Each of the four fundamental subspaces was analysed in terms of moiety transition graphs,
establishing a direct correspondence between algebraic properties and biochemical interpreta-
tion.

The column space is all flux distributions that are consistent with mass balance and can be
realised by the network. Graph-theoretically, this space aligns with the cut space of the moiety
transition graph. Independent reactions, identified via spanning trees, define the smallest set
of moiety transformations sufficient to describe the network’s full flux capabilities.

The row space comprises all linear combinations of species concentration changes that con-
tribute to the reaction flux. In the moiety transition graph, this is associated with the cocycle

space, which reflects divergence constraints ensuring that the flux of conserved moieties remains
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balanced across the network.

The null space of the stoichiometric matrix describes steady-state flux distributions that
do not lead to net changes in metabolite concentrations. In the moiety transition graph, this
corresponds to fundamental cycles, closed-loop pathways in which conserved moieties circulate
through the network without net consumption or production. A cycle basis matrix captures a
minimal, independent set of these cycles.

The left null space defines the set of conserved moiety pools, quantities that remain constant
across all reactions regardless of the flux configuration. Each basis vector in this subspace
corresponds to a distinct moiety conservation law.

These relationships are foundational to spectral graph theory, where eigenvalues and eigen-

vectors of graph-related matrices further characterise network robustness and connectivity.

Basis selection and optimisation

The current framework illustrates how independent reactions can be chosen to span the
column space; however, the selection of a basis is not unique. In future research, as more
biochemical data becomes available, this selection could be optimised by assigning weights to
moiety transitions, such as those that reflect thermodynamic constraints or biological signific-
ance. By incorporating these weights, the problem of selecting a basis could be redefined as a
minimum-weight spanning forest. This approach would provide a method to identify reaction
sets that are not only mathematically valid but also in alignment with specific biochemical

criteria.

Relevance to systems biology and metabolic engineering

This work provides tools for structural analysis of metabolic networks, with potential ap-
plications in metabolic engineering, synthetic biology, and model reduction. The ability to
interpret fluxes, conservation laws, and reaction dependencies using graph-based constructs
supports the rational design of metabolic pathways and the identification of bottlenecks and
redundancies.

The cycle-based interpretation of null space vectors can also inform thermodynamic feas-
ibility analysis and flux balance modelling, offering an alternative to purely constraint-based
methods.

Future directions

Several avenues remain open for further research. First, while this study focuses on steady-
state analysis, future work could extend the framework to dynamic systems by incorporating
time-dependent kinetics. Second, integrating machine learning with graph-theoretic methods
may facilitate the automated identification of conserved moieties, minimal cycles, or key sub-
networks in large-scale models. Third, the application of this framework to non-metabolic net-
works, such as signalling pathways or gene regulatory circuits, could reveal conserved patterns
in information processing across cellular systems. Finally, the incorporation of experimental

data, such as isotope labelling or proteomics, may validate the moiety structures and transition
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patterns identified computationally, bridging theory and experiment in the study of biochemical

networks.

4.7 Conclusion

In this work, we introduced a novel method that combines the fundamental theorem of lin-
ear algebra with graph-theoretic approaches to analyse biochemical networks. Specifically, we
demonstrated how the four fundamental subspaces can be mapped to moiety transition graphs,
enabling the classification of cyclic fluxes, independent reaction contributions, conservation
constraints, and conserved moiety pools. This approach provides a mathematically rigorous
framework for decomposing stoichiometric matrices into interpretable components, such as
spanning trees and cycles, which are essential for understanding the structural and functional
properties of metabolic networks (Fig 4.8). By integrating linear algebra with graph theory, our
method offers a biologically interpretable solution to the analysis of metabolic networks, ad-
dressing key challenges in systems biology. For instance, the identification of conserved moiety
pools and cyclic fluxes directly links to the thermodynamic and regulatory constraints govern-
ing metabolic pathways. This structured methodology not only enhances the interpretability
of network models but also facilitates the development of computational tools for metabolic
engineering, such as the design of optimal pathways and the identification of metabolic bottle-
necks. Looking ahead, future research should focus on extending this framework to larger and
more complex networks, incorporating dynamic and kinetic data to refine predictions. Addi-
tionally, the integration of experimental validation with computational insights will be critical
for advancing applications in synthetic biology and biotechnology. Our work lays a foundation
for bridging theoretical advancements with practical challenges in the analysis and engineering

of biochemical systems.
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Figure 4.8: Summary of the theoretical approach: From stoichiometric hypergraphs to moiety-based Graphs.

121



Bibliography

1]

[10]

[11]

B. L. Clarke. ‘Stoichiometric network analysis’ eng. In: Cell Biophysics 12 (1988),
pp- 237-253.

B. Palsson. Systems biology: properties of reconstructed networks. OCLC: ocm62421240.
Cambridge ; New York: Cambridge University Press, 2006.

P. F. Cook and W. Cleland. Enzyme Kinetics and Mechanism. en. 1st ed. Garland
Science, Mar. 2007.

C. Reder. ‘Metabolic control theory: A structural approach’ en. In: Journal of Theoret-
ical Biology 135.2 (Nov. 1988), pp. 175-201.

R. A. Alberty. ‘Calculation of Equilibrium Compositions of Large Systems of Biochem-
ical Reactions’. en. In: The Journal of Physical Chemistry B 104.19 (May 2000), pp. 4807—
4814.

E. Noor et al. ‘Consistent Estimation of Gibbs Energy Using Component Contributions’.
en. In: PLoS Computational Biology 9.7 (July 2013). Ed. by D. A. Beard, e1003098.

L. Wang, V. Upadhyay and C. D. Maranas. ‘dGPredictor: Automated fragmentation
method for metabolic reaction free energy prediction and de novo pathway design’. en.

In: PLOS Computational Biology 17.9 (Sept. 2021). Ed. by D. A. Beard, e1009448.

H. Haraldsdottir, I. Thiele and R. Fleming. ‘Quantitative Assignment of Reaction Direc-
tionality in a Multicompartmental Human Metabolic Reconstruction’ en. In: Biophysical
Journal 102.8 (Apr. 2012), pp. 1703-1711.

A. Kiimmel, S. Panke and M. Heinemann. ‘Systematic assignment of thermodynamic
constraints in metabolic network models’. en. In: BMC' Bioinformatics 7.1 (Dec. 2006),
p. 512.

J. Orth, I. Thiele and B. Palsson. ‘What is ux balance analysis?’ In: Nature biotechnology
28 (Mar. 2010), pp. 245-8.

D. Segre, D. Vitkup and G. M. Church. ‘Analysis of optimality in natural and perturbed
metabolic networks’. en. In: Proceedings of the National Academy of Sciences 99.23 (Nov.
2002), pp. 15112-15117.

R. Fleming et al. ‘A variational principle for computing nonequilibrium fluxes and po-
tentials in genome-scale biochemical networks’. en. In: Journal of Theoretical Biology
292 (Jan. 2012), pp. 71-77.

122



Bibliography

[13]

[14]

[15]

[16]

[17]

[18]

[19]

[20]

[21]

22]

[27]

28]

A. A. Desouki et al. ‘CycleFreeFlux: efficient removal of thermodynamically infeasible
loops from flux distributions’. en. In: Bioinformatics 31.13 (July 2015), pp. 2159-2165.

N. J. Higham. ‘Gaussian elimination’. en. In: Wiley Interdisciplinary Reviews: Compu-
tational Statistics 3.3 (May 2011), pp. 230-238.

G. Strang. Linear Algebra and Its Applications. en. Google-Books-1D: 9CaAAAACAAJ.
Thomson, Brooks/Cole, 2006.

A. Bjorck. ‘Numerics of Gram-Schmidt orthogonalization’. en. In: Linear Algebra and its
Applications 197-198 (Jan. 1994), pp. 297-316.

W. H. Ford. Numerical linear algebra with applications: using MATLAB. First edition.
OCLC: 0cn813210746. London, UK ; San Diego, CA, USA: Elsevier/AP, Academic Press

is an imprint of Elsevier, 2015.

D. Avis and K. Fukuda. ‘A pivoting algorithm for convex hulls and vertex enumeration
of arrangements and polyhedra’. en. In: Discrete & Computational Geometry 8.3 (1992),
pp- 295-313.

S. Schuster and T. Hofer. ‘Determining all extreme semi-positive conservation relations
in chemical reaction systems: a test criterion for conservativity’. en. In: Journal of the
Chemical Society, Faraday Transactions 87.16 (1991), pp. 2561-2566.

I. Famili and B. Palsson. ‘The Convex Basis of the Left Null Space of the Stoichiomet-
ric Matrix Leads to the Definition of Metabolically Meaningful Pools’. In: Biophysical
Journal 85.1 (2003), pp. 16-26.

H. S. Haraldsdéttir and R. M. T. Fleming. ‘Identification of Conserved Moieties in
Metabolic Networks by Graph Theoretical Analysis of Atom Transition Networks’. In:
PLOS Computational Biology 12.11 (2016), ¢1004999.

S. Ghaderi et al. ‘Structural conserved moiety splitting of a stoichiometric matrix’. en.
In: Journal of Theoretical Biology 499 (2020), p. 110276.

H. Rahou et al. Characterisation of conserved and reacting moieties in chemical reaction
networks. Version Number: 1. 2025.

N. Biggs. Algebraic Graph Theory. 2nd ed. Cambridge University Press, May 1974.

C. Godsil and G. Royle. Algebraic Graph Theory. Vol. 207. Graduate Texts in Mathem-
atics. New York, NY: Springer, 2001.

G. Kirchhoff. ‘Ueber die Auflésung der Gleichungen, auf welche man bei der Unter-
suchung der linearen Vertheilung galvanischer Stréme gefithrt wird’. en. In: Annalen der
Physik 148.12 (Jan. 1847), pp. 497-508.

S. Klamt, U.-U. Haus and F. Theis. ‘Hypergraphs and Cellular Networks’. en. In: PLOS
Computational Biology 5.5 (2009), e1000385.

G. A. Pavlopoulos et al. ‘Bipartite graphs in systems biology and medicine: a survey of

methods and applications’. en. In: GigaScience 7.4 (Apr. 2018), giy014.

123



Bibliography

[29]

[30]

A. S. Asratian, T. M. J. Denley and R. Haggkvist. Bipartite Graphs and their Ap-
plications. Cambridge Tracts in Mathematics. Cambridge: Cambridge University Press,
1998.

M. Mincheva and M. R. Roussel. ‘Graph-theoretic methods for the analysis of chem-
ical and biochemical networks. I. Multistability and oscillations in ordinary differential

equation models’. en. In: Journal of Mathematical Biology 55.1 (June 2007), pp. 61-86.

R. Diestel. Graph Theory. en. Vol. 173. Graduate Texts in Mathematics. Berlin, Heidel-
berg: Springer Berlin Heidelberg, 2017.

R. B. Bapat. Graphs and Matrices. en. Universitext. London: Springer, 2014.

L. R. Foulds. Graph theory applications. eng. 2., corr. print. Universitext. New York
Berlin Heidelberg: Springer, 1994.

J. L. Kennington and R. V. Helgason. Algorithms for network programming. New York:
Wiley, 1980.

124



Chapter 5

Splitting lumped reactions in
metabolic networks via sparse flux
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mitochondrial 3-oxidation
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Lumped reactions in genome-scale metabolic models reduce the biochemical resolution by
combining multiple enzymatic steps into single reactions, limiting the interpretability and mech-
anistic accuracy of model predictions. To address this, we present, implement, and evaluate
a computational method for reaction splitting based on Sparse Flux Balance Analysis, ap-
plicable to genome-scale metabolic reconstructions. Sparse Flux Balance identifies a minimal
subset of reactions that reproduces the overall stoichiometry of a lumped reaction under steady-
state flux constraints. When computational decomposition was not feasible, a complementary
manual curation strategy was employed to achieve complete splitting. We applied this com-
bined procedure to mitochondrial $-oxidation in the Recon3D model as a representative case
study, due to its cyclic enzymatic structure and the frequent use of lumped representations
in human metabolic models. The manual splitting of reactions led to the integration of 30
new metabolites and 73 new reactions, all evaluated for stoichiometric consistency, mass and
charge balance, and pathway connectivity. The proposed method helps improve the structural
granularity of genome-scale models and ensures the reproducibility of the findings and their

applicability in standard constraint-based modelling frameworks.

Keywords: Lumped reactions, sparse flux balance analysis.
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5.1 Introduction

The integration of high-throughput experimental techniques and omics data has signific-
antly advanced the analysis of cellular processes, particularly in understanding metabolic al-
terations that contribute to phenotypic diversity. Genome-scale metabolic reconstructions,
such as Recon3D [1], serve as crucial tools in systems biology, enabling the interpretation of
complex datasets by incorporating extensive genetic, biochemical, and metabolic information
[1, 2]. These models facilitate context-specific analyses of metabolic states across various cell
types and conditions, allowing one to explore intricate interactions and regulatory mechanisms
within metabolism [3, 4]. Moreover, the application of constraint-based modelling approaches
has been refined to analyse omics data, enhancing the understanding of metabolic responses
to drugs and environmental changes, thereby paving the way for personalised diagnostics and
therapeutic strategies [2]. The construction of high-quality genome-scale metabolic models is
typically achieved by applying established protocols involving initial model drafting, meticulous
manual curation, computational validation, and iterative refinement [5]. As models continue
to evolve, they are frequently updated or extended to reflect emerging biochemical knowledge
or to address specific research objectives, such as tissue-specific modelling [6], disease simu-
lation [7], and integration of multi-omics data [8]. In this ongoing process, compromises are
sometimes made, particularly when kinetic or structural information is incomplete [9]. To sim-
plify complex pathways or accommodate missing data, lumped reactions are often introduced
[10]. These reactions combine multiple enzymatic steps into a single composite transforma-
tion. While this can improve computational tractability, it also reduces biochemical detail [10,
11], obscures intermediate metabolites [12], and complicates atom mapping [13]. As a result,
lumped reactions limit mechanistic interpretability and constrain the predictive power of the
model [14]. To address these limitations, we present a computational method for reaction un-
lumping based on Sparse Flux Balance Analysis (Sparse FBA) [15], designed to split lumped
reactions into stoichiometrically consistent, biologically meaningful reaction sets. Sparse Flux
Balance Analysis identifies the minimal set of flux-carrying reactions that reproduces the overall
stoichiometry of a lumped reaction under steady-state constraints. Where automated decom-
position is insufficient, we apply a complementary manual curation strategy guided by known
biochemical pathways. We apply this method to mitochondrial B-oxidation [16], a subsystem
frequently affected by lumped reactions in genome-scale models. Although our initial motiva-
tion was to study medium-chain acyl-CoA dehydrogenase (MCAD) deficiency [17, 18, 19], an
inherited metabolic disorder that impairs fatty acid oxidation [20], we observed that fatty acid
metabolism more broadly contained a disproportionately high number of lumped reactions in
Recon3D [1]. This posed a challenge to the mechanistic modelling of diseases such as MCAD
and other inborn errors of metabolism. Splitting these reactions is therefore essential for en-
hancing the biochemical detail of the model and improving its clinical relevance. The refined
reconstruction presented in this study aims to improve model granularity and enable more de-
tailed and interpretable flux predictions. This enhancement supports broader applications in

biomedical research, including precision medicine and the study of metabolic disorders.
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This paper is organised as follows: Section 5.2 provides background on the challenges posed
by lumped reactions in genome-scale metabolic models, introduces relevant computational
tools and resources for model curation, and outlines the biological context of mitochondrial
B-oxidation. Section 5.3 presents our methodological framework, including the identification
of lumped reactions, their decomposition using Sparse Flux Balance Analysis, and a comple-
mentary manual curation strategy. It also details the integration of newly generated reactions
and metabolites into the Recon3D model, along with the validation steps used to ensure stoi-

chiometric and structural consistency.

5.2 Background

5.2.1 Challenges of using lumped reactions in metabolic models

A lumped reaction combines multiple enzymatic steps into a single reaction. Metabolic
reconstruction models often use lumped reactions to decrease the overall number of reactions,
especially when specific kinetic data is missing or some biochemical steps are not fully specified
[10, 12, 21]. This is especially common in the B-oxidation pathway [16], where several repetitive
cycles are grouped into one reaction with high stoichiometry numbers. However, this simpli-
fication can hide important details about individual reactions that are key to understanding

specific enzyme functions or the impacts of genetic mutations in the -oxidation pathway.

Loss of reaction-specific kinetics

Lumped reaction hides the specific behaviour and kinetics of each individual enzymatic step,
including reaction rates and enzyme activities. As a result, it becomes challenging to accurately
predict how metabolic pathways will function and adapt to different conditions. Consequently;,
these models become less effective and reliable, lacking the necessary detail to fully understand

the dynamics of the metabolic processes they are designed to represent [22].

Hidden intermediate compounds

Lumped models often ignore intermediate compounds that play vital roles in regulating
or signalling within cells. These intermediates are crucial as they can act as building blocks
for other important molecules or help control cellular processes through feedback mechanisms.
Omitting these compounds in models can lead to an insufficient understanding of how metabolic
pathways work. This oversight could also result in missing critical opportunities for developing

new treatments or optimising metabolic processes.

Challenges in atom mapping

Atom mapping is a method that tracks the path of atoms from reactants to products [13].
It allows for providing insights into reactions and metabolic changes. However, in lumped
reactions, where multiple biochemical steps are combined into a single reaction, it becomes
particularly challenging to predict the exact paths of atoms. This difficulty arises from the

inefficiency of existing atom mapping algorithms in handling such complex reactions. This
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poses a challenge for computational methods that rely on precise atom mapping, leading to
significant gaps in understanding the balance and energy dynamics of the metabolic pathways

being studied.

5.2.2 Computational tools and resources for model curation

The curation and refinement of genome-scale metabolic models rely on a combination of
computational frameworks, biochemical databases, and molecular identifier standards. Among
these, the COBRA Toolbox [23] is one of the most widely used software platforms for constraint-
based reconstruction and analysis. It provides functionalities for simulating flux distributions,
identifying reaction imbalances, checking network connectivity, and assessing metabolic model
performance. The toolbox is also instrumental in diagnosing structural issues in models, such as
blocked reactions or excessive stoichiometric coefficients, which are often indicative of lumped
or incomplete pathways.

To complement such simulation tools, curated models also draw from a range of biochemical
databases to support the accurate annotation of reactions and metabolites. Databases such as
VMH [7], Lipid Maps [24], and SwissLipids [25] provide reference data on metabolite identit-
ies, structures, charges, and sub-cellular localisations. These resources support consistency in
metabolite naming and facilitate reaction reconciliation across models. A specialised curation
tool, Constructor!, checks the balanced nature of reactions, identifies missing components, and
suggests potential corrections.

An important component of model curation and metabolite integration is the use of stand-
ardised chemical identifiers, such as InChl (International Chemical Identifier)[26] and SMILES
(Simplified Molecular Input Line Entry System)[27]. These text-based formats encode mo-
lecular structure in a machine-readable way and are essential for disambiguating metabolites
across biochemical resources. InChl captures molecular connectivity and stereochemistry in a
unique string format, while SMILES provides a compact representation based on graph tra-
versal . Both formats are widely used for database mapping, duplicate checking, and ensuring
chemical accuracy during model expansion.

These tools and resources form the computational and biochemical foundation for the model
refinement described in this study. Their specific roles and implementation in our approach are
detailed in the Methods section.

5.2.3 Fatty acid $-oxidation: A case study for reaction splitting

A brief overview of fatty acid structure and classification is provided in the supplementary
material (see Appendix B.2) to support the biochemical context of this case study. -oxidation
is a vital metabolic process where fatty acids are broken down to generate energy, primarily
occurring in the mitochondria of cells [28]. Initial processing of very-long-chain fatty acids takes
place in peroxisomes before they are moved to mitochondria for additional breakdown [29]. This

process includes cyclic cleavage of fatty acids, leading to the creation of acetyl-CoA, which then

Thttp://constructor.humanmetabolism.org/
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enters the citric acid cycle [28]. The first step in f-oxidation cycle is the oxidation step which
is catalysed by the acyl-CoA dehydrogenase enzyme. During this step, hydrogen atoms are
removed from the alpha and beta carbons of acyl-CoA, creating a double bond between these
carbons and producing trans-enoyl-CoA [30]. The enzyme uses FAD as a cofactor, which is
reduced to FADH2. The second step involves the hydration of transenoyl-CoA. Enoyl-CoA
hydratase catalyses the addition of a water molecule to the double bond of trans-enoyl-CoA,
converting it into L-3-hydroxyacyl-CoA [30]. This step adds a hydroxyl group to the beta
carbon, setting the stage for further oxidation. The third step is another oxidation process,
where L-3-hydroxyacyl-CoA is oxidised to 3-ketoacyl-CoA by hydroxyacyl-CoA dehydrogenase.
In this step, the hydroxyl group of L-3-hydroxyacyl-CoA is converted into a keto group, and
NAD+ is reduced to NADH, capturing high-energy electrons for use in the electron transport
chain [28]. The final step of the cycle, cleavage or thiolysis, involves the enzyme B-ketothiolase
(or acetyl-CoA acetyltransferase). This enzyme cleaves 3-ketoacyl-CoA, which then re-enters
the B-oxidation cycle. This process continues until the entire fatty acid chain in converted into

acetyl-CoA units (Figure 5.1). The overall reaction for one cycle of B-oxidation is
Cr-acyl-CoA+FAD+NAD ™4+ H,0+CoA — C,,_s-acyl-CoA+FAD Hy+NADH+H * +acetyl-CoA

Key enzymes in this pathway include acyl-CoA dehydrogenase, enoyl-coA hydratase, hydroxyacyl-
CoA dehydrogenase, and beta-ketothiolase, with essential cofactors being FAD, NAD+, and
CoA. The products of this metabolic pathway, particularly acetyl-CoA, enter the citric acid
cycle, while the electrons from FADH2 and NADH contribute to the electron transport chain,
leading to efficient ATP production. This mechanism underlines the critical role of 3-oxidation
in energy metabolism, especially during conditions such as fasting, adherence to low-carbohydrate

diets, or during extensive physical activity [28].

5.3 Methods

Here, we present a method for breaking down lumped reactions in metabolic networks to
create a more detailed and accurate model in Recon3D (Figure 5.2). Our approach involves
identifying lumped reactions in a generic model and then breaking them down into individual
steps using Sparse Flux Balance Analysis. If Sparse Flux Balance Analysis is not sufficient due
to the missing pathway of the reaction, we use manual techniques. We also explain how we
map metabolites and reactions into the Recon3D database, highlighting the challenges when
matches are not found. Reactions that could not initially be mapped or split are integrated
into Recon3D as new reactions after a thorough computational validation process to ensure
accuracy and relevance. We discuss the detailed methods used at each stage of this process,

from initial identification to final integration, providing a theoretical foundation and practical
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Figure 5.1: Schematic representation of the 3-oxidation pathway detailing the enzymatic steps involved
in the breakdown of fatty acyl-CoA into acetyl-CoA. The diagram highlights the role of FAD and NAD+ in the
sequential dehydrogenation processes and illustrates the cyclic nature of the pathway, with each cycle reducing
the fatty acyl chain by two carbon atoms until only acetyl-CoA remains

Lumped
reaction

Figure 5.2: Method overview. Flowchart illustrating the process for handling lumped reactions within a
generic metabolic model. The diagram details the steps from identifying a lumped reaction to its potential

splitting using Sparse Flux Balance Analysis, followed by manual intervention and computational validation
within the Recon3D framework.
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insights into our approach.

5.3.1 Computational splitting of lumped reactions using Sparse Flux

Balance Analysis

We computationally define lumped reactions as reactions with at least one stoichiometric
coefficient strictly greater than 2. As mentioned in section 5.2.1, the presence of numerous
lumped reactions in the fatty acid metabolism poses a lot of problems for modelling. Here,
we propose an approach to rapidly split those reactions in a fully automated fashion by using
sparse flux balance analysis. A key idea of this method is to extract a minimal set of a
reaction network composed of only composite reactions stoichiometrically equivalent to the
lumped reaction. Mathematically, for a metabolic network, flux balance analysis (FBA) may

be expressed as the problem [15]

min o,
v =0, (5.1)
<v <,

n

s.t.

IS

where S € R™*" is a stoichiometric matrix with m metabolites and n reactions, v € R" is the
flux vector, ¢ € R™ is the objective coefficient vector, v,v € R™ are the lower and upper bounds
on the fluxes.

Herein we use sparse flux balance analysis to predict a minimal number of active reactions,
consistent with an optimal objective derived from the result of the flux balance analysis problem.

Thus, sparse flux balance analysis requires a solution to the following problem

min vy,

st.  Sv=0, (5.2)
v<v<7v
v =p*.

Where p* € R represents an optimal objective value derived from any solutions to a flux balance
analysis (FBA) problem.

5.3.1.1 Implementation

We developed and implemented the methodology for splitting lumped reactions using sparse
flux balance analysis (sparse FBA) as part of the COBRA Toolbox. The algorithm takes as
input a stoichiometric matrix representing a metabolic network and a list of lumped reactions,
defined as non-transport reactions with at least one stoichiometric coefficient strictly greater
than two. Each lumped reaction is automatically decomposed into a stoichiometrically equival-
ent set of elementary reactions drawn from the same network by solving a sparse FBA problem

that minimises the number of active reactions under steady-state constraints, formulated as
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min ||v||, subject to Sv = 0, v < v < v, and ¢'v = p*, where S is the stoichiometric mat-
rix, v the flux vector, and p* the optimal objective value from standard flux balance analysis.
The implementation provided through the function splitLumpedReaction(model, rxnsList, ex-
cludedRxns, param, splitFully) automates the identification of lumped reactions, the iterative
solution of Sparse FBA problems, the exclusion of user-defined or external reactions, and the
output of stoichiometrically equivalent reaction mechanisms as tables and normalised flux distri-
butions. A complete tutorial, Identification of equivalent reaction sets using sparse flux balance
analysis, accompanies the implementation and demonstrates its application to the fatty acid
oxidation (FAO) subsystem of a human metabolic model, guiding users through solver config-
uration, model setup, execution of the function, and interpretation of the resulting decomposed
reaction sets (see Appendix C). The method is scalable to genome-scale networks and includes
extensive documentation and example datasets to ensure reproducibility and adaptation to

other metabolic systems.

5.3.2 Manual splitting of lumped reactions

When Sparse Flux Balance Analysis cannot adequately split reactions, manual methods are
used. The manual splitting of lumped reactions in our metabolic model involves a detailed
process where the main metabolite, typically a fatty acid with a specific number of carbons
and double bonds, is considered for B-oxidation. The procedure begins by identifying the main
fatty acid in the lumped reaction and applying the beta-oxidation pathway to deduce the next
fatty acid produced after one cycle of oxidation. This step effectively breaks down the lumped
reaction into a sequence of smaller, more detailed reactions, where the products are often
represented in a shortened format of fatty acids. Once the reactions are split, the next crucial
step is the mapping of these metabolites to the Virtual Metabolic Human database (VMH)
[7]. This involves converting the abbreviated name of the fatty acid to its common name and
finding the corresponding InChl key. The InChlI key serves as a unique identifier that allows us
to verify whether the metabolite is already listed in VMH. If the metabolite is not found, it is
added as a new entity within the database, and comprehensive data, including the metabolite
name, molecular formula, charge, InChl key, InChl string, references, and a confidence score,
are collected to enrich the detail and reliability of the database. For the reactions themselves,
after all metabolites are mapped to VMH, those incorporating new metabolites are designated
as new reactions within the model. We meticulously gather all pertinent information about
these reactions, such as name, stoichiometry, reversibility, and other parameters, to ensure a
robust and accurate representation within the metabolic network. Reactions involving already
existing metabolites are further analysed using the main metabolites as references to check for

the presence or absence of these reactions in the existing database framework.
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5.3.3 Integrating new metabolites and reactions into Recon3D

The integration of newly identified metabolites and reactions into the Recon3D metabolic model
is a crucial step following the splitting of lumped reactions. This ensures that the improvements
made to the model are accurately integrated into the wider context of human metabolism.

Alignment and standardisation: the integration begins by aligning the identifiers of
new metabolites and reactions with those used within the Recon3D framework. This alignment
often necessitates cross-referencing with multiple established biochemical databases such as
VMH, Lipid Maps, and Swiss Lipids to ensure consistency and accuracy in metabolite naming
and structural data.

Metabolite verification and nomenclature standardisation: Each new metabolite is
rigorously verified against existing database entries to confirm its identity and gather compre-
hensive biochemical data. This includes standardising the chemical structure of each metabolite
using the International Union of Pure and Applied Chemistry (IUPAC) naming and Simplified
Molecular Input Line Entry System (SMILES) notation. These steps are crucial for maintaining
consistency across the model and ensuring that all components are correctly represented.

Metabolite ID generating and chemical property calculation: Metabolite data is
sourced from comprehensive databases, and new metabolites are assigned unique identifiers.
This meticulous matching process helps integrate these new components seamlessly into the
model. Tools like Open Babel are used to convert molecular data files (MDL MOL files) into
InChlI strings and SMILES notations, which facilitates the calculation of molecular formulas
and charges. This detailed chemical property analysis enriches the biochemical detail of each
metabolite, enhancing the model’s utility for scientific research.

Reaction balancing and integration: Following the standardisation of metabolite data,
each new reaction is carefully examined for stoichiometric balance to ensure that the number of
atoms and charges aligns on both sides of the reaction equation. This balance is essential for the
accurate simulation of metabolic pathways and for maintaining the integrity of the metabolic

model.

5.3.4 Computational validation

Once new metabolites and reactions are integrated, they undergo a series of computational
validations to ensure they function correctly within the existing network. This validation pro-
cess involves checking the functionality of new pathways, assessing the impact of new reactions
on metabolic fluxes, and ensuring that the overall network coherence is maintained. These

validations help in fine-tuning the model to reflect true biological processes accurately.
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Lumped Reactions (378)

Unlumped Reactions (13165)

Figure 5.3: Distribution of lumped Versus unlumped reactions in Recon3D. The pie chart illustrates
the distributions of lumped and unlumped reactions in Recon3D. It reveals that the majority of reactions,
totalling 13165, are unlumped and represented individually. In contrast, 378 reactions represent lumped reac-
tions.

5.3.4.1 Validation Tests

The computational validation of the updated metabolic model includes several essential tests.
Mass and charge balance testing verifies that all reactions within the network conserve total
mass and charge, ensuring model accuracy and stability. Pathway connectivity analysis confirms
the seamless continuity of metabolic pathways, verifying that metabolic fluxes can effectively
flow from substrates to products without interruption. Functional validation ensures that
every newly introduced reaction integrates functionally within existing pathways, effectively

supporting metabolic fluxes without disrupting the integrity of the network.

5.4 Results

In the Recon3D metabolic model, 378 reactions were initially identified as lumped reactions
due to their high stoichiometric coefficients, reflecting multiple biochemical steps grouped into
single, summarised reactions (Fig. 5.3). These lumped reactions span various metabolic sub-
systems, with a significant proportion located within fatty acid $-oxidation pathways (Fig. 5.4).
Specifically, 50 lumped reactions were explicitly related to fatty acid oxidation, alongside others

related to transport, extracellular exchange, and miscellaneous processes.
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Figure 5.4: Subsystem distribution of lumped reactions.

Case study on the splitting of lumped reactions within the ACADM network

To clearly illustrate the process and impact of splitting lumped reactions, we focused on the
ACADM network as a representative case study. The ACADM (acyl-CoA dehydrogenase,
medium-chain) network refers to the subset of mitochondrial fatty acid B-oxidation pathways
associated with the ACADM gene?, which encodes the enzyme responsible for catalysing the
initial step of B-oxidation for medium-chain fatty acids (C6-C12). The ACADM network is
central to mitochondrial fatty acid metabolism and initially comprises 135 metabolites and 107
reactions, with 40 of these classified as lumped reactions. Structurally, this network is represen-
ted as a stoichiometric hypergraph, effectively visualising interactions between metabolites and
enzymatic reactions (Fig. 5.5). The stoichiometric matrix of the expanded ACADM network,

after reaction splitting, contains 164 metabolites, 133 reactions, and rank(N) = 123.

Sparse Flux Balance Analysis enabled the computational splitting of lumped fatty acid
oxidation reactions into distinct enzymatic steps, significantly increasing the resolution and
biological specificity of the network. Within the ACADM network, 16 lumped reactions were
successfully decomposed computationally. For instance, reaction FAOXC140, related to Myris-
toylCoA oxidation, was split into six detailed enzymatic steps, clearly tracing fatty acid short-
ening from MyristoylCoA (C14) down to AcetylCoA (C2) (Table 5.1). This reaction splitting
notably expanded the ACADM network, introducing 30 new metabolites and 73 new reactions.

https://www.vmh.life/#gene/34.1
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Figure 5.5: (a) The stoichiometric matrix of ACADM network. This stoichiometric matrix consists of 135 rows
(metabolites) and 107 columns (reactions). (b) Expanded ACADM stoichiometric matrix

Comprehensive details of these reactions and metabolites are documented in Supplementary

B.1.

Despite these advancements, certain reactions, particularly those involving unsaturated
fatty acids or complex biochemical intermediates, remained partially lumped due to their in-
herent biochemical complexity. Factors such as variable double bond positioning and multiple
oxidation states posed significant challenges. Consequently, the current Recon3D model still
retains some composite reactions, underscoring the ongoing limitations and the need for further

biochemical elucidation and computational refinement.

5.5 Discussion

Summary of results

The application of Sparse Flux Balance Analysis successfully improved the metabolic resolu-
tion of the Recon3D model by splitting lumped fatty acid B-oxidation reactions into distinct
enzymatic steps. This decomposition allowed the integration of 30 new metabolites and 73 new

reactions, significantly enhancing the detail and accuracy of the metabolic network. Compu-
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Table 5.1: Example of split of a lumped reaction of the ACADM network

l

Lumped reaction 1D

[

reaction equation

l

Beta Oxidation of
Long Chain Fatty Acid
FAOXC140

6CoA[m|+6h20[m]+6nad|m]+6 fad[m]+Tetradecanoyl —CoA[lm| — 7AcetylCoAlm|+6h|m]+6 fadh2[m]+6nadh[m],

List of 6 composite reactions predicted by the splitLumpedReaction function that split the lumped reaction (VmhID: FAOXC140)

Composite reaction ID

reaction equation

Fatty Acid Beta
Oxidation (C14->C12)

CoAlm| 4+ h2o[m] + nad[m] 4+ fad[m] + Tetradecanoyl — CoA[m] —
AcetylCoA[m] + h[m] + fadh2[m] + nadh[m] + Lauroyl — CoA[m],

FAOXC14C12m
HMR_ 3128 fad[m] + Tetradecanoyl — CoA[m] — fadh2[m] + (2F) — TetradecenoylCoenzymeA[m|,
r0720 h2o[m] + (2E) — TetradecenoylCoenzymeA[m] — (S) — 3 — Hydroxzytetradecanoyl — CoA[m],
r0718 (S) — 3 — Hydrozytetradecanoyl — CoA[m| + nad[m] — 3 — Ozotetradecanoyl — CoA[m] + h[m| 4+ nadh[m],
r0639 3 — Ozotetradecanoyl — CoA[m] + coa[m] — accoalm] + Lauroyl — CoA[m)],

Fatty Acid Beta
Oxidation (C12->C10)

CoA[m] 4+ h2o[m] + nad[m] + fad[m] + Lauroyl — CoA[m] —
AcetylCoA[m] + h[m] + fadh2[m] + nadh[m] + DecanoylCoA[m],

FAOXC12C10m
HMR,_ 3135 Lauroyl — CoAlm] + fad[m] — (2E) — Dodecenoyl — CoA[m| + fadh2[m],
r0660 (2E) — Dodecenoyl — CoA[m] + h2o[m| — (S) — 3 — Hydroxydodecanoyl — CoA[m],
r0722 (S) — 3 — Hydroxydodecanoyl — CoA[m| + nad[m] — 3 — Oxododecanoyl — CoA[m| + h[m] + nadh[m],
r0724 3 — Ozododecanoyl — CoA[m] + coa|m] — accoa[m] + Decanoyl — CoA[m)],

Fatty Acid Beta
Oxidation (C10->C8)

CoAlm| + h2o[m] + nad[m] 4+ fad[m] + Decanoyl — CoA[m| —
AcetylCoA[m] + h[m] + fadh2[m] + nadh[m] + OctanoylCoA[m],

FAOXC10C8m
HMR_ 3142 Decanoyl — CoA[m] + fadlm] — (2E) — Decenoyl — CoA[m] + fadh2[m],
r0728 (2E) — Decenoyl — CoA[m] + h2o[m| — (S) — Hydrozydecanoyl — CoAlm)|,
r0726 (S) — Hydrozydecanoyl — CoA[m] + nad[m] — 3 — Ozodecanoyl — CoA[m| + h[m] + nadh[m],
r0634 3 — Ozodecanoyl — CoA[m] + coa|m] — accoa[m| + Octanoyl — CoA[m],

Fatty Acid Beta
Oxidation (C8->C6)

CoA[m] 4+ h2o[m] + nad[m] + fad[m] + OctanoylCoA[m| —
AcetylCoA[m] + h[m] + fadh2[m] + nadh[m] + HexanoylCoA[m)|

FAOXC8C6m
HMR_ 3149 fad[m] 4+ Octanoyl — CoA[m] — fadh2[m] + (2E) — Octenoyl — CoA[m],
10731 h2o[m] + (2E) — Octenoyl — CoA[m] — (S) — Hydrozyoctanoyl — CoAlm),
r0730 (S) — Hydrozyoctanoyl — CoA[m] + nad[m] — h[m] + 3 — Ozooctanoyl — CoA[m] + nadh[m],
r0732 coa[m] + 3 — Ozooctanoyl — CoA[m| — accoa[m] + Hexanoyl — CoA[m],

Fatty Acid Beta
Oxidation (C6->C4)

CoA[m] 4+ h2o[m] + nad[m] + fad[m] + HexanoylCoA[m] —
AcetylCoA[m] + h[m] + fadh2[m] + nadh[m] + ButanoylCoA[m],

FAOXC6C4m
HMR,_ 3156 fad[m] + Hexzanoyl — CoAlm] — fadh2[m] + trans — 2 — Hexenoyl — CoA[m],
r0734 h2o[m] + trans — 2 — Hexzenoyl — CoA[m] — (S) — Hydrozyhezanoyl — CoA[m],
r0733 (S) — Hydrozyhexzanoyl — CoA[m] + nad[m] — h|m] + 3 — Ozohexanoyl — CoA[m] + nadh[m],
r0287 coa[m] + 3 — Ozohexanoyl — CoA[m] — accoalm| + Butyryl — CoA[m],

Fatty Acid Beta
Oxidation (C4->C2)

CoA[lm| + h2o[m] + nad[m] + fad[m] + Butyryl — CoA[m] — 2AcetylCoA[m| + h[m] + fadh2[m] + nadh[m].
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tational validation confirmed improvements in mass-charge balance, pathway connectivity, and

functional coherence, verifying the utility and effectiveness of the enhanced Recon3D model.

Splitting of lumped reactions at different levels

The splitting of lumped reactions can occur at various levels of biochemical detail. The primary
objective of splitting in the ACADM network was to facilitate accurate atom mapping for
each reaction. However, atom mapping was not achievable for reactions with a stoichiometric
coefficient of 6 due to their inherent complexity. Consequently, these reactions were split
by specifying individual cycles of 3-oxidation, as shown in Table 2. Each B-oxidation cycle
itself comprises four enzymatic steps catalysed by distinct enzymes. To achieve comprehensive
enzymatic-level resolution, each step of the B-oxidation cycle needs explicit specification, which
was not fully accomplished for all reactions in the ACADM network. Detailed organisation
and new representation of fatty acid oxidation pathways resulting from the splitting process

are provided in Supplementary Materials B.1.

Scalability and computational performance

The complexity of the Sparse Flux Balance Analysis based decomposition grows approximately
linearly with the number of reactions and metabolites in the network, because each lumped
reaction requires the solution of a sparse linear program of comparable size to the original
system. In practice, the approach scales efficiently to genome-scale networks containing several
thousand reactions. However, for very large models, the number of candidate reaction subsets
increases combinatorially, and computational time becomes dominated by the enumeration
of feasible flux distributions. This limitation can be mitigated through parallelisation or by

pre-screening reactions using stoichiometric coupling analysis.

Challenges of unidentified metabolites and reactions

One of the primary challenges highlighted in this work is the presence of unidentified meta-
bolites and reactions. The ability to split some lumped reactions computationally revealed
considerable gaps in current biochemical databases. These gaps restrict our ability to accur-
ately model certain pathways and reduce the reliability of model predictions, indicating the

need for comprehensive experimental characterisation of unknown metabolic components.
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Complexity of lipid metabolism

The inherent complexity of lipid metabolism presents significant modelling challenges. Some
metabolites within the model are represented generically as classes rather than specific mo-
lecules, making it challenging to precisely define all intermediate metabolites within certain
pathways. Additionally, the presence of R groups further complicates accurate metabolite spe-
cification and pathway reconstruction. Addressing these complexities will require enhanced
biochemical characterisation and targeted improvements in metabolite representation within

databases.

Limitations of using 2D molecular files

Another significant challenge arises from the use of 2D molecular structure files (2D MOL
files), which often lack detailed stereochemical information necessary to distinguish between
isomers and accurately characterise lipids. This limitation can lead to inaccuracies in metabolite
identification and representation, particularly when precise stereochemical detail is required
for robust metabolic modelling. Improved chemoinformatic tools and databases incorporating

accurate 3D structures could mitigate these issues.

Curation and reconstruction challenges

Metabolic model reconstruction is a meticulous and resource-intensive process, significantly
slowed by the manual verification of metabolites and reactions from various biochemical data-
bases. The manual curation of metabolic models is particularly demanding, labour-intensive,
and time-consuming. The integration of artificial intelligence (AI) tools into the reconstruc-
tion workflow could significantly streamline the process, automate complex tasks, and rapidly

enhance the completeness and accuracy of metabolic network reconstructions.

Challenges in Cross-Matching Metabolites

Cross-matching metabolites from different resources, particularly in the context of $-oxidation
pathways for fatty acids, presents significant challenges due to various factors [31]. Metabol-
ites can exist in different protonation states depending on the pH, leading to discrepancies,
as seen with protonated versus deprotonated forms of fatty acid-CoA derivatives. Tautomeric
forms of intermediates, such as enoyl-CoA and hydroxyacyl-CoA, can spontaneously intercon-
vert, complicating accurate identification and matching. Additionally, incorrect or missing
stereochemical information can cause mismatches, as precise stereochemistry is essential for

distinguishing intermediates like L-3-hydroxyacyl-CoA from D-3-hydroxyacyl-CoA forms. The
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presence of cis/trans isomers in unsaturated fatty acids, such as cis-A%-enoyl-CoA versus trans-
A2-enoyl-CoA, further complicates accurate cross-matching. Moreover, different databases may
use varying nomenclature or synonyms for fatty acid derivatives, such as octadecanoyl-CoA
versus stearoyl-CoA, potentially leading to errors. Metabolites with identical chemical formu-
las but distinct structures or positional isomerism, like different forms of unsaturated fatty
acyl-CoA intermediates, pose additional cross-referencing challenges. Lastly, incorrect or in-
consistent cross-references between databases, exemplified by misidentification of similar fatty
acid intermediates, can lead to substantial confusion. These challenges highlight the need for
advanced computational tools and standardised nomenclature to improve the accuracy and

reliability of metabolite cross-matching in metabolic modelling.

Need for enhanced computational tools

The encountered challenges underscore the necessity for advancements in computational meth-
ods and algorithms to better handle complex metabolic reactions. Current tools must evolve
to incorporate enzyme kinetics, regulatory mechanisms, and dynamic metabolic interactions
more effectively. Integrating advanced computational and machine learning techniques could

address current limitations, enhancing the accuracy and reliability of metabolic simulations.

Collaborative and Interdisciplinary Efforts

Establishing collaborative platforms for data sharing and collective analysis among bioinform-
aticians, systems biologists, enzymologists, and computational scientists is critical. Such collab-
orations can accelerate the development of comprehensive metabolic models, foster innovation,

and effectively address the complexity inherent in genome-scale metabolic modelling.

Future perspectives

Significant efforts are currently underway through extensive collaborations to release an en-
hanced and more accurate version of the Recon3D metabolic model, provisionally referred
to as ReconXKG Recon4IMD. This ambitious initiative aims to comprehensively replace all
lumped reactions with precisely defined composite reactions, detailing individual enzymatic
steps wherever possible. Achieving this goal would substantially elevate the model’s precision
and predictive power, ultimately facilitating more accurate biological insights and broadening
the scope of applications in biomedical research, disease modelling, precision medicine, and

therapeutic interventions.
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5.6 Conclusion

This study successfully applied sparse flux balance analysis to refine the ACADM network
within the Recon3D metabolic model, enhancing its granularity and predictive accuracy, par-
ticularly for fatty acid metabolism. When Sparse Flux Balance Analysis was unable to split
certain complex lumped reactions, manual splitting was employed, ensuring a comprehensive
refinement of the model. This dual approach of using both automated and manual methods
significantly improved the model utility for scientific research, confirming the effectiveness of
Sparse Flux Balance Analysis in metabolic modelling. The enhanced capability of the model
to accurately predict metabolic fluxes demonstrates its utility and sets the stage for further
expansions and methodological refinements. As we continue to integrate new data and refine
our computational approaches, this work paves the way for broader applications in biomed-
ical research, including personalised medicine and therapeutic development, underscoring the
potential of computational tools to deepen our understanding of human metabolism and its

implications for health and disease.

Acknowledgment

This paper is supported by European Union’s Horizon 2020 research and innovation program
under the Marie Sktodowska-Curie grant agreement PoLiMeR, No 812616 and the European
Union’s Horizon 2020 research and innovation program project RecondIMD (grant number

101080997).

Author Contribution

Hadjar Rahou, Conceptualisation, Formal analysis, Visualisation, Writing - review & edit-
ing; Ronan M.T. Fleming, Conceptualisation, Funding acquisition, Supervision, Validation,

Writing - original draft, review & editing.

141



Bibliography

1]

[10]

[11]

E. Brunk et al. ‘Recon3D enables a three-dimensional view of gene variation in human
metabolism’. eng. In: Nature Biotechnology 36.3 (Mar. 2018), pp. 272-281.

N. Cortese et al. ‘Applications of genome-scale metabolic models to the study of human

diseases: A systematic review’. en. In: Computer Methods and Programs in Biomedicine
256 (Nov. 2024), p. 108397.

N. Tomar and R. De. ‘A Comprehensive View on Metabolic Pathway Analysis Method-
ologies’. en. In: Current Bioinformatics 9.3 (2014), pp. 295-305.

J. Y. Ryu, H. U. Kim and S. Y. Lee. ‘Reconstruction of genome-scale human metabolic

models using omics data’. en. In: Integrative Biology 7.8 (Aug. 2015), pp. 859-868.

I. Thiele and B. @. Palsson. ‘A protocol for generating a high-quality genome-scale
metabolic reconstruction’. en. In: Nature Protocols 5.1 (2010), pp. 93-121.

J. L. Robinson et al. ‘An atlas of human metabolism’. en. In: Science Signaling 13.624
(Mar. 2020). ZSCC: NoCitationData[s0] Publisher: American Association for the Ad-

vancement of Science Section: Research Article.

A. Noronha et al. ‘The Virtual Metabolic Human database: integrating human and gut
microbiome metabolism with nutrition and disease’. en. In: Nucleic Acids Research 47.D1

(Jan. 2019), pp. D614-D624.
A. Zelezniak, S. Sheridan and K. R. Patil. ‘Contribution of Network Connectivity in

Determining the Relationship between Gene Expression and Metabolite Concentra-
tion Changes’. en. In: PLoS Computational Biology 10.4 (Apr. 2014). Ed. by V. Hatzi-
manikatis, e1003572.

N. Totis et al. ‘Overcoming the lack of kinetic information in biochemical reactions
networks’. en. In: ACM SIGMETRICS Performance Evaluation Review 44.4 (May 2017),
pp- 91-102.

B. E. Okeke and M. R. Roussel. ‘An Invariant-Manifold Approach to Lumping’ In:
Mathematical Modelling of Natural Phenomena 10.3 (2015). Ed. by D. Wunsch et al.,
pp- 149-167.

C. Brochot, J. Téth and F. Y. Bois. ‘Lumping in Pharmacokinetics’ en. In: Journal of
Pharmacokinetics and Pharmacodynamics 32.5-6 (Dec. 2005), pp. 719-736.

142



Bibliography

[12]

[13]

[14]

[15]

[16]

[17]

[18]

[19]

[20]

[21]

[24]

[25]

[26]

L. Seep, Z. Razaghi-Moghadam and Z. Nikoloski. ‘Reaction lumping in metabolic net-
works for application with thermodynamic metabolic flux analysis’ en. In: Scientific
Reports 11.1 (Apr. 2021), p. 8544.

G. A. Preciat Gonzalez et al. ‘Comparative evaluation of atom mapping algorithms for
balanced metabolic reactions: application to Recon 3D’ In: Journal of Cheminformatics
9.1 (June 2017), p. 39.

T. Turdnyi and A. S. Tomlin. ‘Reaction Pathway Analysis’ en. In: Analysis of Kinetic
Reaction Mechanisms. Berlin, Heidelberg: Springer Berlin Heidelberg, 2014, pp. 53-60.

J. Orth, I. Thiele and B. Palsson. ‘What is ux balance analysis?’ In: Nature biotechnology
28 (Mar. 2010), pp. 245-8.

A. Kumari. ‘Beta Oxidation of Fatty Acids’ en. In: Sweet Biochemistry. Elsevier, 2018,
pp- 17-19.

M. Kompare and W. B. Rizzo. ‘Mitochondrial Fatty-Acid Oxidation Disorders’. en. In:
Seminars in Pediatric Neurology. Advances in Clinical Genetics (Part IV) 15.3 (Sept.
2008), pp. 140-149.

J.-m. Zhu and Z. Yang. ‘[Study of the inborn errors of mitochondrial fatty acid beta-
oxidation deficiency|’. chi. In: Beijing Da Xue Xue Bao. Yi Xue Ban = Journal of Peking
University. Health Sciences 38.2 (Apr. 2006), pp. 214-217.

P. M. Coates. ‘Fatty acid metabolism in mitochondria: Defects and genetics’ en. In:

BioFactors 7.3 (Jan. 1998), pp. 201-202.

J. L. Merritt, M. Norris and S. Kanungo. ‘Fatty acid oxidation disorders’ In: Annals of
Translational Medicine 6.24 (Dec. 2018). ZSCC: 0000081.

T. J. Snowden, P. H. van der Graaf and M. J. Tindall. ‘Methods of Model Reduction
for Large-Scale Biological Systems: A Survey of Current Methods and Trends’. en. In:
Bulletin of Mathematical Biology 79.7 (July 2017), pp. 1449-1486.

S. Choudhury et al. ‘Reconstructing Kinetic Models for Dynamical Studies of Meta-
bolism using Generative Adversarial Networks’. en. In: Nature Machine Intelligence 4.8
(Aug. 2022), pp. 710-719.

L. Heirendt et al. ‘Creation and analysis of biochemical constraint-based models us-
ing the COBRA Toolbox v.3.0" en. In: Nature Protocols 14.3 (Mar. 2019). Number: 3
Publisher: Nature Publishing Group, pp. 639-702.

M. J. Conroy et al. ‘LIPID MAPS: update to databases and tools for the lipidomics
community’. en. In: Nucleic Acids Research 52.D1 (Jan. 2024), pp. D1677-D1682.

L. Aimo et al. ‘The SwissLipids knowledgebase for lipid biology’. en. In: Bioinformatics
31.17 (Sept. 2015), pp. 2860-2866.

S. R. Heller et al. ‘InChl, the IUPAC International Chemical Identifier’. en. In: Journal
of Cheminformatics 7.1 (Dec. 2015), p. 23.

143



Bibliography

[27]

28]

[29]

[30]

[31]

D. Weininger. ‘SMILES, a chemical language and information system. 1. Introduction to
methodology and encoding rules’ en. In: Journal of Chemical Information and Computer

Sciences 28.1 (Feb. 1988), pp. 31-36.

J. M. Berg et al. Biochemistry. eng. Ninth edition. New York: Macmillan International,
Higher Education, 2019.

R. Wanders et al. ‘Peroxisomes, lipid metabolism and lipotoxicity’. en. In: Biochimica
et Biophysica Acta (BBA) - Molecular and Cell Biology of Lipids 1801.3 (Mar. 2010),
pp. 272-280.

D. L. Nelson, M. M. Cox and D. L. Nelson. Lehninger principles of biochemistry. eng.
Ed. by A. L. Lehninger. Sixth edition. Basingstoke: Macmillan Higher Education, 2013.

T. Bernard et al. ‘Reconciliation of metabolites and biochemical reactions for metabolic
networks’. eng. In: Briefings in Bioinformatics 15.1 (Jan. 2014). ZSCC: 0000071, pp. 123
135.

144



Chapter 6

Preliminary application to
conserved-reacting moieties of
structural simplification of lipid

metabolism, limited to [3-oxidation

Hadjar Rahou!?, Ronan M. T. Fleming"?

1. School of Medicine, University of Galway, Ireland.
2. Digital Metabolic Twin Centre, University of Galway, Galway, Ireland.

Computational modelling of lipid metabolism remains a significant challenge for many lipid
classes, primarily due to the large size of lipid molecules and the intricate enzymatic activit-
ies involved. These molecules are too large to be effectively studied at the atomic level. A
conserved moiety refers to an atomic substructure that remains unchanged across all reac-
tions within a metabolic network. A reacting moiety denotes a set of reacting chemical bonds
between two instances of conserved moieties, which dissociate in at least one reaction within
the network. Here, we introduce a novel conserved-reacting moiety representation for metabolic
models, as developed and elaborated in our previous work. By using the conserved-reacting
moieties framework, we construct new models that simplify the structural representation of
lipids, thereby facilitating the study of lipid metabolism. For the first time, we propose a
conserved-reacting model for a metabolic network that is generated automatically based on the
interactions among all metabolites across multiple reactions. This representation provides an

effective means to address the combinatorial complexity inherent in lipid metabolism.
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6.1 Introduction

Biochemical networks, such as those involved in metabolism, signalling, and gene regulation,
consist of numerous biochemical reactions catalysed by various enzymes and affected by diverse
conditions. Each component in these networks, whether it is a molecule, gene, or protein, has
the potential to interact with multiple other components in multiple ways. For instance, a single
enzyme in a metabolic pathway might catalyse reactions involving many different substrates,
each leading to various products. When considering more substrates, enzymes, and reactions,
the potential interactions within the network increase exponentially. Modelling such complex
systems is challenging. Established computational models that attempt to detail every possible
interaction explicitly become inefficient and often impractical as the size of the data and the
complexity of interactions increase. This combinatorial explosion also complicates the data
analysis and visualisation, making it challenging to derive meaningful biological insights. Thus,
a well-established computational method that can simplify and accurately predict complex

biological systems is necessary.

Problem statement

The stoichiometric network analysis of biochemical reaction systems is a powerful approach
to understanding biochemical networks. A metabolic network with m metabolites and n stoi-
chiometrically consistent reactions can be represented as a hypergraph where nodes represent
metabolites and hyperedges represent reactions. The incidence matrix of a metabolic hyper-
graph is known as a stoichiometric matrix and is typically denoted by N € R™*". In certain
situations, the number of possible combinations of metabolites involved in reactions increases
in size. For example, mammalian cells contain thousands of different lipids, and the enzymes
of lipid metabolism are often promiscuous, accepting many different fatty acid species as sub-
strates, leading to a combinatorial explosion of the number of lipid species and lipid reactions.
If each of these species and reactions is mechanistically modelled explicitly as distinct nodes
and hyperedges, this dramatically increasing the magnitude of m and n, and therefore N.
This leads to several challenges, including computational intractability of established model-
ling approaches when applied to large hypergraphs. Therefore, we seek novel approaches to
model biochemical networks that mitigate the combinatorial explosion observed with explicit

mechanistic approaches.

Existing approaches to the reduction of combinatorial complexity

An overview of various computational approaches applied to biochemical reaction network
models, including simplification techniques such as conservation analysis, lumping methods,
and singular value decomposition-based model reduction, is provided in [1], with foundational
methods also discussed in [2][3][4]. Additionally, [5] introduced the "Netsplitter' computational
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approach, which partitions large biochemical networks into smaller subnetworks by balancing
local connectivity with global network insights. However, this method does not account for
the stoichiometric relationships inherent in metabolic networks, particularly regarding the con-
servation and transformation of atoms through reactions. In fact, most existing approaches
generally neglect detailed atomic-level information, leading to simplified representations that
may not adequately capture biochemical complexity and potentially exacerbating the combin-
atorial explosion. This limitation underscores the need for more advanced methods integrating
atom-level details, motivating our use of conserved and reacting moieties to achieve accurate

and computationally manageable representations of lipid metabolic networks.

Coarse grained representations in metabolic modelling

Coarse-grained (CG) approaches in metabolic modelling provide a practical means to reduce
the complexity of chemical networks, particularly in lipid metabolism, where the vast structural
diversity of lipid species poses significant computational challenges. Rather than focusing on
atomistic detail, CG models abstract molecular structures and reactions into simplified units
that retain essential chemical features while omitting inessential detail. This abstraction is
especially valuable for lipids, whose large size and combinatorial variability render traditional
atom-level modelling intractable. Our proposed conserved-reacting moiety framework follows
this principle by identifying and grouping recurring substructures (conserved moieties) and
characterising the chemically active parts of molecules (reacting moieties). This representation
enables the construction of simplified yet chemically meaningful metabolic models, which fa-
cilitate the automatic analysis of lipid reactions and reduce the dimensionality of the system

without compromising interpretability.

Coarse-grained models in lipid metabolism

Coarse-grained (CG) representations of lipid metabolism offer a simplified yet effective approach
for studying the structural properties of lipid bilayers. By systematically reducing the degrees
of freedom, and grouping atoms into larger interaction units, CG models achieve computational
efficiency gains of three to four orders of magnitude compared to atomistic models [6]. This
simplification enables the exploration of large-scale membrane systems while retaining essential
physical characteristics. Some CG approaches employ implicit solvent representations, where
solvent effects are embedded within lipid-lipid interactions, removing the need for explicit
solvent molecules and enhancing computational tractability [7]. These models successfully
reproduce key membrane properties, such as bending rigidity, area compressibility, and lateral
organisation, offering valuable insights into bilayer stability and mechanical behaviour [6, 8].
Furthermore, they are capable of capturing different lipid phases, such as bilayers and micelles,

highlighting their suitability for investigating structural variations under diverse conditions
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[6]. In lipid metabolism research, CG models are particularly well-suited for studying complex
membrane architectures, including lipid rafts and protein-lipid assemblies, which are essential
for understanding membrane organisation and function [7]. However, this level of abstraction
may omit specific molecular interactions that atomistic models can reveal, making the balance

between computational efficiency and structural detail a key consideration in their application.

6.1.1 Combinatorial explosion in lipid metabolism

Lipid metabolism is a fundamental aspect of biochemistry that involves complex pathways for
synthesising, breaking down, and distributing lipids in the body. These processes are essential
for maintaining cell structure, storing energy, and facilitating cell communication. Dysfunction
of lipid metabolism is related to serious health conditions such as obesity, diabetes, cardiovas-
cular diseases, and metabolic syndromes, highlighting its significance in medical research. In
recent years, computational systems biology has made significant advancements, especially in
analysing metabolic networks. Techniques have evolved to reconstruct these networks from
large amounts of genomic and biochemical data, enabling researchers to simulate and predict
metabolic behaviours under different conditions. These developments have been invaluable in
studying complex biological systems and driving progress in drug discovery and personalised
medicine. However, there are still notable challenges in the field, particularly with complex
networks like those involved in lipid metabolism. Lipid metabolism involves a large number of
enzyme-catalysed reactions. Most of these enzymes are promiscuous enzymes, leading to the
creation of a wide variety of chemical compounds [9], resulting in an explosion of the number
of lipid species and lipid metabolic reactions. This diversity poses a challenge for both ex-
perimental and computational studies. Current methods, such as stoichiometric networks and

ordinary differential equations, have not produced satisfactory results yet.

6.1.2 Aims

In this paper, we build on previous work [10] to present a method based on conserved and
reacting moieties to address the combinatorial explosion of lipid metabolism. This method
involves identifying conserved moieties, which are groups of atoms that remain unchanged across
all reactions within a network, and reacting moieties, which consist of chemical bonds between
pairs of conserved moieties that break apart in at least one chemical reaction in the network. We
apply this method to automatically create simplified models of biochemical networks. This will
help us simplify complex systems and provide a structural approach for modelling biochemical
complexities, particularly in lipid metabolism. To demonstrate and validate our approach, we
apply our methodology to a subnetwork from the -oxidation pathway, showcasing its practical
applications and effectiveness in real-world biochemical systems. This study aims to contribute

to the field of biochemical modelling by offering a moieties-based approach to understanding
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and representing the mechanisms of lipid metabolism, with broad implications for metabolic

engineering, therapeutic intervention, and systems biology.

6.2 Methods

6.2.1 Conserved-reacting moieties model

The atomic resolution approach offers a novel representation of biochemical networks through
the identification of conserved and reacting moieties. Conserved and reacting moieties, along
with their corresponding molecular structures, defined in terms of atoms and the bonds between
atom pairs, are described in detail elsewhere [10] and summarised in Figure 6.2. In this model,
each molecular graph is represented as a graph where nodes correspond to instances of conserved
moieties within a moiety transition graph, and edges represent reacting bonds within a reacting
bond graph. This configuration captures the interactions among conserved moiety instances
and details the transformations occurring at the bond level within each reaction. This optimised
model includes all necessary atomic-level information, facilitating a more detailed and accurate
study of biochemical systems. By applying this approach, we can effectively manage and
mitigate the challenges posed by the combinatorial explosion, providing a clearer insight into the
complex interactions that define metabolic pathways. Figure 6.1 illustrates the three resolution
levels of a biochemical network:

Metabolic Model: This level represents a resolution at the scale of metabolites and
reactions, capturing the overall flow and transformation of substances within the network.

Full Atom Model: This model provides a higher resolution that includes atoms, bonds,
atom transitions, and bond transitions, offering a detailed view of the molecular interactions
and structural changes.

Conserved-Reacting Moiety Model: At this level, the resolution focuses on conserved
and reacting moieties, which allows for an analysis based on the conservation and transformation

of specific groups of atoms within the network.

6.3 Results

6.3.1 Case study: saturated fatty acids

Consider a simple subset of fatty acid metabolism. It consists of 6 composite reactions and 14

metabolites given by
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reacting moiety model. The presented application allows for different resolutions of a biochemical network.
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Figure 6.2: Schematic overview of graph representation of a biochemical network.

where each row corresponds to a metabolite and each column corresponds to a reaction.
These chemical reactions lead to the production of acetyl-CoA (C2:0) from tetradecanoyl-CoA
(C14:0). The rank of the stoichiometric matrix is equal to 6, indicating that there are no
redundant or dependent reactions within this subset. For each involved metabolite, we cre-
ated a molecular graph where each node corresponds to an atom, and each edge represents
the chemical bond between these atoms. Each atom and bond is uniquely identified, spe-
cifying the metabolite and the tail and head atoms for each bond. These molecular graphs
collectively form a larger, disconnected graph encompassing 1116 nodes and 1154 edges, each
connected component representing a single metabolite. The generated atom transition multi-
graph from atom mapping results further illustrates the biochemical transformations, featuring
1116 nodes that correspond to each atom in the network and 2058 transitions illustrating the
movement of atoms from substrates to products. To elucidate the structural transformations
within the network, we outline four critical graphical representations; a conserved atom trans-
ition graph, a reacting atom transition graph, a conserved bond transition graph, and a reacting
bond transition graph. Each of these graphs offers a unique perspective on the conservation
and reactivity of molecular components within the metabolic reactions. The conserved atom
transition graph illustrates atoms that maintain their bonding relationships across reactions,
highlighting conserved structure within the network. The reacting atom transition graph shows
atoms that change bonding partners, indicating reaction sites and topological rearrangements.
The conserved bond transition graph captures bonds that are preserved across different reac-
tions, underscoring structural consistency. The reacting bond transition graph details the bonds

that break or form new connections in at least one reaction, reflecting the reactive character
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of biochemical transformations. Each of these graphs is associated with an incidence matrix,
as shown in Figure 6.3, which allows the connection between the topological properties of the

graph and its algebraic characteristics.
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Figure 6.3: Atom and Bond transition networks. Incidence Matrix ({ATM): Represents the full directed
Atom Transition Multigraph, showing all atom transitions between metabolites in the network. Conserved
Atom Graph (CAG): Displays the conserved atom transitions where atoms maintain their connectivity across
reactions. Reacting Atom Graph (RAG): Highlights the reacting atom transitions where atoms participate
in bond breaking or formation. Bond Transition Multigraph (dBTM): Shows the directed bond transitions,
representing bond changes in the network. Conserved Bond Graph (CBG): Depicts conserved bonds that
remain unchanged throughout the reactions. Reacting Bond Graph (RBG): Illustrates the transitions of bonds
that are either broken, formed, or altered during reactions.

We created two tables, one for broken bonds and another for formed bonds, to provide
detailed information about each reacting bond in the network. Our analysis reveals that the
network encountered a total of 72 broken bond transitions and 66 formed bond transitions. Each
reaction resulted in the breaking of 12 bonds and the formation of 11 bonds, as illustrated in
Figure 6.4.

The six reactions in the network use the same cofactors, resulting in consistent patterns
of reacting bonds. Specifically, Figure 6.6 indicates that on the substrate side, 2 bonds are
broken from H20, 3 from NAD, and 3 from FAD, while in the corresponding products, 2
bonds are formed in NADH, 3 in Acyl-CoA, and 4 in FADH2. Furthermore, an analysis of
the main metabolites in Figure 6.6 shows that in each reaction, 3 bonds are broken in the
main substrate metabolite, specifically one C-C bond and two C-H bonds. Conversely, for each
reaction, one bond is formed in the main product metabolite, consistently a C-H bond. These
transformations are efficiently illustrated in Figure 6.5, which provides a structured overview

of the bond transformations occurring within each reaction.
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Broken and Formed Bonds for Each Reactlon

Reactions

I Broken Bonds
I Formed Bonds

Number of Bonds

Figure 6.4: Number of broken and formed bonds for each reaction. In each reaction, the total number
of broken bonds is 12 for all the substrate, illustrated by red bars, and the total number of formed bonds is 11
for all product metabolites, illustrated by green bars.

'hese results can be represented in a matrix format, where each reaction is associated with a value of —1
for each broken bond and +1 for each formed bond. We identify the conserved moieties using
the approach outlined in [11, 10]. A conserved moiety is defined as a group of atoms that
follow identical paths through a metabolic network. Therefore, identifying conserved moieties
involves tracing the paths of individual atoms and determining which paths are identical. We
have identified 10 different isomorphism classes that define 10 different conserved moiety species.
Table 6.1 lists the names of moieties, their chemical formulas, and the metabolites containing
each moiety. The molecular structures of the main conserved moiety species (ls, l5, lg, lg, l19) are
represented in Figure 6.10a. Each conserved moiety species is represented in various metabolites
as specific instances, as illustrated in Figure 6.7. This demonstrates how the 14 chemical
compounds of the network can be reduced to a combination of 10 moieties. It is important to

understand here that this combination is automatically obtained.

A conserved moieties basis for the previously mentioned subset is given by
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Figure 6.5: Type of reacting bonds for each reaction. Each bar chart represents the breakdown of broken
and formed bonds in six different biochemical reactions, each labeled with the reaction ID. These charts highlight
the consistent involvement of certain bond types, notably C-H and C-C, which are frequently both broken and
formed, reflecting core changes within these reactions. Notably, the charts show a close balance between the
number of bonds broken and formed, emphasising mass and charge conservation, although discrepancies suggest
the possibility of unaccounted intermediate steps or side reactions.
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Analysis of the left null space matrix reveals that all the main metabolites (butyryl-CoA,

154



Number of Bonds

Number of Bonds

Chapter 6. Preliminary application to conserved-reacting moieties

Figure 6.6: Distribution of reacting bonds for each metabolite in each reaction. The number of times
each type of bond was formed or broken in each metabolite during each reaction. Each bond type is represented
by a unique colour. If a metabolite is a substrate in a reaction, it contains broken bonds, and if it is a product,
it contains formed bonds.

tetradecanoyl-CoA, octanoyl-CoA, lauroyl-CoA, decanoyl-CoA, hexanoyl-CoA) share conserved
moiety species lo, l5, lg, lg, and 1o, although with varying coefficients. After each reaction, the
main metabolite loses three instances of these conserved moieties. For example, tetradecanoyl-
CoA, which initially contains 7 instances of lg and lg and 6 instances of [l1g, is converted into
lauroyl-CoA after one reaction cycle. Lauroyl-CoA has 6 instances of lg and Iy and 5 instances
of l1p. In the subsequent cycle, decanoyl-CoA is produced with 5 instances of lg and ly and
4 instances of l1y. Table 6.1 lists the names of moieties, their chemical formulas, and the
metabolites containing each moiety. We can see here how the 14 chemical compounds of the
network can be reduced to a combination of 10 moieties. It is important to understand here
that this combination is automatically obtained. The nonnegative representation of the left
null space leads to a metabolically meaningful set of conservation relationships. The basis
corresponds to the conservation of quantities described in Table 6.1: [y, total hydrogen, this
moiety represents the conservation of hydrogen atom coupled to the conversion of a NAD
molecule via all the reactions, l5, total oxygen moiety, conserved in water and various acyl-CoAs,
I3, total hydrogen, this moiety represents the conservation of the hydrogen atom released from

the water molecule, Iy, total NAD moiety, the conserved NAD moiety is in the oxidised form
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