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Visual reasoning is a critical component of arti�cial intelligence that aims to understand,

interpret, and reason about complex visual content. It has an interdisciplinary nature

incorporating visual feature extraction and image generation from computer vision, lin-

guistic feature extraction and language generation from natural language processing,

and graph-based representation and semantic enrichment from knowledge representa-

tion and reasoning. Data-centric visual reasoning techniques often face limitations in

intuitively interpreting visual content due to the limited expressiveness and generalis-

ability of scene representations. We propose a knowledge-enhanced neurosymbolic visual

reasoning framework based on scene graph enrichment. This framework employs deep

learning techniques for object detection and relationship prediction in visual content to

generate scene graph representations, which are then re�ned and semantically enriched

using common sense knowledge extracted from a heterogeneous knowledge graph. The

enriched scene graphs are used in downstream visual reasoning tasks, including image

captioning, visual question answering and image generation. A comprehensive experi-

mental analysis on the standard datasets and evaluation benchmarks demonstrates con-

siderable improvement over existing state-of-the-art methods in terms of relationship

recall rate, image captioning quality, question answering accuracy and image generation

realism. The encouraging results validate the e�ectiveness of leveraging heterogeneous

common sense knowledge for enhanced scene understanding and visual reasoning.
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Chapter 1

Introduction

1.1 General Introduction

The past decade witnessed signi�cant advances in visual intelligence based on deep learn-

ing and multi-modal techniques. These techniques have revolutionised and democratised

solutions to basic vision tasks [1]. For instance, once a challenging problem, image clas-

si�cation achieved new heights of accuracy, with systems now capable of distinguishing

between �ne-grained categories such as species of birds or sub-genres of art. Similarly,

object detection systems have evolved beyond merely recognising a car in an image; they

can now identify speci�c models or even estimate their speed and trajectory in real-time

video streams. Image segmentation, another cornerstone of vision tasks, has progressed

from rudimentary foreground-background segregation to intricately segmenting every

object in crowded scenes, be it distinguishing individual spectators in a packed stadium

or identifying di�erent types of coral in an underwater photograph. However, despite

this progress, these advancements barely scratch the surface of scene understanding and

visual reasoning. Consider, for example, a picture of a family picnic. While basic vision

tasks can identify the people, the food items, and perhaps the brand of a soda can,

they might miss the deeper context, i.e. the potential interaction of a mother serving

her child, the evident bond between grandparents, or the anticipation of a dog eyeing

a sandwich. To achieve such high-level understanding and reasoning capabilities about

visual scenes, it becomes imperative to delve deeper into semantic and relational infor-

mation, focusing on the dynamics and interactions of the objects present. Therefore,

scene understanding and visual reasoning are not just about recognising objects but

about perceiving and interpreting the intricate web of relationships and surrounding

contexts. Figure 1.1 shows some examples of low-level vision tasks and high-level visual

reasoning tasks.

1
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Figure 1.1: Examples of low-level vision tasks and high-level visual reason-
ing tasks (Adapted from http://cs231n.stanford.edu/slides/2017/cs231n_2017_

lecture11.pdf and [2])

There is a growing trend toward neurosymbolic and knowledge-based methods for visual

understanding and reasoning to bridge the semantic and relational gap. The performance

of downstream tasks in visual understanding and reasoning depends on the quality and

expressiveness of the image representation. To this end, numerous attempts have been

made to explicitly and systematically capture the visual features and object interactions.

Scene graph, which models objects and their relationships in a structured and semanti-

cally grounded way, has become a widely used symbolic image representation [3]. The

Scene Graph Generation (SGG) process involves the detection and contextual analysis

of objects, attributes, and semantic relationships in a visual scene and constructing a

symbolic scene representation. The symbolic scene graphs serve as a foundation for

higher-level visual reasoning. Deep learning is integral to the task of SGG. Deep learn-

ing architectures, such as Convolutional Neural Networks (CNNs), Recurrent Neural

Networks (RNNs), and Graph Neural Networks (GNNs), can extract and understand

complex visual features, handle large volumes of unstructured data, and capture intri-

cate relationships between objects. These capabilities make deep learning essential for

processing and interpreting the complex visual data involved in SGG.
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Common sense knowledge is de�ned as \the information about events that occur in

time, about the e�ects of actions, about physical objects and how they are perceived,

and about their properties and relationships with one another" [4]. Essential for SGG

and visual reasoning, it �lls in the informational gaps within a scene, facilitating the

prediction and interpretation of complex interactions and relationships that might not be

directly observable or too diverse to be fully covered in training datasets. The infusion

of common sense knowledge through statistical and language priors and KGs aids in

comprehensively capturing the vast semantic space of potential object relationships in a

scene. This helps narrow down the gap between the limited training data and the vast

semantic space in SGG, enabling a more accurate and comprehensive representation of

relationships within a scene. It also expands the generalisability and applicability of

SGG and visual reasoning systems to a wider range of scenarios and tasks.

Neural techniques leverage complex computational models, such as deep neural networks,

known for their ability to learn from vast amounts of data. Symbolic techniques, on the

other hand, use logic and rules to represent knowledge and reasoning processes, empha-

sising interpretability and structured information processing. Neurosymbolic (NeSy)

integration in SGG techniques can be loosely or tightly coupled. In loose coupling, the

neural and symbolic components operate independently, interacting as needed, and focus

on distinct yet complementary tasks. Meanwhile, tight coupling deeply integrates sym-

bolic and neural components, either incorporating symbolic knowledge directly into the

neural network architecture or encoding it into the network's distributed representation.

The work presented in this thesis combines neural and symbolic approaches to jointly

leverage the e�cient learning capabilities of neural networks (in SGG and downstream

tasks) and the representational and reasoning power of symbolic approaches (in scene

representation and knowledge enrichment). The neural and symbolic components in

the proposed framework are loosely coupled as per the taxonomy of neurosymbolic ap-

proaches in [5, 6]. Contrary to tightly coupled neurosymbolic approaches, the neural and

symbolic components in this work operate in tandem to enhance collective performance

without directly a�ecting each other's internal parameters. The interdependence of the

neural and symbolic components is crucial for overall performance, i.e. the accuracy

of the predicted scene graph elements plays a crucial role in e�ectively enriching the

representation, ultimately impacting the performance of downstream reasoning tasks.

This type of neurosymbolic integration is weak but 
exible and e�ective, as depicted by

the state-of-the-art results. The utility of this work extends beyond visual reasoning.

For data spaces [7], enriched scene graphs integrated with common sense knowledge can

signi�cantly enhance the understanding and interoperability of diverse multimodal data

within decentralised data management systems. With their structured and semantically

rich representation, enriched scene graphs can also guide foundation models [8] to focus
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on speci�c objects and their spatial and relational dynamics within images for improved

visual comprehension in generating precise, context-aware responses.

1.2 Motivational Example

Consider the motivational example in Figure 1.2, showing a scene of a person's arms

emerging from the ocean. The traditional data-centric deep learning models, when

tasked with generating a scene graph representation of this image, might produce the

simple visual relationship: (arms , in, ocean ). This representation, while accurate,

lacks the depth of understanding necessary to infer the criticality of the situation.

What if the individual was in distress? The system can extract related facts and back-

ground knowledge by leveraging heterogeneous knowledge graphs that consolidate com-

mon sense knowledge. Triplets representing related facts and background knowledge,

such as(arms , part of, person), (person, capable of, drowning), and (drowning, at lo-

cation, ocean ), enrich the scene graph, enabling the system to deduce that the person

might be drowning and need immediate rescue.

Figure 1.2: Motivational Example

1.3 Research Challenges

This motivational example in the previous section highlights three research challenges

essential to the domain of scene understanding and visual reasoning:

1.3.1 Expressiveness

An expressive scene representation is required that enables a comprehensive understand-

ing of all objects and their interactions in the scene, as well as background knowledge
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about them to understand and interpret the scene at a high level. The challenge lies not

just in identifying visible entities, but in recognising their deeper semantic meanings,

associations, and potential implications. The scene representation method should be

able to infer that the arms, as a part of a person submerged in an ocean, might indicate

a life-threatening situation.

1.3.2 Generalisability

The vast number of possible combinations of objects and relationships in visual scenes

makes it challenging to collect su�cient training samples for every visual concept or

relationship in a scene. Therefore, the scene representation method should be able to

generalise to rare or unseen visual relationships. Imagine a scene similar to Figure 1.2

but at a bustling beach with multiple people, surfboards, and a lifeguard tower. The

relationships and entities increase exponentially. While the model might be trained to

recognise common objects like(person, on, surfboard) or (child, building, sandcastle),

how would it interpret more infrequent visuals, like a kite surfer far from the shore or a

person signalling for help? The challenge here is to ensure that the scene representation

technique can generalise beyond its training, capturing not just the common but also

the rare or unseen objects and relationships.

1.3.3 Reasoning

The main goal of scene representation is to leverage it to perform reasoning and un-

derstand and interpret the scene at a high level to perform downstream tasks such as

captioning, question answering, event processing, image retrieval, etc. In the motiva-

tional example, having recognised the potential distress of the person in the ocean, the

usefulness of the scene representation is tested when it is used for actionable reasoning.

For instance, if the system was tied to an alert mechanism on a lifeguard tower, could

it trigger an alarm? Or, if it was part of a beach surveillance system with a natural

language interface, could it answer the question, "Is anyone in danger?". Beyond mere

identi�cation, the challenge lies in leveraging the scene graph in visual reasoning frame-

works that can make deductions, anticipate needs, and even initiate actions based on

the visual input.
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1.4 Background and Related Work

This section provides an overview of the related works, challenges and gaps in neurosym-

bolic and knowledge-based methods for scene graph generation and visual reasoning.

1.4.1 Scene Graph Generation

High-level visual reasoning necessitates semantic and relational information, especially

concerning object interactions within scene representations. Recently, there has been a

surge in the adoption of knowledge-based and NeSy approaches for semantic scene repre-

sentation. The e�ectiveness of downstream visual reasoning tasks is largely dependent on

the expressiveness and quality of the semantic scene representation. Several e�orts have

been undertaken to capture visual features and object interactions in a systematic and

explicit manner. The scene graph, which structures objects and pairwise relationships in

a semantically-grounded manner, has emerged as a commonly used semantic scene rep-

resentation [3]. SGG comprises the detection and contextual analysis of objects, visual

relationships and attributes, leading to the construction of a symbolic representation of

the scene. The annotation quality and long-tailed distribution of relationship predicates

in crowd-sourced datasets severely impact the relationship prediction accuracy, espe-

cially for infrequent relationship predicates, and also limit the expressiveness of SGG.

In Visual Genome [2], for instance, the head of the distribution comprises highly generic

relationship predicates, such as \on", \has" and \in" etc. These relationship predicates

have limited signi�cance for visual understanding and reasoning because they cannot

completely and clearly express the actual visual relationships in the scene. For example,

the relationships (man, riding, bike) and (man, wearing, helmet) are more expressive as

compared to the relationships(man, on, bike) and (man, has, helmet). The complexity

of visual relationship prediction is further increased by the high variability in the visual

appearance of relationships across di�erent scenes and as a result of a huge number

of possible object-predicate triplet combinations. For example, the relationships(man,

holding, food), (man, holding, bat) and (man, holding, umbrella) have the same pred-

icate but a very di�erent appearance. To this end, several e�orts have been made to

address these problems by exploring new aspects of visual relationships, such as saliency

[9] and heterophily [10]. In addition, cutting-edge techniques such as knowledge transfer

[11], self-supervised learning [12], zero-shot learning [13], counterfactual analysis [14]

and linguistic supervision [15] have been employed. Foundation models have been re-

cently used to enhance semantic understanding [16], address semantic oversimpli�cation

[17], and enable the generation of local scene graphs without labelled supervision [18]

in scene graph generation and visual reasoning. However, the performance of SGG is
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still far from practical and needs signi�cant improvement in accuracy, robustness and

expressiveness. The literature on SGG is reviewed in detail in Chapters 2 and 3.

1.4.2 Scene Graph-based Visual Reasoning

Scene graphs are widely utilised in image captioning, Visual Question Answering (VQA),

Multimedia Event Processing (MEP), image retrieval, and image synthesis, among the

common visual reasoning tasks. The expressiveness and quality of the scene graphs de-

termine the e�cacy of these downstream tasks. Image captioning techniques [9, 19] use

scene graphs to leverage the pairwise semantic relationships between objects to e�ec-

tively generate scene descriptions, as it is more challenging to achieve it solely based on

vision-language features. Scene graphs have been found to be more e�cient and adap-

tive than textual scene descriptions for image generation while text-based techniques

struggle to sustain performance when the number of objects and their interactions in-

creases [20, 21]. VQA models determine the best answers to questions about visual

scenes using multi-modal features and semantic relationships in scene graphs [22{24].

Graph-based visual semantic models are also used for multimedia stream representation

for real-time multimedia event processing in the Internet of Multimedia Things (IoMT)

[25, 26]. Objects and attributes are detected using DNNs, and symbolic rules are em-

ployed to identify spatiotemporal interactions between the objects, which are required

for matching high-level events questioned by users. In image retrieval, scene graphs are

used to explicitly de�ne the semantics and structured information of images, allowing

images to be e�ciently retrieved from large-scale databases depending on their content

[27, 28]. The literature on scene graph-based visual reasoning is reviewed in detail in

Chapters 2 and 3.

1.4.3 Common Sense Knowledge Infusion

Common sense knowledge infusion helps bridge the gap between the limited training data

and the vast semantic space, enabling a more accurate and comprehensive representation

of relationships within a scene; therefore, it is a promising approach to addressing the

challenges in visual understanding and reasoning. Since the training datasets used for

SGG provide limited or no explicit common sense knowledge, the background informa-

tion and related facts about the scene elements can help in improving the expressiveness

of the representation, and the performance of downstream reasoning [29]. In this direc-

tion, statistical priors [30{32] and language priors [33, 34] have been extensively used as

sources of common sense knowledge in SGG. However, the heuristics of the statistical

priors do not generalise well, and the limitations of semantic word embeddings a�ect
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the performance of language priors, especially in the case of infrequent or unseen rela-

tionships. Some KGs, such as ConceptNet [35], and WordNet [36], have been leveraged

in SGG [21, 37{39]. These KGs provide text-based and lexical knowledge representing

di�erent forms and notions of common sense. Still, they do not provide broad common

sense knowledge about visual concepts. Heterogeneous KGs, such as Common Sense

Knowledge Graph (CSKG) [40], cover a signi�cantly broader range of dimensions of

common sense. These heterogeneous sources are essential but underappreciated sources

for common sense knowledge infusion in visual understanding and reasoning. These

sources provide a rich and diverse collection of facts about the semantic elements in

visual scenes, such as \car is used for transport", \street is used for parking", and \car

requires parking". The intelligent integration of heterogeneous KGs can enrich the un-

derstanding of complex visual scenes, thus providing rich and expressive representations

for e�ective visual reasoning. Large Language Models (LLMs) have also been used to

address the limitations of SGG. Dai et al. [16] introduced an e�cient task planning

algorithm leveraging LLMs to convert natural language tasks into linear temporal logic

(LTL) automata over scene graphs for autonomous robots, enhancing their semantic

understanding and planning capabilities. Kim et al. [17] proposed leveraging LLMs to

address semantic oversimpli�cation and low-density scene graph issues in weakly super-

vised SGG by extracting and aligning triplets from image captions. Zhao et al. [18]

proposed generating local scene graphs without labelled supervision by leveraging foun-

dation models to extract pertinent structural information from partial objects and their

relationships. The literature on common sense knowledge infusion in SGG and visual

reasoning is reviewed in detail in Chapters 2 and 3.

1.4.4 Neurosymbolic Integration

NeSy integration aims to combine neural and symbolic approaches to construct more

powerful learning and reasoning approaches in AI. The neural approaches excel at identi-

fying statistical patterns from data in raw form and are not susceptible to noise in data.

However, these techniques are data-intensive and operate as black boxes, making their

decision-making processes di�cult to interpret. On the other hand, symbolic techniques

excel at logical reasoning, o�er high explainability and allow for the use of dynamic

declarative languages for knowledge representation. However, they o�er less trainabil-

ity and can be brittle when faced with out-of-domain data. Given the complementary

strengths and weaknesses, the integration of neural and symbolic techniques is a logical

advancement towards AI approaches that are more robust, reliable and e�ective. A �ne-

grained classi�cation of NeSy approaches with six di�erent types is provided in [5, 6].

However, given the relatively few NeSy studies in the �eld of scene understanding and
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Table 1.1: Comparison of existing SGG methods based on research challenges, high-
lighting research gaps in the literature and limited performance of existing methods

C
at

eg
or

y
M

et
ho

d
K

no
w

le
dg

e
In

fu
-

si
on

(C
ha

lle
ng

e
1)

G
en

er
al

is
ab

ili
ty

(C
ha

lle
ng

e
2)

D
ow

ns
tr

ea
m

R
ea

-
so

ni
ng

(C
ha

lle
ng

e
3)

S
G

G
P

er
fo

rm
an

ce
(R

ec
al

l@
K

)

P
ro

p
os

ed
H

et
er

og
en

eo
us

K
G

:
C

S
K

G
Z

er
o-

sh
ot

R
el

at
io

n-
sh

ip
R

et
rie

va
l

V
Q

A
,

Im
ag

e
C

ap
tio

n-
in

g
an

d
G

en
er

at
io

n
29

:9
=3

5:
5=

39
:1

D
S

G
A

T
[3

0]
S

ta
tis

tic
al

P
rio

r
-

-
23

:2
=2

8:
8=

32
:9

IR
T

-M
S

K
[3

7]
K

G
s:

C
N

,
V

G
-

-
21

:9
=2

7:
8=

31
:0

M
O

T
IF

S
[3

1]
S

ta
tis

tic
al

P
rio

r
-

-
21

:4
=2

7:
2=

30
:3

K
no

w
le

dg
e-

G
B

-N
et

[3
9]

K
G

s:
C

N
,

W
N

,
V

G
-

-
�

=2
6:

4=
30

:0
en

ha
nc

ed
K

E
R

N
[3

2]
S

ta
tis

tic
al

P
rio

r
-

-
22

:3
=2

7:
1=

29
:8

C
O

A
C

H
E

R
[3

8]
K

G
:

C
on

ce
pt

N
et

G
ra

ph
m

in
in

g
-

13
:4

=1
9:

3=
22

:2
A

C
-G

P
[4

1]
S

ta
tis

tic
al

P
rio

r
-

-
�

=1
8:

1=
20

:4
K

B
-G

A
N

[2
1]

K
G

:
C

on
ce

pt
N

et
-

Im
ag

e
R

ec
on

st
ru

ct
io

n
�

=1
3:

6=
17

:6
D

ee
pV

R
L

[3
4]

La
ng

ua
ge

P
rio

r
-

-
�

=1
3:

3=
12

:6
V

R
D

[3
3]

La
ng

ua
ge

P
rio

r
-

Im
ag

e
R

et
rie

va
l

�
=0

:3
=0

:5
D

R
-N

et
[4

2]
S

ta
tis

tic
al

P
rio

r
-

-
�

=
�

=�
H

L-
N

et
[1

0]
-

-
-

26
:0

=3
3:

7=
38

:1
T

D
E

[1
4]

-
C

au
sa

li
nf

er
en

ce
-

25
:8

=3
3:

3=
37

:8
S

S
-R

C
N

N
[4

3]
-

-
-

25
:8

=3
2:

7=
36

:9
S

M
P

[9
]

-
-

Im
ag

e
C

ap
tio

ni
ng

�
=3

2:
6=

36
:9

S
V

R
P

[4
4]

-
-

-
�

=3
1:

8=
35

:8
D

at
a-

N
IC

E
S

T
[4

5]
-

-
-

�
=2

9:
0=

32
:7

ce
nt

ric
V

C
Tr

ee
[4

6]
-

-
V

Q
A

22
:0

=2
7:

9=
31

:3
IM

P
+

[4
7]

-
-

-
14

:6
=2

0:
7=

24
:5

Fa
ct

or
iz

ab
le

N
et

[4
8]

-
-

-
�

=1
3:

1=
16

:5
M

S
D

N
[4

9]
-

-
-

�
=1

0:
7=

14
:2

G
ra

ph
R

C
N

N
[5

0]
-

-
-

�
=1

1:
4=

13
:7

[5
1]

-
A

na
lo

gi
ca

lr
ea

so
ni

ng
-

�
=

�
=�



Chapter 1. Introduction 10

visual reasoning, I have streamlined the classi�cation within this domain. I categorise

NeSy approaches in this �eld into two types, loosely coupled and tightly coupled [5],

based on the degree of integration between the symbolic and neural components. In

loose coupling, [31, 37, 52] the neural and symbolic components operate independently,

interacting as needed, and focus on distinct yet complementary tasks. Meanwhile, tight

coupling [21, 30, 32{34, 38, 39] deeply integrates symbolic and neural components, ei-

ther incorporating symbolic knowledge directly into the neural network architecture or

encoding it into the distributed representation of the network. The literature on NeSy

integration in SGG and visual reasoning is reviewed in detail in Chapter 3.

1.4.5 Research Gaps

The existing SGG methods are summarised and compared based on research challenges

in Table 1.1, highlighting research gaps in the literature and the limited performance of

existing methods. The major gaps include:

1. Limited use of external common sense knowledge and lack of investigation of het-

erogeneous knowledge sources.

2. Inadequate attention towards knowledge-based approaches for generalisability in

scene representation.

3. Limited applicability of scene representation techniques to visual reasoning tasks.

1.5 Research Questions

The three main research questions addressed in this thesis are given below.

Q1. How to represent visual content in a semantically grounded and expres-

sive form for visual reasoning?

ˆ Q1.1. How to extract and encode the key elements of visual content into a struc-

tured scene representation?

ˆ Q1.2. What knowledge sources can be used to semantically enrich the scene rep-

resentation with external knowledge?

ˆ Q1.3. How to incorporate external common-sense knowledge into the scene repre-

sentation to improve its expressiveness?
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Q2. How to generalise the representation to ensure fairness and adaptability?

ˆ Q2.1. What factors a�ect the generalisability of the representation across diverse

visual scenes?

ˆ Q2.2. How to minimise the e�ect of biases on the accuracy and improve the

generalisability of the representation?

Q3. How to integrate the enriched scene representation in downstream visual

reasoning tasks?

ˆ Q3.1. How to integrate and evaluate the e�ectiveness of the enriched representation

in generating meaningful textual descriptions of scenes?

ˆ Q3.2. How to integrate and evaluate the e�ectiveness of the enriched representation

in intuitively answering questions about scenes?

1.6 Proposed Approach

This thesis proposes a novel neurosymbolic framework for scene understanding and vi-

sual reasoning, addressing the challenges of expressiveness, generalisability and down-

stream reasoning. The overall approach is presented in Figure 1.3. The framework

comprises data-driven and knowledge-enhanced techniques for supervised and zero-shot

SGG and downstream reasoning tasks. The framework combines deep learning with

common sense knowledge for SGG and subsequent downstream reasoning tasks. Ini-

tially, a CNN-LSTM multimodal deep learning pipeline is employed for object detection

and relationship prediction, generating initial scene graphs representing visual content

in a structured form. These scene graphs are then systematically re�ned and enriched

with common sense knowledge extracted from the Common Sense Knowledge Graph

(CSKG) to enhance the expressiveness and generalisability of the scene graphs. The

enriched scene graphs are then employed for various downstream visual reasoning tasks,

including image captioning, VQA and image generation.

In image captioning, the enriched graphs are processed through a GCN and an attention-

based LSTM to generate rich and meaningful captions. For VQA, an attention and

agent-based mechanism navigates the enriched scene graph to identify the most accurate

and intuitive answers. Additionally, in image generation, the enriched scene graphs are

processed through a GCN and a Cascaded Re�nement Network (CRN) to predict and

re�ne the scene layout for generating realistic and semantically coherent images. The
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Figure 1.3: Proposed Approach

proposed framework combines neural and symbolic approaches to jointly leverage the

e�cient learning capabilities of neural networks (in SGG and downstream tasks) and the
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representational and reasoning power of symbolic approaches (in scene representation

and knowledge enrichment). The neural and symbolic components in the framework are

loosely coupled as per the taxonomy of neurosymbolic approaches in [5, 6] and operate

in tandem to enhance collective performance while maintaining 
exibility.

1.7 Contributions

The main contributions of the thesis are summarised below.

1. Scene Graph Enrichment via Heterogenous Common Sense Knowledge

(Q1, Chapter 4, Publication 3)

A novel knowledge-enhanced scene representation method was proposed, which

comprises DNN-based object detection and multi-modal pairwise relationship pre-

diction to generate initial scene graphs, which are re�ned and enriched by lever-

aging common sense knowledge about the scene entities extracted from a hetero-

geneous knowledge graph. The proposed method was evaluated on the standard

datasets, Visual Genome [2], Microsoft COCO [53] and GQA [54], using the stan-

dard evaluation metrics, Recall at K (R@K) [33] and mean R@K (mR@K) [46].

As a result of knowledge enrichment, the relationship recall scores R@100 and

mR@100 increased from 36.5 and 11.7 to 39.1 and 12.6, respectively, on the Vi-

sual Genome dataset and similar results were observed for the COCO and GQA

datasets. A comparative analysis was also performed with the state-of-the-art

methods on the benchmark VG dataset using R@K and mR@K metrics, which

showed that the proposed approach outperformed them by a signi�cant mar-

gin. The performance of SGG was compared using di�erent KGs and di�erent

KG embedding models, observing that ComplEx [55] embeddings of CSKG [40]

yielded the highest performance. This is due to ComplEx's capability to represent

complex-valued and multi-dimensional relationships between entities and the rich-

ness and diversity of common sense knowledge in CSKG. In a downstream task,

the enriched scene graphs resulted in more realistic images in which the semantic

concepts in the input scene graph could be more clearly observed.

2. Zero-shot Scene Graph Generation via Heterogenous Common Sense

Knowledge (Q2, Chapter 5, Publication 4)

A novel zero-shot SGG method was proposed that comprises deep learning-based

object detection and heterogeneous knowledge graph-based zero-shot relationship

retrieval. The structural, semantic and positional similarity of nodes and edges

in the graph are taken into account to re�ne the objects and visual relationships,
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followed by graph construction. Experimental and comparative analysis was per-

formed on the Visual Genome [2] benchmark dataset and GQA [54] dataset, us-

ing the standard zero-shot recall (zR@K) metric. The proposed method outper-

formed the existing state-of-the-art methods with a considerable improvement of

over 30% in zero-shot Recall@100. This demonstrates the e�ectiveness of hetero-

geneous common sense knowledge-based relationship retrieval in generating gen-

eralised scene graphs. Encouraging results obtained on the GQA dataset depict

the generalisability of the proposed method across datasets.

3. Image Caption Generation via Enriched Scene Representation (Q3.1,

Chapter 6, Publication 5)

The enriched scene graphs were employed in downstream visual reasoning for image

captioning. The image captioning method decomposes enriched scene graphs into

distinct sub-graphs, which are processed through a Graph Convolutional Network

(GCN) and ranked using an MLP. An attention-based LSTM then leverages these

ranked sub-graphs to generate descriptive image captions. As a result of enrich-

ment, the SPICE and CIDEr scores of the image captioning model increased from

20.7 and 115.3 to 23.8 and 131.4, respectively. The qualitative analysis showed

that the enriched scene graphs resulted in more intuitive and meaningful cap-

tions. The proposed captioning approach outperformed the state-of-the-art scene

graph-based image captioning techniques in terms of SPICE and CIDEr scores.

SPICE and CIDEr scores are most relevant to scene graph-based captioning be-

cause SPICE evaluates semantic content and descriptive quality of generated cap-

tions, and CIDEr stimulates human judgement of a generated caption by matching

it with reference captions.

4. Visual Question Answering via Enriched Scene Representation (Q3.2,

Chapter 7, Publication 6)

The enriched scene graphs were employed in downstream visual reasoning for VQA.

The VQA method consists of attention and an agent-based mechanism that nav-

igates an enriched scene graph using a policy network, guided by context-aware

embeddings of both the scene and the question, ultimately identifying a node as

the answer. I evaluated the VQA task on the standard GQA dataset [54] using

the standard evaluation metrics. Compared to the traditional approach, the en-

riched scene graph-based approach improved the accuracy of VQA on open-ended

questions and the validity measure by over 10% and consistency and plausibility

measures by over 5%. The proposed approach surpassed the baseline methods

in terms of accuracy on open-ended questions, consistency and plausibility, and

achieved comparable accuracy for binary questions and validity and distribution

measures.
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1.8 Publications

The six main publications from this work are listed below.

1. M.J. Khan, J.G. Breslin and E. Curry, \Common Sense Knowledge Infusion for

Visual Understanding and Reasoning: Approaches, Challenges and Applications",

IEEE Internet Computing: Special Issue on Knowledge-Infused Learning, vol.

262022, pp. 21-27, July-August 2022. (Chapter 2)

2. M.J. Khan, F. Ilievski, J.G. Breslin and E. Curry, \A Survey of Neurosymbolic

Visual Reasoning with Scene Graphs and Common Sense Knowledge". (in 2nd

Round of Review) (Chapter 3)

3. M.J. Khan, J.G. Breslin and E. Curry, \Expressive Scene Graph Generation using

Common Sense Knowledge Infusion for Visual Understanding and Reasoning",The

Semantic Web: 19th International Conference, ESWC 2022 (Research Track), pp.

93|112, Hersonissos, Crete, Greece, May{June 2022. (Chapter 4, Q1)

4. M.J. Khan, J.G. Breslin and E. Curry, \Common Sense Knowledge-based Zero-

Shot Relationship Retrieval for Generalised Scene Graph Generation". (Under

Review) (Chapter 5, Q2)

5. M.J. Khan, J.G. Breslin and E. Curry, \NeuSyRE: Neurosymbolic Visual Under-

standing and Reasoning Framework based on Scene Graph Enrichment",Semantic

Web Journal: Special Issue on Neurosymbolic Arti�cial Intelligence and the Se-

mantic Web, 2023. (Chapter 6, Q3.1)

6. M.J. Khan, J.G. Breslin and E. Curry, \NeSyVQA: Neurosymbolic Visual Question

Answering via Scene Graph Enrichment". (Under Review) (Chapter 7, Q3.2)

1.9 Thesis Organization

The thesis is organised into �ve parts, each containing one or two chapters. Table 1.2

provides a detailed overview of the parts and chapters linked to the research questions

and publications. Part 1 includes only Chapter 1, which serves as an introduction to

the thesis. It establishes the background and motivation for the research topic, presents

the research challenges, provides a concise overview of the literature review, outlines

the research questions, summarises the main contributions, lists the publications, and

presents the thesis structure. Parts 2-4 comprise Chapters 2-7, representing the six

main publications from this work. Part 5 is dedicated to Chapter 8, the conclusion. It
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summarises the thesis, contributions and open research directions. A detailed overview

of each part and its chapters of the thesis is provided in the following subsections.

Table 1.2: Thesis Organization

Part Chapter Publication
No.

Research
Question

1 (Introduction) 1 (Introduction) - -

2 (Literature Review)
2 (Literature Review on SGG and
Knowledge Infusion)

1 -

3 (Literature Review on SGG and
NeSy Visual Reasoning)

2 -

3 (Techniques)
4 (Scene Graph Enrichment via
Heterogeneous Common Sense
Knowledge)

3 Q1.1,
Q1.2,
Q1.3

5 (Zero-shot SGG via Heteroge-
neous Common Sense Knowledge)

4 Q2.1,
Q2.2

4 (Downstream Tasks)
6 (Image Caption Generation via
Enriched Scene Graphs)

5 Q3.1

7 (Visual Question Answering via
Enriched Scene Graphs)

6 Q3.2

5 (Conclusion) 8 (Conclusion and Future Direc-
tions)

- -

1.9.1 Part 2: Literature Review

Part 2 comprehensively reviews the literature on the intersection of scene graphs, com-

mon sense knowledge infusion, and neurosymbolic visual reasoning. Chapter 2 discusses

how infusing common sense knowledge into SGG enhances scene representation, while

Chapter 3 provides a comprehensive survey and categorisation of neurosymbolic ap-

proaches, emphasising the fusion of deep learning and common sense knowledge for

improved visual reasoning.

Chapter 2 (Publication 1): Common Sense Knowledge Infusion for Visual

Understanding and Reasoning: Approaches, Challenges and Applications

This chapter delves into the crucial role of SGG in visual understanding and reasoning,

emphasising the infusion of common sense knowledge to enhance accuracy and robust-

ness in interpreting scenes. The chapter reviews current SGG methods and explores

how utilising heterogeneous knowledge graphs can provide extensive and diverse back-

ground information, elevating the performance of downstream visual reasoning tasks.

The chapter also highlights the signi�cant challenges faced in relationship prediction

and knowledge infusion in SGG and advocates for increased attention towards lever-

aging common sense knowledge within heterogeneous knowledge graphs for improved

visual understanding.
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Chapter 3 (Publication 2): A Survey of Neurosymbolic Visual Reasoning

with Scene Graphs and Common Sense Knowledge

This survey chapter provides an extensive overview of combining deep learning and com-

mon sense knowledge through neurosymbolic integration, which is essential for expres-

sive scene representation and downstream visual reasoning. It investigates the process of

scene graph generation, analysing objects, relationships, and attributes in scenes, serving

as a basis for higher-level visual reasoning tasks like image captioning and visual question

answering. The key contributions of the chapter include a comprehensive review and

classi�cation of current knowledge-based neurosymbolic approaches, discussing associ-

ated techniques, datasets, evaluation metrics, and challenges. It underscores the signi�-

cance of infusing common sense knowledge, enhancing the accuracy and generalisability

of scene representation, and facilitating intuitive visual reasoning. This exploration

illuminates promising avenues for future research in knowledge-enhanced, data-driven

neurosymbolic scene representation and visual reasoning, presenting a rich resource for

developments in this interdisciplinary domain.

1.9.2 Part 3: Techniques

Part 3 focuses on novel techniques for scene graph generation. Chapter 4 proposes an

approach for enhanced scene graph creation using common sense knowledge infusion,

while Chapter 5 presents a method combining object detection and knowledge-driven

zero-shot relationship retrieval for generalised scene graph generation.

Chapter 4 (Publication 3, Q1): Expressive Scene Graph Generation using

Common Sense Knowledge Infusion for Visual Understanding and Reason-

ing

This chapter introduces a method for enhanced scene graph generation through the infu-

sion of common sense knowledge to better capture the semantic elements of images and

their inter-relationships, essential for tasks like image captioning and visual question an-

swering. The proposed method utilises a heterogeneous knowledge source amalgamated

from seven di�erent knowledge bases to infuse diverse common sense knowledge about

the semantic elements in scene graphs, thereby making them richer and more expres-

sive. This method is evaluated using Recall at K (R@K) metric on the Visual Genome

dataset. It shows a superior recall rate (R@K = 29.89, 35.4, 39.12 for K = 20, 50, 100)

in comparison to the existing state-of-the-art (R@K = 25.8, 33.3, 37.8 for K = 20, 50,

100). Additionally, when applied to image generation, it results in the creation of more

realistic images. The results emphasise the e�ectiveness of the proposed method in im-

proving expressiveness and performance in visual understanding and reasoning tasks by

leveraging rich and diverse common sense knowledge.
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Chapter 5 (Publication 4, Q2): Common Sense Knowledge-based Zero-Shot

Relationship Retrieval for Generalised Scene Graph Generation

This chapter presents a novel method for generalised SGG, which is crucial for adapt-

ability in visual reasoning applications. It tailors the enrichment approach introduced

in Chapter 4 for zero-shot relationship retrieval, which is evaluated using zero-shot

R@K (zR@K) on the GQA dataset as well as Visual Genome. The method merges

data-centric object detection with a knowledge-driven approach, leveraging a heteroge-

neous knowledge graph for zero-shot relationship retrieval to address limitations caused

by imbalanced datasets. In this method, objects are detected and re�ned based on

positional and structural similarity, with irrelevant relationships discarded, forming a

coherent scene graph from the remaining relationships. When evaluated on the Visual

Genome benchmark and GQA dataset, the method achieved over 30% improvement in

zR@100 compared to existing state-of-the-art methods, proving its e�ectiveness in gen-

erating generalised scene graphs. ComplEx embeddings of CSKG were found to yield

the highest performance due to their ability to represent multifaceted relationships and

the richness of common sense knowledge within CSKG.

1.9.3 Part 4: Downstream Tasks

Part 4 focuses on leveraging enriched scene graphs, proposed in Part 3, for downstream

visual reasoning tasks. Chapter 6 introduces NeuSyRE, a framework that uses enriched

scene graphs to generate meaningful image captions, while Chapter 7 presents the SSG-

VQA approach, utilising enriched scene graphs for intuitive visual question answering.

Chapter 6 (Publication 5, Q3.1): NeuSyRE: Neurosymbolic Visual Under-

standing and Reasoning Framework based on Scene Graph Enrichment

This chapter presents NeuSyRE, a novel neurosymbolic visual understanding and rea-

soning framework that enhances SGG by integrating common sense knowledge from

heterogeneous KGs. This framework builds on the SGG method presented in Chap-

ter 4 by evaluating the method using both R@K and mean R@K (mR@K) on the MS

COCO dataset in addition to Visual Genome and by extending its application to the

downstream task of enriched scene graph-based image captioning with detailed evalua-

tion. The framework involves a DNN-based method for generating scene graphs through

object detection and relationship prediction and enriches these graphs using rule-based

re�nement leveraged from KGs. Evaluations on standard datasets like Visual Genome

and Microsoft COCO showed improvement in relationship recall scores, with scores

R@100 and mR@100 increasing from 36.5 and 11.7 to 39.1 and 12.6, respectively. The

enriched scene graphs also signi�cantly improved image captioning results, with SPICE
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and CIDEr scores escalating from 20.7 and 115.3 to 23.8 and 131.4, respectively, outper-

forming state-of-the-art methods in several metrics. SPICE and CIDEr scores are most

relevant to scene graph-based captioning because SPICE evaluates semantic content and

descriptive quality of generated captions, and CIDEr stimulates human judgement of a

generated caption by matching it with reference captions. This approach proves promis-

ing for improving the expressiveness of visual understanding methods and lays a solid

foundation for further research in knowledge-enhanced visual reasoning.

Chapter 7 (Publication 6, Q3.2): NeSyVQA: Neurosymbolic Visual Question

Answering via Scene Graph Enrichment

This chapter builds on the SGG method presented in Chapter 4 by evaluating the

method using R@K and mR@K on the GQA dataset in addition to Visual Genome, by

comparing di�erent KGs and KG embedding methods, and by extending its application

to the downstream task of enriched scene graph-based visual question answering with

comprehensive evaluation. The proposed NeSyVQA framework is aimed at improving

VQA by incorporating heterogeneous common sense knowledge into scene graphs, using

a CNN- and LSTM-based method for creating an initial scene graph. This graph is

enriched using background knowledge from heterogeneous knowledge graphs for more

intuitive visual reasoning. The enriched scene graphs are then utilised in an attention-

based reasoning network for VQA. This approach resulted in a 15% improvement in

recall rate in SGG and a 10% higher accuracy for open-ended questions in VQA over

traditional methods. Additionally, NeSyVQA surpassed the baseline in SGG and VQA

tasks in relationship prediction recall rate and question-answering accuracy, consistency,

and plausibility. The promising results emphasise the potential of using semantically-

enriched scene graphs for higher-level visual reasoning tasks.

1.9.4 Part 5: Conclusion

Chapter 8: Conclusion and Future Work

This chapter concisely summarises the thesis, highlighting its primary contributions,

which include scene graph enrichment and zero-shot SGG via a heterogenous KG, and

visual reasoning through enriched scene graphs for tasks including image captioning and

VQA. The chapter then discusses the limitations and open problems, such as limited

contextual relevance, challenges in knowledge-infused learning, the absence of temporal

relationships, weak NeSy integration, unseen objects and relationships, and unexplored

biases. It also outlines future research directions, proposing potential improvements like
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quantifying knowledge enrichment, exploring temporal patterns, strengthening NeSy in-

tegration, heterogenous knowledge-infused learning, improving generalisability, enhanc-

ing data spaces, leveraging foundation models and mitigating biases. Finally, the chapter

concludes with re
ections on the lessons learned throughout the research journey.



Chapter 2

Common Sense Knowledge

Infusion for Visual Understanding

and Reasoning: Approaches,

Challenges, and Applications

2.1 Introduction

Visual understanding involves detecting objects in a scene and investigating rich seman-

tic relationships between the objects, which is required for downstream visual reasoning

tasks. Scene graph is widely used for structured scene representation, however, the per-

formance of scene graph generation for visual reasoning is limited due to challenges posed

by imbalanced datasets and insu�cient attention towards commonsense knowledge in-

fusion. Most of the existing approaches use statistical or language priors for knowledge

infusion. Commonsense knowledge infusion using heterogeneous knowledge graphs can

help in improving the accuracy, robustness and generalizability of scene graph generation

and enable explainable higher-level reasoning by providing rich and diverse background

and factual knowledge about the concepts in visual scenes. In this article, we present

the background and applications of scene graph generation and the initial approaches

and key challenges in commonsense knowledge infusion using heterogeneous knowledge

graphs for visual understanding and reasoning.

This work has been published1 in IEEE Internet Computing in 2022.

1Publication 1: M.J. Khan, J.G. Breslin and E. Curry, \Commonsense Knowledge Infusion for Visual
Understanding and Reasoning: Approaches, Challenges and Applications", IEEE Internet Computing:
Special Issue on Knowledge-Infused Learning, vol. 262022, pp. 21-27, July-August 2022.

21
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2.2 Visual Understanding and Reasoning

Visual understanding and reasoning is an essential part of arti�cial intelligence that is in-

spired by the ability of humans to understand, interpret and reason about everyday visual

scenes. The advancements in deep learning enabled the low-level semantic tasks in vi-

sual understanding including image classi�cation, object detection and localization, and

image segmentation to achieve major breakthroughs and near human-like performance.

In addition to object detection and localization, the higher-level reasoning tasks, such

as image captioning, Visual Question Answering (VQA), Multimedia Event Processing

(MEP), content-based image retrieval and image generation, require the prediction of

rich semantic relationships between objects in a scene. Numerous vision-language hy-

brid approaches have been developed for this purpose in the past decade. Scene graph

[4] has emerged as a widely used structured semantic representation model of visual

scenes in which objects are represented as nodes and the pairwise relationships between

objects are represented as edges of a knowledge graph (KG). Many visual understand-

ing and reasoning techniques use scene graphs to represent visual scenes and perform

downstream reasoning for various applications. The performance of the downstream

reasoning tasks is dependent on the e�cacy of Scene Graph Generation (SGG) in the

earlier stage, which requires accurate and robust prediction of the objects and pairwise

relationships between the objects in a scene. However, SGG faces major challenges due

to several factors including the unbalanced and biased distributions of objects and rela-

tionship predicates in the training datasets and the dependence of object detection and

relationship prediction models on training data.

Humans rely on implicit commonsense knowledge for making sense of everyday scenes,

similarly, commonsense knowledge from various sources in AI has bene�ted language

processing [56] and holds a promise to aid visual understanding and reasoning as well.

In order to address the challenges posed by the long-tailed distribution problem and

to improve the relationship prediction performance in SGG, numerous techniques on

multi-modal learning, e�cient training procedures and di�erent ways to infuse prior

knowledge have been proposed in the past decade. Most of the existing approaches

use prior knowledge from statistical priors or language priors, however, the heuristics

of the statistical priors do not generalize well and the limitations of semantic word

embeddings a�ect the performance of language priors in the case of infrequent or unseen

relationships. The infusion of rich and diverse commonsense knowledge in the form of

explicit semantics and factual knowledge from heterogenous KG is a promising approach

because it can alleviate the bias towards generic and frequently occurring relationships

and give equal signi�cance to infrequent but important relationships. However, there is

a lack of attention towards commonsense knowledge infusion from heterogeneous KGs
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Figure 2.1: The past decade witnessing an increasing interest in visual understand-
ing and reasoning research with increasing use of commonsense knowledge from various
sources and few recent works leveraging commonsense knowledge extracted from knowl-

edge graphs (data collected from Google Scholar Advanced Search).

in visual understanding and reasoning research. Fig. 2.1 shows the increasing research

interest in visual understanding and reasoning with an increasing number of publications

focusing on commonsense knowledge infusion, and only a few works leveraging KGs.

In this paper, we have discussed the prominent role of SGG in visual understanding

by reviewing the latest approaches and applications of SGG. We have also reviewed the

SGG approaches involving commonsense knowledge infusion based on statistical and lan-

guage priors. We argue about the potential and need of attention towards commonsense

knowledge infusion in SGG based on heterogeneous KGs, which will help in extending

the accuracy and robustness of relationship prediction and improving the performance

and interpretability of the downstream visual reasoning tasks. Moreover, we have iden-

ti�ed and presented the key challenges in relationship prediction and knowledge infusion

in SGG based on the limitations of the existing approaches and sources.
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Figure 2.2: The general work
ow of scene graph generation and its applications in
visual understanding and reasoning including image captioning, visual question answer-

ing, multimedia event processing, image generation and image retrieval.

2.3 Scene Graph Generation

Scene graph is a structured representation that captures the semantics of a visual scene,

such as objects and pairwise relationships between the objects, and represents them

in a graphical form. SGG techniques generally follow a bottom-up approach (see Fig.

2.2) in which objects are detected and localized using object detectors and the pair-wise

relationships between the objects are predicted by leveraging vision-language hybrid

features of the objects; triplets are formed by linking these semantic elements, which

are then connected to generate the scene graph. The most challenging task in SGG is

the prediction of pairwise visual relationships between objects, which has attracted a

lot of interest in this research area [4]. Generally, a Region Proposal Network (RPN) is

employed to generate triplet proposals (ROIs of object, subject and relationship pair)

from input images. Subsequently, the multi-modal features of each proposal including

object features, region features and language features are encoded and fused together.

Attention-based or message passing approaches are used to re�ne the feature representa-

tions, followed by classi�cation into object and relationship categories and construction

of the scene graph.
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2.3.1 Approaches

SGG is an active research topic and a variety of related approaches have been pro-

posed. The earlier feature representation methods in SGG are focused on multi-modal

vision-language feature extraction approaches, while some of the current approaches also

leverage commonsense knowledge from statistical or language priors to extract comple-

mentary features as shown in Table 2.1. In addition, numerous approaches have been

proposed for feature re�nement in SGG including message passing, attention-based and

visual translation embedding approaches etc. A variety of state-of-the-art deep learning

networks are used in SGG. The graph-based representation in SGG suits the architec-

ture of Graph Neural Networks (GNNs), which are used in attention-based approaches

to integrate attention modules in the graph structure for the identi�cation of salient re-

gions for object and relationship prediction [32, 39]. Recurrent Neural Networks (RNNs)

and Long Short-Term Memory Networks (LSTMs) are actively employed in SGG be-

cause these networks capture the dependencies in data and contextual information of

the objects, which are crucial for relationship prediction in SGG [31]. Convolutional

Neural Networks (CNNs) are most commonly used in SGG for extracting the global

and local image features required for classi�cation of relationships between object pairs

[33]. Moreover, the state-of-the-art transformer models are also employed in SGG [37].

The infusion of commonsense knowledge from various sources helps in the prediction of

relationships and ensures e�cient and accurate scene graph generation. The existing

approaches of knowledge infusion for improved relationship prediction in SGG and the

sources used for this purpose are further discussed in the next section.

2.3.2 Applications

The common applications of SGG in visual understanding and reasoning including image

captioning, VQA, MEP, image retrieval and image generation are illustrated in Fig. 2.2

and brie
y discussed in this section.

ˆ Image captioning methods utilize the semantic relationships between objects in

scene graphs to generate accurate language descriptions of the scene, which is

di�cult to achieve with only visual features of the scenes. Based on the idea of

abstraction of scenes into symbols for providing a clear path for the generation

of text descriptions, Chen et al. [19] proposed Abstract Scene Graph (ASG) that

identi�es and makes use of user's intentions in addition to semantics in scene graphs

to generate desired as well as diverse image captions.
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ˆ Visual Question Answering (VQA) involves multi-modal feature learning which

leverages the essential semantic information in scene graphs. For example, Ziaee-

fard et al. [24] proposed a Graph Attention Networks-based approach to encode

scene graphs and related knowledge from ConceptNet for VQA.

ˆ Multimedia Event Processing (MEP) uses graph-based approaches for represent-

ing multimedia streams for real-time event processing in the middleware for the

Internet of Multimedia Things (IoMT) [57]. MEP approaches use graph-based

semantic models for representing video streams; deep learning models are used to

detect objects and symbolic rules are employed to identify relationships between

objects, which are required for matching high-level video events queried by users.

ˆ Image retrieval tasks use scene graphs to precisely describe the semantics of images

to ensure interpretable and open content-based retrieval of images. For example,

Schroeder et al. [27] proposed Structured Query-based Image Retrieval (SQIR)

that uses structured queries (instead of text) and models visual relationships in

scene graphs as directed sub-graphs for the graph matching task in image retrieval

based on scene graph embeddings.

ˆ Image generationfrom scene graph representations of visual scenes is a promising

application because it is more robust and 
exible as compared to image generation

from textual scene descriptions, which struggles with maintaining its performance

with the increasing number of objects and their interactions in the text [20].

2.3.3 Challenges in SGG

SGG has remained an active research topic in visual understanding research and nu-

merous approaches [21, 31{34, 37, 39, 42] have been proposed by researchers in this

�eld to address the limitations of SGG during the past decade, however, there are still

signi�cant e�orts required to mitigate the existing challenges for e�ective use of SGG

in the downstream reasoning tasks. The major challenges in SGG due to limitations of

the existing approaches are summarized as follows:

ˆ Imbalanced training datasetsis one of the key challenges in SGG. The relationship

predicates are highly imbalanced in the training datasets; a large number of pred-

icates have only a few instances in the datasets. As a result, it is very challenging

to e�ectively learn representations of the rarely occurring relationship predicates.

ˆ Accurate and robust relationship prediction remains a challenging part of SGG

because the relationships have a wider semantic space than the objects as they
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comprise di�erent object pairs and the training datasets do not provide enough

samples for all relationships. Due to the long-tailed distribution problem in train-

ing datasets, most of the relationships only include the common relationship pred-

icates (e.g. 'in', 'has', 'on', etc.) which limits the accuracy and expressiveness of

SGG by ignoring the more descriptive predicates (e.g. 'person holding racket' and

'person lying on beach' are more expressive than 'person has racket' and 'person

on beach') that are more useful in visual understanding and reasoning tasks.

ˆ A huge number of possible relationshipsis possible if there are a large number of

objects and predicates because a relationship is a combination of two objects and

a predicate. The machine learning (ML) models for classi�cation and detection

require limited categories due to which the traditional approach of object detection

followed by relationship prediction would be ine�cient for SGG.

ˆ Relationship prediction between distant objectsis unexplored in SGG. The current

SGG techniques predict relationships between closely located objects in scenes.

This is mainly because the currently available datasets only include small-scale

images that mostly cover closely located objects only.

ˆ Prediction of time-varying relationships in videos is a an emerging problem in

SGG for videos. The existing techniques only focus on instantaneous relationships

between objects, however, visual relationships in videos can have time-varying

patterns in addition to the spatial patterns.

2.4 Commonsense Knowledge Infusion in SGG

Commonsense knowledge is essential for visual understanding and reasoning because it

stimulates the commonsense reasoning process. Some of the latest SGG approaches have

employed commonsense knowledge in the form of prior knowledge based on statistical

priors [32] and language priors [34] in an e�ort to address the challenges in SGG. A few

recent approaches have utilized background knowledge and related facts from KGs as

a commonsense knowledge for relationship reasoning in SGG [21, 37, 39]. The existing

approaches are summarized in Table 2.1.

2.4.1 Approaches based on Statistical and Language Priors

Statistical priors, commonly used as prior knowledge, aim to model the statistical cor-

relations between object pairs and relationships. Chen et al. [32] proposed Knowledge-

Embedded Routing Network (KERN) which uses a structured graph to represent the
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statistical knowledge and integrates it in the deep propagation network as supplemen-

tary information, which minimizes the uncertainty in prediction by regularizing the

distribution of potential relationship triplets. In addition, the statistical correlations

between relationship triplets are leveraged for SGG using deep relational network [42]

and LSTM-based approaches [31].

Language priors are also used to guide relationship prediction in SGG by leveraging the

semantic relationships of words. These approaches use semantic word embeddings [33],

priori predicate distribution and compact semantic associations in language priors [34]

for relationship prediction using di�erent multi-modal learning approaches.

2.4.2 Knowledge Graphs as Commonsense Knowledge Source

ML models leverage the explicit semantics and factual knowledge in KGs as common-

sense knowledge which improves the performance and robustness of the models [58].

The infusion of commonsense knowledge using KGs enhances the reasoning capabilities

of the models by improving their interpretability [59]. In addition, this also enables

the models to alleviate the bias towards generic and frequently occurring concepts and

give equal signi�cance to infrequent but important concepts, which improves the recall

of the models while maintaining precision [60]. The scale of infusion of commonsense

knowledge varies from shallow to deep infusion in ML models. The use of KGs as comm-

monsense knowledge source within the state-of-the-art neuro-symbolic approaches [25]

is a promising research direction in visual understanding and reasoning. SGG tech-

niques can bene�t from the related facts and background knowledge of visual concepts

in e�ectively capturing and interpreting detailed semantics in images. This can improve

the performance of relationship prediction in SGG as well as the downstream reasoning

tasks for di�erent applications. Several knowledge bases have been developed to store

commonsense knowledge, such as related facts and background knowledge, in various

forms as concepts or entities, attributes and relationships between the concepts.

2.4.3 Approaches based on Knowledge Graphs

Most of the techniques in visual understanding and reasoning extract relevant facts from

a knowledge source and embed them within the ML model at a certain stage [21]. The

recent graph-based approaches use message passing to embed the structural information

from the source in the representations of the model [39]. The knowledge bases covering

di�erent domains and contexts of commonsense knowledge can be leveraged in a con-

solidated form (such as the CommonSense Knowledge Graph (CSKG) [40]) as a uni�ed,

rich and heterogeneous source of commonsense knowledge. For example, GB-Net [39]
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Table 2.1: Summary of the Existing SGG Approaches using Commonsense Knowledge
Infusion*
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links the entities and edges in a scene graph to the corresponding entities and edges in

a commonsense graph extracted from Visual Genome, WordNet and ConceptNet, and

iteratively re�nes the scene graph using GNN-based message passing. Similarly, Guo et

al. [37] employed an instance relation transformer to extract relational and common-

sense knowledge from Visual Genome and ConceptNet for SGG. However, the potential

of consolidated KGs in visual understanding and reasoning needs to be explored in more

depth, which will help in mitigating the existing challenges and trigger more practical

applications of visual understanding and reasoning.

2.4.4 Challenges in Knowledge Infusion in SGG

While the investigation of commonsense knowledge infusion from language priors, sta-

tistical priors and KGs is highly invaluable for mitigating the existing challenges, the

limitations of priors, e�ective acquisition, e�cient extraction and integration, and full

utilization of commonsense knowledge emerge as challenging research problems in this

direction. The key challenges due to limitations of the existing approaches and sources

are listed below:

1. Limitations of Statistical Priors: A variety of the existing approaches use prior

knowledge from statistical priors for relationship prediction in SGG, however, the

statistical priors mostly use heuristic approaches (such as co-occurrence probability

of relationships predicates) which are hard-coded and not generalized. [31, 32, 42]

2. Limitations of Language Priors: The e�ectiveness of language priors for knowl-

edge infusion in SGG can be a�ected by the limitations of semantic word embed-

dings, especially in generalizing to the infrequent objects in the datasets. More-

over, the visual appearance of relationship predicates can vary across di�erent

scenes, and semantically di�erent relationship predicates can have a similar visual

appearance.[33, 34]

3. Multi-hop relationship reasoning using the commonsense KGsneeds to be explored

in SGG because the existing approaches mostly integrate only triplets from the

knowledge sources and ignore the rich structural information beyond individual

triplets. For instance, the relationships between the pairs of objects that are

uncommon in training datasets can be inferred by the use of semantically related

facts and background knowledge from the commonsense KGs. [21, 37, 39]

4. The knowledge representation methods of di�erent KGs are di�erent, for example,

the same concept is represented in di�erent KGs in di�erent ways. The infusion of

commonsense knowledge from multiple sources is important for the sake of diversity
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and completeness of commonsense knowledge, however, it introduces the challenge

of 
exibility and robustness to di�erent knowledge representation methods. [37, 39]

5. The consolidated KGs can be quite noisyapart from being rich and heterogeneous

sources of commonsense knowledge. Commonsense knowledge infusion using such

sources can infuse noise in the form of redundant, irrelevant and incorrect triplets,

which can a�ect the SGG performance. [39]

6. The KG consolidation e�orts can compromise the rich semantic knowledge provided

by individual knowledge basesin an attempt to create huge and heterogeneous

sources of commonsense knowledge. For example, CSKG retains only the structure

of relationships between objects in Visual Genome (VG) during the consolidation

and expresses all the relationship predicates taken from VG knowledge base as a

single `LocatedNear' predicate. This makes the consolidation simple but results in

loss of the important visual cues about spatial proximity or interactions between

objects provided by the visual relationship predicates in VG, thus limiting the

applicability of CSKG in visual understanding and reasoning. [39]

7. The interpretability o�ered by KGs can be a�ected by the application of non-linear

ML methods for visual understanding. Specialized strategies for knowledge infusion

and ML need to be designed and adopted in order to preserve the interpretability

of KGs to ensure explainable visual reasoning. [21, 37, 39]

The existing challenges indicate the need for the development of SGG techniques that can

e�ectively learn representations for a large number of relationships from small amounts

of training samples by leveraging the state-of-the-art e�cient model training approaches,

as well as, infusion of external commonsense knowledge from new sources, such as KGs.

2.5 Conclusion

The visual understanding and reasoning tasks involve multi-modal techniques for predic-

tion of visual components, followed by reasoning to predict higher-level semantic events.

As shown by numerous approaches based on prior knowledge in statistical and language

priors, commonsense knowledge plays an important role in �netuning relationship pre-

diction for Scene Graph Generation (SGG). Despite its signi�cant potential, only a few

techniques have used knowledge graphs (KGs) as commonsense knowledge source. In

this paper, we have discussed SGG as the mainstream image representation model in

visual understanding and reasoning approaches, the applications of SGG and the sub-

stantial research on commonsense knowledge infusion in SGG. We argued about the
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potential and need for attention towards commonsense knowledge infusion using het-

erogeneous KGs, which can extend the accuracy and robustness of SGG and improve

the performance and interpretability of the downstream reasoning tasks by providing

related, rich and diverse factual and background information about the semantic ele-

ments in the scenes. We have identi�ed the key challenges in relationship prediction and

knowledge infusion in SGG. This is a promising and challenging research direction in

visual understanding and reasoning.



Chapter 3

A Survey of Neurosymbolic

Visual Reasoning with Scene

Graphs and Common Sense

Knowledge

3.1 Abstract

Combining deep learning and common sense knowledge via neurosymbolic integration is

essential for semantically rich scene representation and intuitive visual reasoning. This

survey paper delves into data- and knowledge-driven scene representation and visual rea-

soning approaches based on deep learning, common sense knowledge and neurosymbolic

integration. It explores how scene graph generation, a process that detects and analyses

objects, visual relationships and attributes in scenes, serves as a symbolic scene represen-

tation. This representation forms the basis for higher-level visual reasoning tasks such

as visual question answering, image captioning, image retrieval, image generation, and

multimodal event processing. Infusing common sense knowledge, particularly through

the use of heterogeneous knowledge graphs, improves the accuracy, expressiveness and

reasoning ability of the representation and allows for intuitive downstream reasoning.

Neurosymbolic integration in these approaches ranges from loose to tight coupling of neu-

ral and symbolic components. The paper reviews and categorises the state-of-the-art

knowledge-based neurosymbolic approaches for scene representation based on the types

of deep learning architecture, common sense knowledge source and neurosymbolic inte-

gration used. The paper also discusses the visual reasoning tasks, datasets, evaluation

metrics, key challenges and future directions, providing a comprehensive review of this

33
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research area and motivating further research into knowledge-enhanced and data-driven

neurosymbolic scene representation and visual reasoning.

This work is in the second round of review in a journal1.

3.2 Introduction

The �eld of Arti�cial Intelligence (AI) has witnessed signi�cant advancements, partic-

ularly in scene representation and visual reasoning, with the integration of deep learn-

ing, common sense knowledge, and NeuroSymbolic (NeSy) integration [61{64]. NeSy

integration combines the strengths of neural and symbolic approaches, enhancing the

performance of black-box neural networks and enabling large-scale symbolic reasoning.

Scene Graph Generation (SGG), a process that constructs symbolic image representa-

tions, has become a widely used technique for higher-level visual reasoning tasks [3].

Despite substantial progress in deep learning and multi-modal methods in computer vi-

sion, data-centric techniques often fall short in complex visual reasoning problems that

require semantic and relational information [29]. NeSy integration and common sense

knowledge infusion have emerged to address this, �nding diverse applications such as

visual narration [65], self-driving vehicles [66], mathematical logic [67], robotic manipu-

lation [68], and medical diagnostics [69].

Consider a scenario where a Deep Neural Network (DNN) trained for SGG encounters

an image of a bustling street scene. Traditionally, it excels in identifying objects like

cars, pedestrians, and tra�c lights. However, by integrating relational and background

information via NeSy approaches, the network goes beyond mere identi�cation. It begins

to understand complex interactions, such as a pedestrian waiting to cross the road or

a car stopping at a tra�c light, by infusing common sense knowledge from knowledge

graphs [70]. This NeSy integration imbues the network with an enhanced ability to

reason about the scene, recognising not just the objects but also their interrelations and

implied actions. For instance, it can be inferred that a person with a shopping bag

is likely coming from a store, or a car slowing down near a pedestrian crossing implies

yielding. This enriched understanding, combining DNN-based vision with common sense

knowledge from knowledge bases, signi�cantly elevates the capabilities of scene graph-

based visual reasoning, leading to more accurate, context-aware, and semantically rich

scene interpretations.

Despite the advancements in SGG, its practical applicability remains constrained by

several challenges that directly impact its accuracy, expressiveness, and robustness. The
1Publication 2: M.J. Khan, F. Ilievski, J.G. Breslin and E. Curry, \A Survey of Neurosymbolic Visual

Reasoning with Scene Graphs and Common Sense Knowledge".
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quality of annotations and the skewed distribution of relationship predicates in crowd-

sourced datasets have been identi�ed as signi�cant challenges for data-driven SGG meth-

ods. For instance, generic relationship predicates like "on", "has", and "in" dominate

the Visual Genome dataset [2]. These generic predicates often fail to capture the nu-

anced visual relationships in scenes, thereby a�ecting the accuracy of visual relationship

prediction in SGG. The expressiveness of SGG, re
ecting its ability to depict scenes

in a comprehensive and intuitive manner, is also compromised. For example, the re-

lationship (man, riding, bike) is more accurate and expressive than(man, on, bike).

The task is further complicated by the vast variability in the visual appearances of re-

lationships across di�erent scenes. Consider the relationships(man, holding, food) and

(man, holding, bat); while they share the same predicate, their visual representations

di�er signi�cantly. Furthermore, the robustness of SGG, which refers to its consistent

performance across both familiar and unfamiliar scenes and regardless of the frequency

of visual relationships in datasets, is also an important concern. Numerous e�orts have

been made to overcome these obstacles, exploring novel facets of visual relationships in

images, such as heterophily [10] and saliency [9], and employing advanced techniques

like knowledge transfer [11], linguistic supervision [15] and zero-shot learning [13].

Common sense knowledge infusion, particularly, has evolved as a promising strategy to

tackle these challenges [29]. Incorporating background details and related facts about

scene components enhances the expressiveness of the representation and the performance

of downstream reasoning [29]. While statistical and language priors have been widely

used in SGG, they o�er limited generalizability. Some KGs, such as ConceptNet [35],

and WordNet [36], have been utilised in SGG. These KGs provide text-based and lexical

knowledge representing di�erent forms and notions of common sense. However, they

do not provide broad common sense knowledge about visual concepts. A heterogeneous

KG, such as the Common Sense Knowledge Graph (CSKG) [40], integrates entities and

relationships from multiple sources. Each source contributes di�erent aspects of com-

mon sense knowledge, resulting in a comprehensive resource covering a broad spectrum.

These heterogeneous KGs o�er rich and diverse common sense knowledge related to

visual concepts. However, they are underutilised in enhancing scene representations for

visual reasoning.

This paper presents a comprehensive review of the promising intersection of deep learn-

ing, common sense knowledge and NeSy integration, particularly focusing on semantic

scene representation and visual reasoning. Given the growing interest and signi�cant

potential in this area, our survey aims to provide a clear and thorough overview of the

current literature. We also point out the current challenges, prospects, and applications

to guide future research, ensuring that e�orts are channelled e�ectively to address the
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challenges and elevate the performance of SGG to a practical level. Our survey re-

views state-of-the-art techniques, datasets, and evaluation metrics, categorises existing

SGG methods, and discusses key challenges and promising future research directions.

This survey aims to serve as a valuable resource for researchers and practitioners in the

�eld, guiding future research and contributing to the development of more e�ective and

practical solutions for real-world applications.

3.2.1 Existing Surveys

Garcez et al. [5] and Wang et al. [6] provided comprehensive reviews of NeSy AI,

discussing its development, forms of integration, the importance of representation, and

promising future research directions. Ilievski et al. [71] analysed multiple sources of com-

mon sense knowledge, categorising them into 13 dimensions and suggesting a roadmap

for developing a uni�ed resource for NeSy methods. Kursuncu et al. [60] discussed the

potential of hybrid NeSy learning approaches that integrate deep learning and knowledge

graphs. Meanwhile, Chang et al. [3] provided a comprehensive review of SGG meth-

ods, applications, and datasets, while Zhu et al. [4] systematically summarised deep

learning-based SGG methods and compared their performance across di�erent datasets

and representations [4]. These surveys are summarised in Table 3.1 and broadly clas-

si�ed into three domains, i.e., NeSy integration, common sense knowledge infusion and

SGG, based on the main focus of each survey paper. The intersection of these domains

is emerging as a promising research direction, showing signi�cant potential for intuitive

visual reasoning. There is a substantial need for a specialised survey paper on deep

learning and common sense knowledge combined via NeSy integration for SGG and

visual reasoning, which our paper addresses.

3.2.2 Contributions and Organization

The key contributions of this survey are as follows:

ˆ To the best of our knowledge, this is the �rst paper to provide a comprehensive

survey of the combination of deep learning, common sense knowledge and NeSy

integration for semantic scene representation and visual reasoning.

ˆ We provide a comprehensive review of the state-of-the-art techniques, datasets and

evaluation metrics for knowledge-based scene representation and visual reasoning

approaches. We also classify the existing scene graph generation methods based on

deep learning architecture, common sense knowledge source and NeSy integration

type used in each method.
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Table 3.1: Comparison with existing surveys

Domain Survey
(Year)

Key Attributes

Neurosymbolic
(NeSy)
Integration

Garcez et al. [5]
(2023)

neurosymbolic AI, machine learning, reasoning,
explainable AI, deep learning, trustworthy AI,
cognitive reasoning

Wang et al. [6]
(2022)

neurosymbolic AI, symbolic AI, statistical AI,
deep learning

Commonsense
Knowledge
Infusion

Ilievski et al.
[71] (2021)

common sense knowledge, semantics, knowledge
graphs, reasoning

Kursuncu et al.
[60] (2019)

knowledge-infused learning, knowledge graph,
neural network, neurosymbolic AI

Scene Graph
Generation
(SGG)

Zhu et al. [4]
(2022)

scene graph generation, visual relationship de-
tection, object detection, scene understanding

Chang et al. [3]
(2021)

scene graph, visual feature extraction, prior in-
formation, visual relationship recognition

Intersection of
the three do-
mains

Ours (2023) scene graph, visual reasoning, scene understand-
ing, deep learning, common sense knowledge,
neurosymbolic integration, VQA, image caption-
ing

Figure 3.1: Structure of the survey paper.

ˆ We discuss the key challenges of the existing knowledge-based scene representation

and visual reasoning methods and present contextual relevance of knowledge, bias

and generalizability, use of heterogeneous common sense knowledge and temporal

visual relationships as promising future research directions.

The rest of this paper is organised as follows. Section 3.3 reviews the state-of-the-art

in knowledge-based semantic scene representation in detail and classi�es the existing



Chapter 3. Literature Review: Scene Graphs and Neurosymbolic Visual Reasoning 38

approaches based on deep learning architecture, common sense knowledge source and

NeSy integration type. Section 3.4 discusses the downstream tasks that leverage the

structured scene representation for intuitive visual reasoning. Section 3.5 discusses the

benchmark datasets and performance measures used for the evaluation of SGG and

downstream reasoning methods. Section 3.6 provides a summary of the main challenges

and promising future directions in this area of work. Finally, Section 3.7 summarises

and concludes the paper. The structure of this survey is presented in Figure 3.1.

3.3 Semantic Scene Representation

Figure 3.2: A schematic representation of the typical scene graph generation process
(beginning at the bottom left and concluding at the bottom right) that comprises object
detection, multimodal feature learning, common sense knowledge infusion, relationship

predicate classi�cation, and scene graph construction

High-level visual reasoning necessitates semantic and relational information, especially

concerning object interactions within scene representations. Recently, there has been

a surge in the adoption of knowledge-based and NeSy approaches for semantic scene
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